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Abstract

Let F be a finite field. Given N distinct points α1, . . . ,αN ∈ Fm and associated values
β1, . . . , βN ∈ F, we study the problem of computing an m-variate polynomial f(y) ∈ F[y] of in-
dividual degree less than d, with dm ≥ N , that satisfies f(αi) = βi for all i ∈ [N ], whenever such
an f exists. This is known as the multivariate polynomial interpolation problem. In this work,
given N = dm, we present a deterministic algorithm for multivariate polynomial interpolation
over an arbitrary finite field F that runs in near-quadratic time N2+o(1) poly(m, d, log |F|), as-
suming d is ω(1). This bound holds whenever the associated multivariate Vandermonde matrix
is nonsingular, has constant co-rank, or admits some special structure. In the general case, we
give a randomized Las Vegas algorithm attaining the same near-quadratic running time, pro-
vided the finite field is sufficiently large and d grows similar to the previous case. Unlike other
multivariate interpolation strategies, we do not assume black-box access to the polynomial. In
particular, we are not permitted to query arbitrary input points to obtain their evaluations.

Our interpolation result follows by combining Wiedemann’s classical approach [Wie86] for
solving sparse linear systems with known bounds for fast multivariate multipoint evaluation over
finite fields [Uma08, KU11, BGKM23, BGGKU24]. Specifically, our deterministic interpolation
strategy relies on a deterministic variant of Wiedemann’s approach, which is more commonly
used in the randomized setting.

1 Introduction

Solving linear systems is one of the most fundamental problems in computational algebra. Given a
matrix A ∈ Fn×n and a vector b ∈ Fn, over any arbitrary finite field F, the goal is to compute x ∈ Fn

satisfying Ax = b. The complexity of this problem is closely related to matrix multiplication, and
the best known algorithms run in O(nω) time, where ω is the matrix multiplication exponent. In
particular, no truly quadratic-time algorithm is known for arbitrary dense systems.

An important set of structured instances of linear system solving arises from polynomial in-
terpolation. The input to the multivariate interpolation problem consists of N ≤ dm (d ,m ∈ N)
distinct data pairs {(α1, β1), (α2, β2), . . . , (αN , βN )}, where αi ∈ Fm and βi ∈ F for each i ∈ [N ],
and αi ̸= αj whenever i ̸= j. The goal is to find an m-variate polynomial f(y) ∈ F[y] of individual
degree less than d such that f(αi) = βi for all i ∈ [N ], whenever such a polynomial exists. The
input of the mutivariate interpolation problem can be described using N(m + 1) field elements,
hence that is the problem input size. Throughout this discussion, N denotes the number of input
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points. The interpolation space for monomials of individual degree less than d in m variables has
dimension dm, thus for suitable d,m ∈ N such that dm ≥ N ensures the interpolation space is large
enough for N input points.

For simplicity we take N = dm throughout, so that the associated evaluation matrix, a.k.a
multivariate Vandermonde matrix V is square. This is without loss of generality, if N < dm,
append dm −N zero rows to V and dm −N zeros to the associate value tuple β = (β1, . . . , βN ).
The appended equations are vacuous, so the solution set is unchanged. Throughout, the run time
is always mentioned in terms of the number of underlying field operations.

In the univariate setting (m = 1), the input size is 2d field elements and, whenever the input
points are distinct, there always exists a unique interpolating polynomial. This follows from the fact
that the associated evaluation matrix, namely the Vandermonde matrix, has full rank at distinct
points. Moreover, the structure of the Vandermonde matrix enables substantially faster algorithms
than generic linear system solving. In particular, univariate interpolation admits near-linear time
algorithms Õ(d) using fast multipoint evaluation due to Fiduccia [Fid72] and, Borodin and Moenck
[BM74]. The multivariate setting is considerably more challenging. The associated interpolation
matrix is a multivariate Vandermonde matrix 1, which may be singular even when all evaluation
points are distinct. Consequently, the interpolation problem may have multiple solutions or no
solution at all.

The interpolation problem has been studied in various flavors. In one set up, the polynomial
is given to us as a blackbox and we want to interpolate it using query access. That is, we can
query points of our choice to obtain their evaluations. This set up is widely studied in the sparse
polynomial interpolation literature such as Ben-Or–Tiwari [BOT88]. In contrast, dense multivariate
interpolation naturally reduces to solving a large linear system. Thus the other set up is to consider
structured evaluation points. That is, when the evaluation points come from a product-set structure,
interpolation can be performed in near-linear time in the input size using induction on each variable.
However, as far as we are aware, no near-linear algorithm is known even for the general bivariate
case over arbitrary evaluation points, which would suggest a route towards the general multivariate
setting.

In the univariate case, fast interpolation [GG03, Algorithm 10.11] itself relies on fast multipoint
evaluation as a subroutine, and both tasks admit near-linear time algorithms. The idea is to recur-
sively solve the interpolation problem by dividing it into two roughly equal size sub-problems of the
same kind. The recursion crucially relies on Euclidean division for univariates. A natural question
is whether a similar reduction can be exploited in the multivariate setting. Unfortunately, it is not
clear how to proceed with the recursion because of the non-Euclidean nature of multivariate poly-
nomial rings. In this work we instead show how to exploit fast multivariate multipoint evaluation
as a subroutine for multivariate interpolation using a different route.

Although the evaluation points themselves may be completely unstructured, the associated in-
terpolation matrix remains a multivariate Vandermonde matrix, denoted by V . This naturally raises
the question of whether one can exploit this algebraic structure to obtain algorithms faster than
generic O(Nω)-time linear system solving. Turns out, if we can guarantee fast (near-linear) matrix-
vector multiplication then using iterative linear algebra techniques solves the linear system faster
compared to the trivial time bound. For this strategy to work, we need to ensure multivariate Van-
dermonde matrix-vector multiplication, alternatively known as multivariate multipoint evaluation

1The rows of the matrix corresponds to evaluation points and the columns correspond to all possible monomials.
Each entry is the evaluation of the corresponding monomial at the corresponding evaluation point.
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runs fast. This problem has been studied in a series of work [Uma08, KU11, BGKM23, BGGKU24]
and known to have near-linear time algorithms over finite fields sometimes under some assump-
tions. The recent result of Bhargava, Ghosh, Guo, Kumar, and Umans [BGGKU24] showed that
matrix-vector multiplication by multivariate Vandermonde matrices over all finite fields, and we
will mainly use their result in this work.

Since we have fast matrix-vector multiplication available, the next step is to employ fast itera-
tive linear algebra techniques to solve the structured system. Our work uses Wiedemann’s [Wie86]
method for structured linear system solving. The Wiedemann framework basically does the fol-
lowing. Instead of explicitly inverting the matrix A for solving Ax = b, compute the minimal
polynomial of the Krylov sequence

K(A,b) := {Aib}i∈N,

and use it to recover a solution vector x. The definitions of minimal polynomial and Krylov sequence
can be found in the preliminaries (section 5). This is exactly what the deterministic variant of
Wiedemann’s method do. Thus, the deterministic Wiedemann approach along with fast matrix-
vector multiplication for generalized Vandermonde matrices enables us to get a near-quadratic
time algorithm for multivariate interpolation over finite fields. The nature of our algorithm; that
is deterministic or randomized depends on the rank of the system.

Our results show that even for completely unstructured evaluation sets, the algebraic structure of
generalized Vandermonde matrices helps to yield a nontrivial improvement over generic dense linear
algebra and provides further evidence that multivariate interpolation may admit faster algorithms
than previously known. We now state our main result.

Theorem 1.1 (Informal). Let F be a finite field and N = dm. Given N evaluation constraints

f(αi) = βi, i ∈ [N ],

where αi ∈ Fm and βi ∈ F, for an unknown m-variate polynomial f(y) ∈ F[y] of individual degree
less than d, we can compute such a polynomial whenever one exists in time

N2+o(1) poly(m, d, log |F|).

The algorithm is deterministic when the associated multivariate Vandermonde matrix has full rank,
constant co-rank or admits additional structure2, and otherwise by a Las Vegas randomized algo-
rithm for the general case.

Our starting point is Wiedemann’s observation [Wie86] that solving a linear system can be
reduced to computing the minimal polynomial of an associated Krylov sequence. This leads to an
efficient framework whenever matrix-vector multiplication can be performed quickly, even in black-
box setting, as is the case for sparse matrices. For nonsingular systems, the recovery of a solution
from the Krylov sequence is relatively direct. The singular case is more non-trivial. Wiedemann uses
random perturbations (by adding random sparse rows) to transform the system into a nonsingular
one and then recovers a solution for the original system from the perturbed instance with high
probability. Since the rank is not known apriori, he uses probabilistic rank computation as a
subroutine. Kaltofen and Saunders [KS91] further refined this framework by introducing structured

2Formally we refer to the case in Proposition 6.10.
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algebraic preconditioners based on Toeplitz matrices, leading to more efficient rank computations
while requiring fewer random field elements. We crucially rely on Kaltofen and Saunders technique
for handling highly singular systems that plays a crucial role in the general case of interpolation.

Note that most of the ideas we use in our work were already existing in the literature and we
only develop the necessary tools to combine them for our purpose.

2 Proof Overview

The main ingredient underlying our algorithm is Wiedemann’s method for solving sparse linear
systems. Given a matrix A ∈ Fn×n and a vector b ∈ Fn, Wiedemann’s approach solves the system
Ax = b when A is sparse. The technique exploits the fact that a sparse matrix-vector product
can be computed more efficiently compared to the general one. When A has O(n) nonzero entries,
matrix-vector product takes O(n) operations compared to quadratic time required in general. In
fact, the technique extends beyond sparse systems: for any matrix admitting a matrix-vector
product faster than the trivial one, Wiedemann’s method can be employed to solve the associated
system.

We first explain how to solve Ax = b in this approach, assuming A supports fast (say Õ(n))
matrix-vector multiplication. Suppose for some univariate polynomial p(x) =

∑d
i=0 pix

i ∈ F[x] of
degree d we have p(A) = 0. Multiplying the identity p(A) = 0 by b gives

p(A)b =
d∑

i=0

piA
ib = p0b+ p1Ab+ · · ·+ pdA

db = 0,

which, provided p0 ̸= 0, rearranges to

x = A−1b =
−1
p0

(
p1b+ p2Ab+ · · ·+ pdA

d−1b
)
.

Thus, once such a p is known, the solution is obtained from dmatrix-vector products with A. Such a
polynomial always exists: by the Cayley–Hamilton theorem [GG03, Section 25.5], the characteristic
polynomial of A annihilates A and has degree at most n. So a nonzero annihilating polynomial
of degree at most n can always be used. Equivalently, the sequence of matrices {Ai}i≥0 satisfies
a linear recurrence of order at most n: every power Ak is a linear combination of the n preceding
powers Ak−1, . . . , Ak−n, with the coefficients of an annihilating polynomial used for the constants
of the combination.

Any annihilating polynomial may be used in place of p, and it is advantageous to use one of the
smallest possible degree, since the degree determines the number of matrix-vector products. The
unique lowest degree monic polynomial µA that also satisfies the relation µA(A) = 0, called the
minimal polynomial. Since the above relation requires p0 ̸= 0, we need to ensure µA(0) ̸= 0. But,
it is known that µA(0) ̸= 0 if and only if A is nonsingular. Thus, the above approach applies when
A is nonsingular, implying the constant term of the minimal polynomial to be nonzero, which is
necessary for it to work. Then, we can simply work with µA instead p for better runtime. For that,
we need to explicitly compute the minimal polynomial µA which satisfies the sequence {Ai}i≥0. It
turns out, we can avoid computing µA altogether, rather it suffices to work with Krylov sequence
induced due to the original sequence {Ai}i≥0, whose minimal polynomial already yields a solution
for our system.
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The recurrence satisfied by {Ai}i≥0 induces the vector sequence K(A,b) := {Aib}i∈N, called
the Krylov sequence of A at b. Any polynomial annihilating {Ai}i≥0 also annihilates K(A,b), for
every b ∈ Fn. The unique monic polynomial of least degree annihilating K(A,b) is denoted µA

b and
is called the minimal polynomial of the Krylov sequence; it divides µA, and its degree is therefore
at most n. In particular, if A is nonsingular then µA

b has nonzero constant term, and the solution
x = A−1b is recovered from µA

b by the formula above.
Solving the system thus reduces to computing µA

b efficiently. Note that the characteristic poly-
nomial of A would serve equally well, but computing it involves computing a determinant, which is
not known to be possible in near-quadratic time for general matrices. Moreover, it need not be of
least degree, and using it may cost more matrix-vector products than necessary. Fast matrix-vector
multiplication will be useful in improving the overall runtime and more crucially to compute the
minimal polynomial efficiently, which we explain below.

For a linear recurrence over scalars, the minimal polynomial is recovered by the Berlekamp–
Massey algorithm [GG03, Algorithm 12.9]: given an upper bound on the degree of the recurrence
together with sufficiently many of its initial terms, it outputs the minimal polynomial in near-
linear time by solving a structure linear system. The sequence K(A,b), however, is vector-valued
rather than scalar-valued. We describe next how Wiedemann’s method reduces the vector case to
the scalar one and what we do instead in order to obtain a deterministic algorithm, and how the
singular case is handled eventually.

Nonsingular system. Wiedemann’s randomized approach converts K(A,b) into the scalar se-
quence {u⊤Aib}i≥0 for a random vector u ∈ Fn; with high probability the minimal polynomial of
this scalar sequence coincides with µA

b . In this work we use a deterministic variant instead. For each
j ∈ [n], consider the coordinate sequence sj(i) = e⊤j A

ib and let µj denote its minimal polynomial.
A polynomial annihilates K(A,b) if and only if it annihilates every coordinate sequence, whence

µA
b (x) = lcm (µ1(x), . . . , µn(x)) .

Accordingly, after computing the vectors {Aib}2n−1
i=0 , we apply Berlekamp–Massey independently

to each of the n coordinate sequences and recover µA
b deterministically in near-quadratic time.

In our setting, the matrix A is a multivariate Vandermonde matrix arising from multivariate
interpolation. A recent result of Bhargava et al. [BGGKU24], the culmination of a series of works
on multivariate multipoint evaluation [Uma08, KU11, BGKM23], shows that matrix-vector multi-
plication by such matrices can be performed in near-linear time over every finite field. Wiedemann’s
framework therefore yields a near-quadratic algorithm for multivariate interpolation.

Singular system. We now revisit Wiedemann’s method for the case when the matrix A is not
full rank. Since A−1 may not exist, the standard derivation does not apply directly. Moreover,
a first order problem seems like detecting the non-invertibility of the system, which is already
computationally equivalent to computing the determinant of the matrix, that may take nω. But,
it turns out that we can handle the non-invertible case with some refined ideas. Recall that the
constant term of the characteristic polynomial of A is, up to sign, equal to det(A). Since the
minimal polynomial of the Krylov sequence {Aib}i≥0, denoted by µA

b , divides the characteristic
polynomial of A, it follows that det(A) ̸= 0 implies µA

b (0) ̸= 0. Thus, we first compute µA
b and

examine its constant term. The converse, however, need not hold: it is possible for A to be singular
while µA

b (0) ̸= 0. To handle this scenario, we observe that whenever the minimal polynomial
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of the Krylov sequence has a nonzero constant term, the vector b lies in the column space of
A. Consequently, computing a solution using the minimal polynomial of Krylov sequence always
yields a valid solution (possibly one among many), even when the matrix is not invertible. Since
the resulting vector can be verified directly, no additional certificate of invertibility is required.
Therefore, whenever µA

b (0) ̸= 0, the standard Wiedemann construction yields a valid solution to
Ax = b, even if A is singular.

Thus, the singular case becomes more non-trivial when µA
b (0) = 0. In this case, it is possible to

show that, the minimal polynomial yields a nontrivial linear dependence among the columns of A,
allowing us to remove one redundant column. Removing a column produces a rectangular system
assuming we started with a square system, and to identify a redundant row, we apply the same
procedure recursively to the transpose of the reduced system. Either the resulting subsystem is
solvable which implies that the corresponding row is redundant, or the associated Krylov minimal
polynomial again has a vanishing constant term that yields another dependence relation. Repeating
this process recursively removes one redundant row and one redundant column at each step.

When the co-rank is constant, only constantly many recursive steps are needed to obtain a
square subsystem that has full rank, which can be solved directly using the nonsingular Wiede-
mann framework. Solving this subsystem gives a solution to the original system after restoring the
free variables. For larger co-rank, we use a different approach from [KS91]. We use randomized
preconditioning by triangular Toeplitz matrices, so that the leading principal minors remain non-
singular up to the rank of the matrix, with high probability. This reduces the singular system to
solving a full-rank principal subsystem along with the final consistency check. We show that the
overall approach can be done in near-quadratic time.

Note that, throughout the procedure, no matrix entries are modified. We only remove redundant
rows and columns in order to obtain a nonsingular subsystem.

3 Related Work

There is a large body of work on polynomial interpolation, as it is a fundamental algebraic problem
that arises throughout computational mathematics, coding theory, algebraic complexity, symbolic
computation, approximation theory, and many other areas. The problem has been studied exten-
sively by both mathematicians and computer scientists [CY77, BR90, Lor92, GS00]. The works on
multivariate interpolation can roughly be divided into several broad paradigms, depending on the
structure of the evaluation points, the polynomial being recovered, or the way the polynomial is
accessed.

Structured evaluation points. When the evaluation points have a product set (grid) structure,
multivariate interpolation reduces recursively to a sequence of univariate interpolation problems.
Since the univariate interpolation at d many points can be performed in Õ(d) arithmetic operations
using fast polynomial arithmetic [BM74], multivariate interpolation on an m-dimensional grid of
size dm also admits a near-linear time Õ(dm) algorithm using induction on the number of variables.
More generally, when the evaluation points form a downward-closed (lower) set, interpolation spaces
admit structured Newton-type bases and divided-difference constructions [DF14, Nei19], and recent
works have developed fast algorithms for interpolation in such spaces [HH25]. A common framework
of all these works is that the geometry of the evaluation points is fixed in advance. In contrast, we
make no assumption whatsoever on the structure of the input points.
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Interpolation with black-box access. Another common approach treats the polynomial as
a black box that the algorithm can evaluate at points of its choice. In the sparse setting, the
goal is to recover the polynomial’s support and coefficients by accessing the black box evaluations.
Zippel [Zip79, Zip90] gave probabilistic algorithms in this model. Ben-Or and Tiwari [BOT88]
gave the first deterministic sparse interpolation algorithm which relies on Prony’s technique us-
ing linear recurrences. Subsequent works also exploited Prony’s method [GLL02], and improved
complexity using fast Toeplitz and Vandermonde solvers [KY89], and further removed assumptions
on the degree and sparsity [KL03]. Numerous variants of sparse polynomial interpolation based
on Kronecker substitution, derivative evaluations, finite coefficient sets, and arithmetic circuit rep-
resentations [GKS90, BT91, GK93, Wer94, Man95, GS09, BJ14, AR14, AGR16, HG17, HG20,
GGCR22, Hua23, Gre23, HL25] have also been studied in the literature. Some of these techniques
also apply to dense interpolation, for example the framework of Zippel [Zip90]. However, a common
feature of all these works is that the algorithm is free to choose evaluation points adaptively, unlike
in our setting.

Hermite interpolation and ideal-theoretic methods. Another line of work considers Hermite
interpolation, where both function values and derivative values are given [SX95, Lor92]. Van der
Hoeven and Schost [HS13] achieve near-linear complexity in the number of Hermite conditions for
multivariate interpolation with derivative constraints. Other algebraic approaches use vanishing
ideals and Gröbner bases [MB82, MMM93, Sau98] to characterize interpolation spaces and its
uniqueness. However, these methods typically involve Gröbner basis computations or large linear-
algebra steps, which are typically costly in higher dimensions.

The fixed-point interpolation setting. In our interpolation set up, neither we assume evalu-
ation query access nor any geometric assumptions on the input points. The most closely related
work in this setting is that of Zilić and Vranešić [ZV02]. They construct an interpolation basis
consisting of t monomials whose associated evaluation matrix is nonsingular, by iteratively replac-
ing monomials guided by the nullspace structure of the generalized Vandermonde matrix. Their
algorithm is deterministic, works over arbitrary fields, and requires O(tω+1) arithmetic operations
using fast matrix multiplication. In contrast, we fix in advance the interpolation space consisting of
all monomials of individual degree less than d and study the resulting multivariate Vandermonde
system directly, including the case where it is rank deficient.

We also note that there is a deterministic version for solving invertible systems in Wiedemann’s
original result [Wie86] (Algorithm 2) which is very close to what we do and rediscovered inde-
pendently during the course of this work. In our approach, we apply the Berlekamp-Massey for
each coordinate in parallel unlike the Wiedemann algorithm, but nevertheless both are in similar
spirit. We suspect Wiedemann’s deterministic approach is not commonly used because the space
complexity is not linear; rather, it becomes quadratic in the input size, and the whole black-box
setup loses much of its appeal, since in quadratic space we can store the entire input matrix as
a whitebox by figuring out all its columns, which defeats its black-box nature of system solving.
In our work, we do not stress the black-box setting since we know the monomial basis and the
input points, and can explicitly determine each entry of the input system. Since we are not in the
black-box framework, we can trade quadratic space for determinism. A recent work of Liu, Nguyen
and Yang [LNY26] discusses the time and space tradeoff in the setting of rational general system
solving.

To the best of our knowledge, we are not aware of any prior work obtaining near-quadratic
algorithms for dense multivariate interpolation over finite fields at arbitrary fixed evaluation points
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without assuming sparsity, black-box access, or special structure on the input points.

4 Organization

subsection 6.1 and subsection 6.2 discusses the complexity of computing matrix-vector product
and the transposed matrix-vector product respectively when the matrix is a multivariate Vander-
monde. subsection 6.3 computes shows the deterministic Wiedemann’s computation and then the
interpolation system solving is addressed in subsection 6.4 and subsection 6.5 when the system is
nonsingular and singular respectively.

5 Preliminaries and Notation

Throughout the paper, let F denote a finite field, F∗ = F \ {0}, let N denote the set of natural
numbers including 0, and let [n] := {1, 2, . . . , n}. The soft-O notation Õ(m) denotes O(m logcm),
where c is a constant.

Linear recurrences. A sequence (ai)i≥0 over F satisfies a linear recurrence of order d if there
exists an with annihilating polynomial c(x) = xd+cd−1x

d−1+· · ·+c0 ∈ F[x] such that
∑d

j=0 cjai+j =
0 for all i ≥ 0 (with cd = 1). The unique monic annihilating polynomial of minimum degree is
called the minimal polynomial of the sequence.

Matrix polynomials. For A ∈ Fn×n, let χA(x) := det(xI−A) denote the characteristic polyno-
mial and µA(x) the minimal polynomial, i.e., the unique monic polynomial of least degree satisfying
µA(A) = 0. By the Cayley–Hamilton theorem, µA(x) | χA(x).

Krylov sequences. For A ∈ Fn×n and v ∈ Fn, the Krylov sequence K(A,v) := {Aiv}i∈N has
minimal polynomial denoted µA

v (x). Since µA(A) = 0, we have µA
v (x) | µA(x).

Berlekamp–Massey. The Berlekamp–Massey algorithm (Chapter 12, [GG03]) takes as input the
first 2d terms of a scalar linear recurrence of degree at most d and computes its minimal polynomial
in O(d log2 d log log d) = Õ(d) field operations.

A concrete exposition on all these concepts can be found in the book [GG03, Chapter 12].

6 Main Results

We first develop the necessary tools that will be useful later to prove our main result.

6.1 Matrix-vector multiplication complexity

For a matrix A ∈ Fn×n, let MA(n) denote the time required to compute the matrix-vector product:
Av for an arbitrary vector v ∈ Fn. When the matrix is clear from context, we simply write
M(n) for convenience. The following lemmas obtain complexity for matrix-vector multiplication
by multivariate Vandermonde matrices and their submatrices.
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Lemma 6.1. Let V ∈ FN×N be a multivariate Vandermonde matrix corresponding to evaluations
of m-variate polynomials of individual degree less than d over F, where N = dm. Then, for any
submatrix B of V ,

MB(N) = N1+o(1) poly(m, d, log |F|),

assuming d = ω(1).

Proof. Any submatrix B of V is determined by a subset S ⊆ N of the evaluation points and a
subsetM of the monomials from all possible dm monomial basis. For a vector v = (vm)m∈M, let

f(x) =
∑
m∈M

vmm(x).

Then Bv = f(α)α∈S . Hence, computing Bv is precisely a restricted multivariate multipoint
evaluation problem over the point set S. In this setting, Bhargava et al. [BGGKU24] gave a
deterministic near-linear time algorithm for multivariate multipoint evaluation over finite fields,

(dm +N)1+o(1) poly(m, d, log |F|).

Since N = dm, this simplifies to N1+o(1) poly(m, d, log |F|). The same algorithm applies to any
restriction of the evaluation points or monomials, yielding the stated bound.

Proposition 6.2 ([BCS97], 13.20). Let A be an n×n matrix and let v ∈ Fn. Suppose there exists
an algebraic algorithm3 that computes the map v 7→ Av in time O(n). Then the map v 7→ ATv
can also be computed in time O(n).

The above proposition is also known as Tellegen’s principle [Tel52]. It has been useful in the
context of transposition and has been studied extensively, including in the works of Kaminski, Kirk-
patrick, and Bshouty [KKB88], Bostan, Lecerf, and Schost [BLS03], Kedlaya and Umans [KU11],
and Kinoshita and Li [KL24].

6.2 Transposed multivariate multipoint evaluation

In the previous section, we described the matrix-vector multiplication complexity for multivariate
Vandermonde and their submatrices, that is fast multivariate multipoint evaluation restricted to
particular coordinates. In addition to that, we also need the transpose of multivariate multipoint
evaluation to be fast. The transpose problem is defined as follows. Given evaluation points and a
weight vector, compute all weighted power sums of the evaluation points. Note by Proposition 6.2,
if we have an algorithm that can compute the forward Av fast, then the transposed ATv can
also be achieved in roughly same complexity, and the only criteria is the algorithm should be
algebraic. Though, we know algebraic versions of multivariate multipoint evaluation due to multiple
works [Uma08, BGKM23], which can lead to fast transposed multipoint evaluation, however these
algorithms come with some restrictions on input parameters.

Thus, in order to get rid of those constraints, we work with the alternative non-algebraic version
of Bhargava et al. [BGGKU24] which works over all finite fields for growing degree parameter. For

3Throughout, algebraic algorithms refers to the arithmetic model, which access Fq only through field opera-
tions whereas non-algebraic algorithms may additionally exploit the bit-representation of Fq and studied in the
bit-complexity model.
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that reason, the transposition principle for linear straight-line programs do not apply to it directly.
We therefore segregate their algorithm into different stages and analyze them and finally conclude
that; although [BGGKU24] is non-algebraic, the transposed multivariate multipoint evaluation runs
in roughly same time as their multivariate multipoint evaluation. Note this is the same route by
which Kedlaya and Umans [KU11, Section 7] obtain the transpose of their non-algebraic algorithm
and we also follow a similar footstep.

Theorem 6.3. Let F be a finite field. Given evaluation points a1, . . . ,aN ∈ Fm and a weight vector
y ∈ FN , there is deterministic algorithm that computes all the weighted power sums

Se(y) :=

N∑
i=1

yi a
e
i for all e ∈ {0, 1, . . . , d− 1}m,

in time (dm +N)1+o(1) · poly(m, d, log |F|), for all m ∈ N and all sufficiently large d ∈ N.

Equivalently, writing V =
(
ae
i

)
i∈[N ], e∈{0,1,...,d−1}m ∈ FN×dm for the multivariate Vandermonde

matrix, the map y 7→ V ⊤y can be computed using a deterministic algorithm that runs in same time
as mentioned above.

Proof. We use the first algorithm (Algorithm 1) of [BGGKU24], the one valid for homogeneous
polynomials but can be easily extended to non-homogeneous setting by working over all the indi-
vidual homogeneous components separately. Thus, we omit the homogeneity concern, since it can
have at most dm many homogeneous components and each can be transposed efficiently.

Their multipoint evaluation for an m-variate polynomial f of individual degree less than d,
where the coefficients of f denoted by x ∈ Fdm is given as follows. The algorithm computes
V x = π

(
Ṽ σ(x)

)
, where σ lifts field elements to their integer representatives, Ṽ is the lifted integer

Vandermonde matrix, satisfying π(Ṽ ) = V entry wise, and π is the reduction back to F. For the
integer computation, the entries of Ṽ σ(x) are recovered using Chinese remaindering from their
residues modulo small primes p1, . . . , pk whose product exceeds the apriori evaluation bound. Then
the problem reduces to evaluating fj(aij) :≡ F̃ (ãi) mod pj at the reduced points over Fpj for each

j, where F̃ is the integer lift of f , fj := F̃ mod pj and aij ≡ ãi mod pj .
Over Fpj , the evaluation is performed on the Kakeya set K ⊆ Fm

pj , a union of pj many product
sets. Every point of Fm

pj lies on a low-degree curve intersecting K at sufficiently many points. Thus,
for each prime field Fpj , the evaluation turns into

Vj = Lj Ej Hj ,

three stages as follows. The map Hj sends the coefficient vector of fj to the stacked coefficient
vectors of its Hasse derivatives of order at most 2m; by [BGGKU24, Proposition 3.5], each output
entry is a fixed binomial coefficient times a single input entry. The map Ej sends these coefficient
vectors to their values on K. Since K is a union of product sets, we apply univariate multipoint
evaluation on each of them, and which is again a linear circuit for fixed evaluation points. The
map Lj sends the values on K to the outputs fj(ai,j); its i-th row is fixed linear combination of
the values supported on the intersection points of K lying on the curve through ai,j , with Hermite
interpolation weights determined by that curve. Each of Hj , Ej , Lj is a linear arithmetic circuit
over Fpj . We now consider the transpose problem.

V ⊤y = π
(
Ṽ ⊤ σ(y)

)
,
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so the transposed algorithm lifts y, computes Ṽ ⊤σ(y) modulo the primes pj , recombines by the
Chinese Remainder Theorem, and reduces. The outer reduction that uses the lift-reduce-CRT
mechanism does not depend on the matrix it operates on, hence it applies verbatim to Ṽ ⊤, and
the transpose inherits the outer reduction at no cost from the forward problem. In short, the lift-
reduce-CRT mechanism is common to both the forward and the transpose problem, hence they do
not affect the overall run time for the transpose case. A subtle point to note that, in the transpose
setting, the bound for the choice of primes is slightly different though it does not affect the overall
picture. Each transposed output

∑
i ỹi ã

e
i is a sum of N terms rather than dm, hence bounded by

N(p− 1)dm rather than dm(p− 1)dm, and the primes are chosen with
∏

j pj > N(p− 1)dm. Since
N = dm in our case it does not affect us. Even if they are not equal, replacing m log d by logN
changes the bound on the primes negligibly, since both are at most the logarithm of the input size.
So [BGGKU24, Lemma 4.3] applies as before, and the divisibility condition needed for the Kakeya
construction is still met by enough primes, with the extra cost absorbed by the low-order term,
i.e., poly(m, d, log |F|).

It now remains to transpose the inner matrix Ṽj . Its three factors Hj , Ej , Lj are linear arith-
metic circuits over Fpj and by Tellegen’s transposition principle in Proposition 6.2, each transpose
H⊤

j , E⊤
j , L

⊤
j is computable with nearly same number of operations, so V ⊤

j = H⊤
j E⊤

j L
⊤
j is computed

in nearly same time as that of Vj .

Likewise Lemma 6.1, the statement in Theorem 6.3 also holds for its submatrices bearing a
similar time bound.

Remark 6.4. As mentioned earlier, we could have used the algebraic algorithm of [Uma08, BGKM23]
instead, which would have avoided the need to establish the transposed multivariate multipoint eval-
uation result in Theorem 6.3. We need transposition principle in Theorem 6.12. However, the
algebraic approach would impose additional constraints on the underlying field, which would also
be reflected in the final interpolation result. We avoid these constraints by taking the non-algebraic
route.

⌟

6.3 Deterministic Krylov minimal polynomial

In this section, we prove one of the key component, that is deterministic minimal polynomial
computation for the Krylov sequence.

Lemma 6.5. Let A ∈ Fn×n and b ∈ Fn. Then, the minimal polynomial annihilating the Krylov
sequence {Aib}i∈N can be computed in deterministic Õ(n ·M(n) + n2) time.

Proof. We use the Berlekamp–Massey algorithm to compute the minimal polynomial associated
with the Krylov sequence

K(A,b) = {Aib}i∈N.

Since our goal is to solve the linear system, it suffices to recover the minimal polynomial of K(A,b)
rather than the minimal polynomial of the matrix sequence {Ai}i∈N itself. The classical Berlekamp–
Massey algorithm applies to scalar recurrences. A standard randomized reduction replaces the
vector sequence {Aib}i∈N by the scalar sequence

{uTAib}i∈N

11



for a random vector u, which preserves the minimal polynomial with high probability. Instead,
we avoid randomization and recover the minimal polynomial deterministically from the vector
recurrence itself. Compute the vectors

{Aib}2n−1
i=0

by repeated application of A. For each coordinate j ∈ [n], define the scalar sequence

sj(i) = eTj A
ib, i ≥ 0,

where ej denotes the j-th standard basis vector. Apply the Berlekamp–Massey algorithm to the
first 2n terms of sj to compute its minimal polynomial µj(x). Finally define

µA
b (x) = lcm(µ1(x), µ2(x), . . . , µn(x)).

Algorithm 1 Deterministic Krylov Minimal Polynomial

Input: A ∈ Fn×n and vector b ∈ Fn

Output: Minimal polynomial µA
b (x) of K(A,b)

1: v0 ← b
2: for i = 1 to 2n− 1 do
3: vi ← Avi−1

4: for j = 1 to n do
5: Define scalar sequence sj(i) = eTj vi for 0 ≤ i ≤ 2n− 1
6: Compute the minimal polynomial µj(x) of sj using Berlekamp–Massey

7: µA
b (x)← lcm(µ1(x), . . . , µn(x))

8: return µA
b (x)

Proof of correctness. We need to argue that the polynomial µA
b (x) is precisely the minimal

polynomial of the Krylov sequence K(A,b). Let p(x) denote the minimal polynomial of K(A,b).
Then

p(A)b = 0.

Applying eTj on the left gives

eTj p(A)b = 0,

and hence p annihilates the scalar sequence sj . Therefore, µj(x) | p(x) for all j ∈ [n]. Consequently,
µA
b (x) = lcm(µ1(x), . . . , µn(x)) | p. Conversely, since each µj(x) annihilates sj , we have

eTj µ
A
b (A)b = 0 for all j ∈ [n].

As {ej}nj=1 forms a basis of Fn, it follows that µA
b (A)b = 0. Hence µA

b annihilates the Krylov

sequence K(A,b), and therefore p | µA
b . Thus, p = µA

b .

Time complexity. Computing the vectors {Aib}2n−1
i=0 requires 2n − 1 matrix-vector multipli-

cations by A, and hence the total cost to compute all these vectors is O(n · M(n)) arithmetic
operations. Each scalar sequence has length 2n, and Berlekamp–Massey is applied independently
to all n coordinate sequences. Since one instance of the fast Berlekamp–Massey algorithm runs in

12



Õ(n) time, the total cost of this step is Õ(n2) operations. Finally, computing µA
b = lcm(µ1, . . . , µn)

involves taking the least common multiple of n polynomials of degree at most n. Using fast polyno-
mial arithmetic, the gcd and division with remainder of two degree-n polynomials can be computed
in Õ(n) time [GG03, Chapter 9, 11]), and hence one lcm computation also takes Õ(n) operations.
Repeating this iteratively for all n polynomials requires at most Õ(n2) arithmetic operations, since
we know that the degree of the lcm is always bounded by n. Therefore, the minimal polynomial of
the Krylov sequence K(A,b) can be computed deterministically using Õ(n ·M(n)+n2) arithmetic
operations.

6.4 Nonsingular system

We first prove our results for the nonsingular system, and in the next section we do it for the
singular case.

Theorem 6.6. Let A ∈ Fn×n be an invertible matrix and b ∈ Fn. Then the linear system Ax = b
can be solved deterministically in Õ(n ·M(n) + n2) time.

Proof. Let µA
b (x) = xd + cd−1x

d−1 + · · ·+ c1x+ c0, be the degree d ≤ n minimal polynomial of the
Krylov sequence {Aib}i∈N computed using Lemma 6.5. Then,

µA
b (A) · b = 0,

that is,
Adb+ cd−1A

d−1b+ · · ·+ c1Ab+ c0b = 0.

Since A is invertible, we must have c0 ̸= 0. Rearranging the above equation gives

A
(
Ad−1b+ cd−1A

d−2b+ · · ·+ c1b
)
= −c0b. (6.7)

Multiplying both sides by A−1, we obtain

Ad−1b+ cd−1A
d−2b+ · · ·+ c1b = −c0A−1b.

Therefore,

A−1b = x = − 1

c0

(
Ad−1b+ cd−1A

d−2b+ · · ·+ c1b
)
. (6.8)

Hence, A−1b can be expressed as a linear combination of these set of vectors b, Ab, A2b, . . . , Ad−1b.
The coefficients for this linear combination arising from the minimal polynomial, along with
the vectors b, Ab, A2b, . . . , Ad−1b, are already computed in Lemma 6.5 and requires at most
Õ(n · M(n) + n2) arithmetic operations. The linear combination in Equation 6.8 can be com-
puted using at most O(dn) additional operations. Since d ≤ n, the total running time to solve the
system is Õ(n ·M(n) + n2).

Theorem 6.9. Let N = dm. Given N pairs of data

(α1, β1), (α2, β2), . . . , (αN , βN ),
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where αi ∈ Fm and βi ∈ F for all i ∈ [N ], and αi ̸= αj for all i ̸= j. Let V denote the
associated multivariate Vandermonde matrix corresponding to the evaluation points α1, . . . ,αN

and monomials of individual degree less than d. Suppose V is full rank. Then there exists a unique
m-variate polynomial f(y) ∈ F[y] with individual degree less than d such that

f(αi) = βi for all i ∈ [N ],

and moreover, f can be computed deterministically in N2+o(1) poly(m, d, log |F|) time, assuming
d = ω(1).

Proof. The proof of this theorem is a direct corollary of Theorem 6.6. Since the multivariate
Vandermonde matrix V is assumed to be full rank, it remains to bound the cost of matrix-vector
multiplication by V in order to apply Theorem 6.6. We already know the associated multivariate
Vandermonde matrix-vector multiplication complexity M(N) = N1+o(1) poly(m, d, log |F|) from
Bhargava et al. [BGGKU24] as long as d = ω(1). Substituting this bound into Theorem 6.6 yields
the claimed interpolation algorithm run time. The existence and uniqueness of the interpolant f
follow from the invertibility of V .

6.5 Singular system

We first show that the constant term of the minimal polynomial obtained using Lemma 6.5 plays a
crucial role in determining the interpolation strategy. We first consider the case when the constant
term is non-zero.

Proposition 6.10. Let A ∈ Fn×n and let b ∈ Fn. Suppose that the minimal polynomial µA
b of the

Krylov sequence {Aib}i∈N has non-zero constant term, i.e. µA
b (0) ̸= 0. Then the system

Ax = b

admits a solution x, which can be computed deterministically in Õ(n ·M(n) + n2) time.

Proof. From Equation 6.8, in order to compute a solution x, the only requirement is that the
constant term c0 = µA

b (0) is non-zero, which is already assumed. In particular, the proof does not
use the invertibility of A. Instead, Equation 6.8 shows that a solution x can be expressed as a
linear combination of the vectors

{b, Ab, A2b, . . . , Ad−1b}.

Equivalently, whenever µA
b (0) ̸= 0, the vector b lies in the column space of A, and the minimal

polynomial computation explicitly produces a corresponding solution vector x. Note that the
solution need not be unique.

Time complexity. By Lemma 6.5, the minimal polynomial together with all intermediate Krylov
vectors can be computed in Õ(n ·M(n) + n2) time. Using these vectors, the linear combination in
Equation 6.8 can be computed using at most O(n2) additional operations, since d ≤ n. Therefore,
the total running time is Õ(n ·M(n) + n2).
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Theorem 6.11. Let F be a finite field and N = dm. Given N distinct data pairs

(α1, β1), (α2, β2), . . . , (αN , βN ),

where αi ∈ Fm and βi ∈ F for all i ∈ [N ], and αi ̸= αj for all i ̸= j. Let V denote the associated
m-variate Vandermonde matrix corresponding to the evaluation points α1, . . . ,αN and monomials
of individual degree less than d, and let β =

(
β1, β2, . . . , βN

)
. Suppose that the minimal polynomial

of the Krylov sequence {V iβ}i∈N has non-zero constant term. Then, there exists an m-variate
polynomial f(y) ∈ F[y] with individual degree less than d, satisfying

f(αi) = βi for all i ∈ [N ],

and moreover f can be computed deterministically in N2+o(1) poly(m, d, log |F|) time, assuming
d = ω(1).

Proof. The proof is an immediate corollary of the Proposition 6.10, since we know the associated
multivariate Vandermonde matrix-vector multiplication complexityM(N) = N1+o(1) poly(m, d, log |F|)
from Bhargava et al. [BGGKU24] as long as d = ω(1).

Now, from here on, we focus on the case when µA
b (0) = 0, which implies that co-rank(A) ≥ 1.

We divide this into the following two subcases:

1. co-rank(A) = O(1),

2. co-rank(A) = ω(1).

6.5.1 Case 1 : co-rank(A) = O(1)

In this case, the aim is to prune the system by removing redundant rows and columns to reduce it
to the invertible case Theorem 6.6.

Theorem 6.12. Let A ∈ Fn×n supports fast transposed matrix-vector multiplication complexity
Õ(M(n)), with rank n−O(1) and b ∈ Fn, where the minimal polynomial µA

b of the Krylov sequence
{Aib}i∈N has a zero-constant term, µA

b (0) = 0. Then, there is a deterministic procedure to decide

whether Ax = b is consistent and, if so, compute a solution x ∈ Fn in Õ(n ·M(n) + n2) time.

Proof. Let µA
b (x) = xd + cd−1x

d−1 + · · ·+ c1x+ c0 be obtained using Lemma 6.5. Since c0 = 0, the
right-hand side of Equation 6.7 is identically zero. Hence,

z = Ad−1b+ cd−1A
d−2b+ · · ·+ c1b (6.13)

gives a non-trivial linear dependence among the columns of A. Indeed, z ̸= 0, since otherwise it
would contradict the minimality of µA

b .
Let j be the first index such that zj ̸= 0. If zt = 0 for all t ̸= j, then the above relation implies

that the j-th column of A is identically zero. Otherwise, the j-th column is linearly dependent on
the columns indexed by those t ̸= j for which zt ̸= 0. In either case, the j-th column is redundant
and can be removed. Let Aj denote the matrix obtained from A by deleting its j-th column. To
remove a corresponding redundant row, consider the transposed system B := AT

j , which is an
(n− 1)× n matrix. Write

B = [C | rown], (6.14)
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where C ∈ F(n−1)×(n−1) consists of the first n−1 columns of B, and rown denotes the last column4.
Let u ∈ Fn−1 denote the vector obtained from x after deleting its j-th coordinate. We now consider
the system

Cu = rown.

We apply the deterministic Wiedemann procedure to the Krylov sequence K(C, rown), and if
the resulting minimal polynomial has non-zero constant term, then by Theorem 6.6, the system is
solvable and hence rown lies in the column span of C; equivalently, the last row of Aj is linearly
dependent on the remaining rows and can be removed. Otherwise, the minimal polynomial has zero
constant term. By Equation 6.7, this yields a non-trivial linear dependence among the columns of
C, allowing us to remove another redundant column of C, which corresponds to removing another
redundant row of Aj . Whenever a row of Aj is removed, the corresponding equation is removed
from the reduced system. In this case, we check whether the same linear dependency relation holds
on the corresponding entry of the right-hand-side vector b. If this consistency condition fails, then
the original system has no solution.

Repeating this procedure iteratively removes one redundant row and one redundant column in
each step. Since the original system has rank n − O(1), we obtain a full-rank square subsystem
after constantly many such iterations. Note that any solution to the reduced full-rank subsystem
corresponds to a solution for the original system by assigning arbitrary values to the free variables
corresponding to the deleted columns. Hence, whenever the system is consistent, the reduced
system is equivalent to the original system.

Time complexity. In each iteration we do eliminate a column and a row depending upon the
the minimal polynomial computation. In order to compute the minimal polynomial of {Aib}i∈N,
it takes Õ(n ·M(n) + n2) time using Lemma 6.5. We store the intermediate vector computations
Aib for i ∈ [2n− 1] for the minimal polynomial computation. These vectors can be used to take
a linear combination to output the z vector, which takes O(n2) many operations and to detect
the first non-zero index j, it takes another O(n) many operations at most. This takes care of the
column removal complexity. Now to remove a row, we consider the reduced transposed system
Cu = rown. Here again we compute the minimal polynomial for {Cirown}i∈N using Lemma 6.5,
which takes Õ

(
(n− 1) ·M(n− 1) + (n− 1)2

)
, since the original system A supports fast transposed

matrix-vector multiplication. At this point, either we remove rown from the system or a column
from C by computing the dependency relation as computed in Equation 6.13, for which it takes
another O(n2) many operations.

This is just for one level of iteration and it takes total Õ(n ·M(n) + n2) many operations in
total and since the algorithm runs for constantly many such iterations, the total runtime is still
Õ(n ·M(n) + n2).

Theorem 6.15. Let N = dm and F be a finite field. Given N distinct data pairs

(α1, β1), (α2, β2), . . . , (αN , βN ),

where αi ∈ Fm and βi ∈ F for all i ∈ [N ], and αi ̸= αj for all i ̸= j. Let V denote the
associated multivariate Vandermonde matrix corresponding to the evaluation points α1, . . . ,αN

and monomials of individual degree less than d, and let β =
(
β1, β2, . . . , βN

)
. Suppose rank(V ) =

4rown is the n’th row in A, whose transpose we use in Equation 6.14 but still denote it as rown for simplicity.
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N − O(1) and the minimal polynomial of the Krylov sequence K(V,β) has a zero constant term.
Then, an m-variate polynomial f(y) ∈ F[y] with individual degree less than d, satisfying

f(αi) = βi for all i ∈ [N ],

can be computed deterministically in N2+o(1) poly(m, d, log |F|) time, assuming d = ω(1), provided
such an f exists.

Proof. The proof is an immediate corollary of Theorem 6.3 and Theorem 6.12 with M(N) =
N1+o(1) poly(m, d, log |F|) from Bhargava et al. [BGGKU24].

6.5.2 Case 2 : co-rank = ω(1)

In this case, we cannot use the earlier approach of deleting one row and one column in each iteration
to reduce the system to a full-rank one, since this may lead to a super-quadratic running time in
the input size. Instead, we use a randomized approach due to Kaltofen and Saunders [KS91] to
eliminate linear dependencies and determine the rank of the system.

The following lemma is a restatement of Theorem 2 from [KS91].

Lemma 6.16 ([KS91, Theorem 2]). Let A ∈ Fn×n be a matrix of rank r, and let S ⊆ F. Define

Ã = UAL,

where U and L are unit upper and lower triangular Toeplitz matrices, respectively, whose parameters
are chosen independently and uniformly at random from S. If Ãi denotes the leading principal i× i
submatrix of Ã, then

Pr
(
det(Ãi) ̸= 0 for every 1 ≤ i ≤ r

)
≥ 1− r(r + 1)

|S|
.

The above lemma transforms an arbitrary matrix A into a structured matrix whose leading
principal submatrices are nonsingular up to the rank of A.

The following lemma is a restatement of Lemma 2 from [KS91]. We replace the notation fAQ

from [KS91] by µAQ to emphasize its interpretation as a minimal polynomial.

Lemma 6.17 ([KS91, Lemma 2]). Let A ∈ Fn×n have leading principal minors nonzero up to Ar,
where r < n is the rank of A. Let S ⊆ F∗, and let Q = diag(γ1, . . . , γn), where each γi is chosen
uniformly from S. Then r = deg(µAQ)− 1 with probability at least

1− r(r + 1)

2 |S|
.

The above lemma shows that, after multiplying a random diagonal matrix Q, the degree of
the minimal polynomial of AQ is equal to r + 1 with high probability, provided that the leading
principal minors of A are nonzero up to its rank r.

We now present a restatement of their Theorem 3 in [KS91, Theorem 3] with minor improvement
in terms of randomness and a slightly modified success probability.
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Theorem 6.18. Let A ∈ Fn×n with rank(A) < n, and let S ⊆ F∗. There exists a randomized
algorithm which, using 4n − 2 random elements from S (corresponding to the entries of U , L,
Q, and v), computes the rank of A using O(n) matrix-vector multiplications by A together with
O(n2 log n log logn) additional arithmetic operations over F. The algorithm outputs the correct
rank with probability at least

1− n(3n− 1)

2|S|
.

Proof. By Lemma 6.16, after the transformation

Ã = UAL,

all leading principal submatrices of Ã are nonsingular up to rank r = rank(A) with probability at
least

1− r(r + 1)

|S|
.

Then, by Lemma 6.17, r = deg(µÃQ)− 1 with probability at least

1− r(r + 1)

2 |S|
.

Moreover, by the analysis given in Lemma 2 of Kaltofen and Pan [KP91],

Pr
(
µÃQ = µÃQ

v

)
≥ 1− deg(µÃQ)

|S|
≥ 1− n

|S|
.

Since r < n, applying the union bound gives a total failure probability at most

n(n− 1)

|S|
+

n(n− 1)

2 |S|
+

n

|S|
=

n(3n− 1)

2 |S|
.

We remark that applying Ã = UAL to a vector requires one multiplication of A by a vector to-
gether with two Toeplitz matrix-vector multiplications. Since Toeplitz matrix-vector multiplication
reduces to polynomial multiplication, each application of Ã incurs an additional O(n log n log logn)
arithmetic operations in F due to Cantor and Kaltofen [CK91].

Therefore, the deterministic minimal polynomial computation from Lemma 6.5 requires O(n)
matrix-vector multiplications and a total of O(n2 log n log logn) arithmetic operations in F. Finally,
replacing the randomized scalar Wiedemann projection from [KS91] with the deterministic minimal
polynomial computation removes the need for one random vector, reducing the total number of
random field elements from 5n− 2 to 4n− 2.

Theorem 6.19. Let A ∈ Fn×n and b ∈ Fn, where the minimal polynomial µA
b of the Krylov

sequence K(A,b) has a zero-constant term, i.e. µA
b (0) = 0, then there exists a randomized procedure

that determines whether the system Ax = b is consistent and if so, computes a solution x ∈ Fn in
Õ(n ·M(n) + n2) time. The algorithm uses 4n − 2 many random elements from F∗ and succeeds
with probability at least

1− n(3n− 1)

2 (|F| − 1)
,

moreover, it never outputs an incorrect solution.
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Proof. Let Ã = UAL be the preconditioned matrix from Lemma 6.16. Since U,L are nonsingular,
solving Ax = b reduces to solving

Ãx̃ = Ub,

because if x̃ satisfies Ãx̃ = Ub, then x = Lx̃.
Assume

Ã =

(
Ãr B
C D

)
,

where rank(Ã) = r and the leading principal block Ãr is nonsingular. Consider the equivalent
matrix (

Ãr B
C D

)(
I −Ã−1

r B
0 I

)
=

(
Ãr 0

C D − CÃ−1
r B

)
.

Since the right factor is invertible, both matrices have the same rank. As rank(Ã) = r and Ãr is
nonsingular, it follows that

D = CÃ−1
r B.

Now write

x̃ =

(
x1

x2

)
, Ub =

(
b1
b2

)
,

with x1, b1 ∈ Fr. Then

Ãx̃ =

(
Ãrx1 +Bx2

Cx1 + CÃ−1
r Bx2

)
.

Hence, Ãx̃ = Ub iff
Ãrx1 = b1 −Bx2 and b2 = CÃ−1

r b1.

The latter condition is independent of x2 and is necessary and sufficient for consistency.
We solve it for the particular choice of x2 = 0,

Ãry = b1. (6.20)

Apply deterministic Wiedemann’s algorithm from Theorem 6.6 to solve for the unique vector
y ∈ Fr, since Ãr is nonsingular. Although the algorithm requires matrix-vector multiplication by
Ãr, we never form Ãr explicitly. Let

Dr = diag(1, . . . , 1︸ ︷︷ ︸
r

, 0, . . . , 0) ∈ Fn×n.

For z ∈ Fr, identify z with (z1, . . . , zr, 0, . . . , 0)
T ∈ Fn. Then,

DrÃDrz =

(
Ãrz
0

)
.

Hence every matrix-vector multiplication by Ãr required to compute the minimal polynomial of the
Krylov sequence K(Ãr, b1) is realized using Ã = UAL together with left and right multiplication
by Dr. Consequently, Theorem 6.6 computes a unique solution y to Equation 6.20. Now define

x̃ =

(
y
0

)
.
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Then,

Ãx̃ =

(
Ãry
Cy

)
=

(
b1

CÃ−1
r b1

)
.

Therefore,
Ãx̃ = Ub ⇐⇒ b2 = CÃ−1

r b1.

Thus, consistency is verified implicitly by one additional multiplication with Ã and comparison
with Ub. Finally, once we have x̃, the corresponding solution to the original system is given by

x = Lx̃.

The probability that the algorithm fails is precisely the failure probability of the rank compu-
tation procedure from Theorem 6.18. The algorithm never returns an incorrect solution. Since
Ã = UAL and U is nonsingular, the equality Ãx̃ = Ub holds if and only if A(Lx̃) = b. Hence,
the output vector x = Lx̃ solves the system with certainty, irrespective of the randomized rank
computation procedure. The only possible error is that the test fails on a consistent system due
to failure in rank computation step, in which case the algorithm reports inconsistency. Thus the
algorithm is Las Vegas on positive output.

Time complexity. We compute the rank r of the preconditioned matrix Ã = UAL from Theo-
rem 6.18. The matrix Ã is never formed explicitly; rather, every multiplication by Ã is implemented
as

v 7→ U(A(Lv)),

where multiplication by the Toeplitz matrices U and L is carried out via fast polynomial mul-
tiplication. Consequently, the rank computation requires O(n) matrix-vector multiplications by
A together with O(n2 log n log logn) additional arithmetic operations as given by Theorem 6.18.
Computing the transformed right-hand side Ub similarly takes O(n log n log logn) operations.

To solve Equation 6.20, we apply Theorem 6.6 to Ãr. The matrix Ãr is also never formed
explicitly. Instead, matrix-vector multiplication by Ãr is realized through the operator

z 7→ DrÃDrz.

Since Ãr is an r × r nonsingular matrix, Theorem 6.6 requires O(r) matrix-vector multiplications
by A. Applying U , L, and Dr costs at most O(rn log n log log n) arithmetic operations in total.
Recovering the solution vector y from the minimal polynomial relation requires another O(r2)
operations. Finally, append n − r zeros to y to form x̃ and recover a solution to the original
system as x = Lx̃, which takes O(n logn log logn) additional operations. Since r ≤ n, the overall
complexity is bounded by Õ(n ·M(n) + n2), that is near-quadratic time.

Theorem 6.21. Let N = dm and F be a finite field. Given N distinct data pairs

(α1, β1), (α2, β2), . . . , (αN , βN ),

where αi ∈ Fm and βi ∈ F for all i ∈ [N ], and αi ̸= αj for all i ̸= j. Let V denote the
associated multivariate Vandermonde matrix corresponding to the evaluation points α1, . . . ,αN

and monomials of individual degree less than d, and let β =
(
β1, β2, . . . , βN

)
. Suppose the minimal

polynomial of the Krylov sequence K(V,β) has a zero constant term. Then, there is a randomized
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procedure to determine if there exists an m-variate polynomial f(y) ∈ F[y] with individual degree
less than d, satisfying

f(αi) = βi for all i ∈ [N ],

and if such an f exists, it can be computed in N2+o(1) poly(m, d, log |F|) time, upon assumption
d = ω(1), using 4N − 2 random field elements from F∗ with success probability at least

1− N(3N − 1)

2 (|F| − 1)
,

furthermore, it never outputs an incorrect solution.

Proof. This follows directly from Theorem 6.19 by substituting M(N) = N1+o(1) poly(m, d, log |F|),
using the result of Bhargava et al. [BGGKU24]. By Theorem 6.19 the algorithm never outputs an
incorrect solution, so the only possible error is to declare a consistent system inconsistent. Taking
|F| = Ω(N2) makes the failure probability small. If |F| is small, one works over a field extension.
When the original system is consistent, independent repetition decreases the failure probability
exponentially.

Note that the above theorem also generalizes the constant co-rank case in Theorem 6.15. In the
regime where the rank is guaranteed to be sufficiently close to full rank, the system can be solved
deterministically without requiring any randomness, even though the exact rank is not known
apriori.
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