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Exposition of OpenAl’s Matrix Multiplication in Exponent 9/4
(and an explicit algorithm)

Amir Shpilka*

Abstract

A recent manuscript of OpenAl proves that the exponent of matrix multiplication satisfies
w < 9/4. We give an elementary, self-contained proof of this bound. We follow the ideas of the
original manuscript, but implement them differently to obtain explicit algorithms. Specifically,
for every € > 0, we give a matrix multiplication algorithm with exponent below 9/4 4 ¢ and base
matrix size at most 2(1/5)°"

We also show that techniques similar to those used in the square case apply to rectangular
matrix multiplication. Starting from Strassen’s tensor, we give elementary proofs of the bounds
cu(l7 WQgg’ 1) = 2 and w(1,0.539,2) = 3. Stronger rectangular bounds are known, but we include
these proofs for their simplicity.

In an appendix we describe the original proof, which goes through Strassen’s theory of the
asymptotic spectrum.
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1 Introduction

Multiplying two n x n matrices by the school method requires O(n3) multiplications and additions.
In his seminal 1969 breakthrough, Strassen showed that one can do better [Str69]: two 2 x 2
matrices can be multiplied with 7 multiplications instead of 8, and applying this construction
recursively to block matrices gives an algorithm with O(n'°827) = O(n?8!) operations. The exponent
of matriz multiplication w is the infimum of achievable exponents (Definition 2.1). It is known that
2 < w < 3, and a long line of work has pushed the upper bound down. Recent progress mainly
improved the third digit after the point, going from w < 2.376 to w < 2.372. A recent manuscript of
OpenAl [Ope26a] made a breakthrough, proving

<7
w
4,

using new and elegant ideas. In this paper we aim to present the result without assuming prior
knowledge of matrix multiplication algorithms. Apart from the background, which can be found
in the excellent survey [Bl413] and in the more comprehensive book [BCS97], the main ideas and
the basic constructions are from [Ope26a]. However, the way we combine them and the overall
presentation are different (in Section 1.4 we compare the two proofs).

Readers unfamiliar with tensors are advised to jump straight to Section 2 and return to read
the rest of the introduction after becoming familiar with the notions of tensors and degenerations.

1.1 The high-level approach

Suppose we can multiply two u X u matrices using r products of linear forms in their entries. The
same identity applies to matrices whose entries are themselves square matrices, where now each
product multiplies two matrices of smaller dimension. Applying this recursively gives an algorithm
using 71°8«(") = plogu(") products, i.e., w < log, (r), in a similar manner to the way that Strassen
extended his 2 X 2 improvement to arbitrary n (Proposition 2.3). Most subsequent algorithms
do not start from the matrix multiplication tensor itself, but rather from another tensor T and
obtain a large matrix multiplication tensor from a high tensor power of T', using restrictions or
degenerations (Section 2.3). If T has rank at most r,! R(T) < r, and T®™ > M,,, then Bini’s theorem

(Theorem 2.23) gives
log(r™) logr

= (1.1)

logn  log(nt/m)’

One can think of the degeneration as saying that we can extract a matrix multiplication tensor of
dimension n/™ per copy of T. Measuring and tracking the sizes of extractable matrix multiplication
tensors is the basis for obtaining w < 9/4.

The starting computation in [Ope26a] is the polynomial multiplication tensor. Two polynomials
with a coefficients each (that is, each of degree at most a — 1) can be multiplied with 2a — 1 products
using the standard approach: evaluate the polynomials at 2a — 1 points, multiply their values, and
interpolate (which is a linear operation given the products). More generally, we denote

a—1b—1
Cla,b) = Y Y wiyjzis (1.2)
i=0 j=0
for the tensor corresponding to multiplying a polynomial of degree < a with a polynomial of degree
< b: the coefficient of zj is the kth coefficient of the product of the polynomials with coefficient
vectors (z;) and (y;).

'Roughly, rank is the number of multiplications needed to compute the tensor (Definition 2.6).



Let K, be the tensor formed from three copies of this computation, with the output of one copy
placed in each of the three variable groups (i.e., one as (1.2), one with z;1;y;2; as the summand
and one with z;y;4;2), see (3.1). By basic properties of tensors, the rank of this tensor product
satisfies R(K,) < (2a — 1)3. If powers of K, produce matrix products whose dimension grows like
a*/3 per copy, then (1.1) gives

3log(2a—1) 9 log(2a—1) 9
Y= (4/3)loga 4 loga Ty

which is how we get the exponent %.

1.2 The main theorem

In Definition 3.5 we introduce the rate function F'(a,b), which measures the matrix dimension
obtainable from powers of the balanced tensor Q(a,b) = @, cs, C(a,b)™. More precisely, F'(a,b) is
the supremum of n'/(™) over degenerations Q(a,b)®™ > M,,. The factor 2 in this normalization
accounts for the fact that Q(a,a) & K®2. Thus, on the diagonal,

F(a,a) = sup{nl/m D KE" > M,
We prove that the following quantity is a lower bound on F'(a,a).

3a—1%! 1
A, = 1+ —], 1.3
(1) (13

=1

so that, e.g., A} =1, Ay = 10/3, and Az = 56/9.

Theorem 1.1. For every integer a > 1, F(a,a) > Aq, and Ay > a*’® for a > 2. Consequently, for

every a > 2,
3log(2a —1) 9 log(2a—1)

log A, 4 log a
and therefore w < 9/4.

Theorem 1.1 bounds w, but its proof does not exhibit an algorithm. By carrying out explicitly a
variant of the constructions behind the proof, we also obtain an explicit algorithm.

Theorem 1.2. For every 0 < e < 1, we can explicitly construct an exact matrix multiplication
algorithm with exponent below 9/4 + . Its base matrix size is at most

9(1/6)00)

The proof of Theorem 1.2 can be seen as giving an alternative proof of w < 9/4. However, we
chose to give the proof of Theorem 1.1 separately, as the proof of Theorem 1.2 is a bit more technical
and harder to follow compared to the simpler approach of bounding the rate using the two rate
inequalities, without having to keep track of all the degenerations.

Finally, we give two examples showing how the same ideas also give algorithms for rectangular
matrices. Write w(a, b, ¢) for the exponent of multiplying an n® x n® matrix by an n® x n® matrix.
In Section 8 we prove

2
w(l,@,l)zz and w(1,0.539,2) = 3.



In both cases the exponent matches the lower bound given by the number of outputs. The proofs
apply the same ideas as in the square case to small tensors that are sums of two dot products. The
first bound uses the four-term tensor 75, and the second combines the constructions for 75 and
Ty, where T} is the tensor used by Strassen in the paper [Str87] in which he introduced the laser
method. Better results are known for rectangular matrix multiplication, but in this case we chose
simplicity over optimality. See Remark 8.10.

1.3 Earlier work

Upper bounds. After Strassen’s 2 x 2 algorithm there was no progress for almost a decade. Then
came a sequence of conceptual advances, each of which found a new way of turning a “cheap” bilinear
computation into a fast algorithm for matrix multiplication. Pan [Pan78] introduced the method
of trilinear aggregating and obtained w < 2.796. Bini, Capovani, Romani and Lotti [BCRL79]
noticed that one can save multiplications by allowing approzimate algorithms, whose output is
correct only in the limit when a parameter ¢ tends to zero, and obtained w < 2.78 (for computing
an approximation to matrix multiplication). Bini [Bin80] then showed that approximate algorithms
can be turned into exact ones with the same exponent. This is the notion of border rank that we use
throughout (Section 2.3). Schonhage [Sch81] proved the asymptotic sum inequality: if p independent
matrix products, where the ith multiplies an n; x m; matrix by an m; X ¢; matrix, can be computed
together by an approximate bilinear algorithm with r multiplications, then we obtain the following
upper bound on w:

P

Z(nzml&)“’/?’ S T.

i=1
For example, p independent products of n X n matrices with r multiplications give pn® < r. So to
bound w it suffices to compute many independent matrix products at once, possibly of different
shapes. Using this result Schénhage obtained w < 2.522.

Another breakthrough of Strassen is the laser method [Str87] that became the basis for all later
advances (before [Ope26a]). It starts from a tensor that is not a matrix multiplication tensor, but
that is composed of a combination of small matrix multiplication tensors. We then take a large
tensor power of that tensor and zero out variables, so that the remaining tensor is a direct sum of
many independent matrix products, to which the asymptotic sum inequality of Schénhage applies.
Strassen obtained w < 2.479 in this way. Coppersmith and Winograd [CW90] applied the laser
method to a carefully designed tensor, now called the Coppersmith—Winograd tensor, using sets
without three-term arithmetic progressions to decide which variables to zero out (in a high tensor
power), and obtained w < 2.376.

It took more than twenty years until subsequent work, which applied the laser method to
tensor powers of the Coppersmith—Winograd tensor with more and more refined analyses [Sto10,
VW12, DS13, LG14, AVW21, DWZ23, VWXXZ24], managed to improve the third digit after the
point. The best published bound before [Ope26a] was w < 2.37134 [ADVW'25], and a recent
preprint [DEK™'26] reports w < 2.37118, obtained by better optimization within the same framework.
Shortly before [Ope26a], OpenAl released another paper [Ope26b] proving w < 2.258 over C, together
with new bounds for rectangular matrix multiplication.

A different, group-theoretic approach was suggested by Cohn and Umans [CU03, CKSUO05]. It
generalizes the way the fast Fourier transform is used to multiply polynomials: one embeds matrix
multiplication in the multiplication of a group algebra, performs that multiplication using Fourier
analysis (for noncommutative groups, using irreducible representations), and reads off the entries of
the matrix product. It led to interesting conjectures that would imply w = 2, but so far it has not
improved on the laser method.



Barriers. The slow progress was partly explained by several barrier results. Ambainis, Filmus
and Le Gall [AFLG15] showed that a large class of variants of the laser method, applied to powers
of the Coppersmith-Winograd tensor with ¢ = 5,2 cannot give an algorithm with running time
O(n?3978). Alman and Vassilevska Williams [AVW18] considered more general methods, which
may use arbitrary monomial degenerations (this includes the laser method and the group-theoretic
approach), and showed that when they start from any tensor in a large family generalizing the
Coppersmith—Winograd tensor, they cannot prove a bound better than some constant w > 2.
Alman [Alm21] and Christandl, Vrana and Zuiddam [CVZ21] proved barriers that hold even for
arbitrary degenerations. For example, [CVZ21] shows that if a method passes through a tensor T,
then the bound it gives is at least twice a quantity called the irreversibility of T

It is important to note that these barriers concern what can be obtained from powers of a
fized starting tensor, and need not give a uniform bound above 2 if we change the starting tensor.
Christandl, Vrana and Zuiddam [CVZ21, Section 5.2] give an example of this: for reduced polynomial
multiplication tensors, which compute multiplication modulo 2™, their barrier tends to 2 as n — oco.

Lower bounds. The only known lower bound on w is the trivial w > 2. For concrete matrix sizes
more is known. Winograd [Win71] proved that seven multiplications are needed to multiply 2 x 2
matrices, and Landsberg [Lan06] proved that even approximate algorithms need seven, i.e., that the
border rank of Mg is 7. For n x n matrices, Bldser [Bl499] proved that the rank of M,, is at least
5n? —3n over any field. This was improved to 3n? —o(n?) over Fy in [Shp03], and later to 3n* — o(n?)
over C by Landsberg [Lanl4] and Massarenti and Raviolo [MR13, MR14]. For the border rank,
Strassen [Str83] proved a lower bound of %nZ, which was improved to 2n? — n by Landsberg and
Ottaviani [LO15] and to 2n? — [logy n] — 1 by Landsberg and Michatek [LM18]. Raz [Raz03] proved
an Q(n?logn) lower bound for arithmetic circuits over C whose scalar multiplication coefficients are
bounded by an absolute constant. Raz and Shpilka [RS03] proved that constant-depth arithmetic
circuits over any field, and constant-depth circuits with arbitrary gates over any finite field, require
a number of edges superlinear in n? to compute M,,. For general arithmetic circuits nothing better
than Q(n?) is known. We note, however, that such lower bounds say nothing nontrivial about w.

1.4 Comparison with the original proof

The proof of [Ope26a] works with spectral points, which are the points of Strassen’s asymptotic
spectrum? [Str88, CVZ23]. See the survey of Wigderson and Zuiddam [WZ26] for an introduction
to the asymptotic spectrum and its uses. Roughly, these are maps from tensors to the nonnegative
reals that are additive under direct sums, multiplicative under tensor products, monotone under
degenerations, and equal to 1 on the unit tensor Iy = zyz. Strassen showed that a spectral
point A must satisfy A(M,,) = n3%, for some ) > 0 that depends on A [Str88, Section 4]. For a
fixed spectral point A, [Ope26a] defines a quantity Py(a,b) from the values of A on C(a,b) and its
leg permutations, and proves that P, satisfies concavity and tripling inequalities. It is a simple
calculation to prove that these inequalities imply Py(a,a) > a*/3. On the other hand, the rank
of C(a,a) gives Py(a,a) < (2a — 1)%/%, which implies 8, < 3/4. To get back from spectral points
to a bound on w, [Ope26a] uses a special case of a theorem of Strassen [Str88, Theorem 3.8]: the
asymptotic rank of a tensor (Exercise 2.26) is the maximum of its values over all spectral points.
Since R(M,,) > m¥ for every m > 2, the asymptotic rank of M,, is at least n¥. Hence, for every

2The Coppersmith-Winograd tensor is actually a family of tensors CW,, parametrized by gq.
3[Op626a] uses the term characters for spectral points, but since spectral points is the common term in the CS
literature we use it here.



n > 2 and every integer k < n“ there is a spectral point with A\(M,,) > k (this special case is stated
in [Ope26a, Lemma 2.2]). Taking k = [n¥] — 1, we get

nY—1<k<AM,)= 3 < n9/4,
implying w < 9/4.

Our approach, which is inspired by the proof of [Ope26a], is to measure, for every tensor, the
largest size of a matrix multiplication tensor that we can extract from high powers of that tensor,
per copy. Roughly, F(a,b) is this measure for the tensor Q(a,b).* Thus, this notion is defined
via degeneration of tensors, unlike the function P, which depends on the spectral point A\. We
prove the same concavity and tripling inequalities as [Ope26a] proves for Py. Consequently, the
same calculation implies that F(a,a) > a*?. Since F is defined directly via degenerations, this
immediately implies w < 9/4.

This point of view has the added advantage that it allows us to obtain explicit algorithms with
exponent approaching 9/4. The idea is to follow the degenerations behind the proofs of the concavity
and tripling inequalities. Basically, [Ope26a] shows that two copies of C(a,b) that share the first
input degenerate to C(a,b— 1)+ C(a,b+ 1), and that C(a,3c+ a — 1) degenerates to three copies of
C(a,c). Together with some extra machinery used to separate tensors that share a leg into a direct
sum (Lemma 5.1), these degenerations imply the concavity and tripling inequalities

2F(a,b) > F(a,b—1)+ F(a,b+1), and F(a,3c+a—1)>3F(a,c).

It is also not hard to see that F'(a,b) > max(a,b). Using these facts alone, one can prove
F(a,a) > Ay > a*/3, which implies the bound on w.

To obtain an algorithm, we first derive a sufficiently large lower bound on F'(A, A) by finitely
many applications of the concavity and tripling inequalities, starting from the baseline bounds
F(a,b) > max(a,b). Whenever an inequality is applied we perform the appropriate degeneration.
For example, if we obtained a lower bound on F'(a,b) from bounds on F(a,b — 1) and F(a,b+ 1)
using concavity, then we will take high power Q(a,b)®" and apply the degeneration to obtain
(Q(a,b—1)+Q(a,b+1))®N then separating the legs we will get Q(a,b—1)*M @ Q(a, b+ 1)®N N5
Thus, we start from a large tensor Q(a,a) and walk our way “down” using the degenerations used
in the proof of the inequalities. The process itself is more complicated and involves using auxiliary
tensors. Section 6 explains how to compose these constructions and bound the resulting tensor powers
and auxiliary tensors. This gives, for every € > 0, a prescribed sequence of applications of these
constructions, composed of poly(1/e) many steps, that yields an explicit restriction Q(4, A)®™ > M,
for a suitable A, with exponent below 9/4 + &, where m and logn are polynomial in 1/e. The
algorithm then follows by recursion.

We note that unlike the laser method of [Str87], which starts from a single fixed tensor and
zeroes out variables in a high tensor power, our algorithmic version of the proof of [Ope26a] works
with the whole family of polynomial multiplication tensors C(a, b) and relates their rates for different
input lengths (in our language, the numbers F'(a,b)).

For a more detailed account of the proof see Sections 4 and 5.

1.5 Concurrent expositions

During the final stages of preparing this exposition, two other papers presenting proofs of the result
of [Ope26a] appeared [Pas26, AvdBZ26]. We briefly compare their approaches with ours.

Tt is actually the square root of this number for reasons we explain in Section 3.3.
°In this description we considerably simplified what is actually going on. In particular, we start from C(a,b) and
not Q(a,b), and later have to symmetrize its legs. We also ignored auxiliary tensors that enter the construction.



Amanov, van den Berg, and Zuiddam [AvdBZ26] follow the proof of [Ope26a| in the language of
spectral points. As in [Ope26a], their proof that w < 9/4 uses Strassen’s theory of the asymptotic
spectrum of tensors, and they do not give an explicit matrix multiplication algorithm. They also
obtain bounds for rectangular matrix multiplication and prove a related barrier result.

Pass [Pas26] takes a very different approach. He gives a constructive proof in the language of
polynomial packings, which is a notion defined in his paper. He performs the different steps of his
algorithm using the language of packings, but his steps are parallel to rate inequalities such as those
we prove here. Tracking the parameters in his construction shows that he obtains a base matrix of
size 2(1/5)0(1), when the desired exponent is at most 9/4 + ¢.

Our exposition works directly with tensors and defines the notion of rate of a tensor, which
roughly captures the matrix multiplication tensors obtainable from powers of the tensor. We prove
inequalities for these rates using explicit degenerations (similar to [Ope26a]), and construct an
algorithm by showing how to turn a finite derivation of a rate bound, from the inequalities, into an
explicit algorithm. Our construction and that of [Pas26] both give base matrices of size 2P°¥(1/€)
but the proofs are different. We also include applications to rectangular matrix multiplication,
choosing examples for their simplicity rather than seeking the strongest available bounds. Our
aim is to make the proof accessible to students with no prior background in matrix multiplication
algorithms.

1.6 AI disclosure

This is an exposition of a result obtained by an internal model of OpenAl [Ope26a], and it gives a
slightly different proof of the main results there. I used ChatGPT Astra to help me understand
the original paper and work out this presentation. In particular, the idea of organizing the proof
around the rate F'(a,b) rather than spectral points came out of these interactions. The (simple)
idea of obtaining an explicit algorithm by following the degenerations is mine.

Throughout the work I used ChatGPT Astra and Claude Opus 5.5 to discuss and check arguments,
work out technical details (especially simplifying calculations), draft and revise parts of the text,
and find and check relevant references. Some technical points also came from these interactions, for
example the use of 2M copies in the separation lemma and the bound of Corollary 8.8. I revised the
initial drafts myself and have verified all the arguments. I take full responsibility for the contents of
this paper.

1.7 Acknowledgment

I thank Itai Leigh and Ben Lee Volk for comments that improved the presentation.

1.8 Organization

To make this paper self-contained we give classical background in Section 2 that includes tensors
and degenerations. Readers familiar with tensor rank, border rank and Bini’s theorem can skip
it. A much more detailed and thorough presentation can be found in [Bl413, BCS97]. Section 3
introduces the polynomial multiplication tensor, the seed tensor, and the rate F'(a,b). Section 4
states the two main rate inequalities and shows how they imply the bound w < 9/4. In Section 5 we
give the basic constructions that are the backbone of the proof of the rate inequalities, and combine
them in tensor powers to prove the inequalities, and in Section 6 we turn the proof into an explicit
sequence of algorithms. Section 7 extends the argument to arbitrary fields. In Section 8 we apply the
same techniques and give short proofs of two exact values of the rectangular exponent. We conclude
and give some open questions in Section 9. Finally, in Appendix A we give an overview of the



original proof via spectral points. In particular, we track some statements proved in [Ope26a] back
to Strassen. We note that [AvdBZ26] give a more detailed account of the proof given in [Ope26a].

Conventions. Unless stated otherwise, we work over F = C. The extension to arbitrary fields is
explained in Section 7. Logarithms are taken in base 2. Indices of coefficients start at 0, so that,
e.g., x; is the coefficient of £. Indices that only enumerate terms or objects start at 1.

2 Matrix multiplication, tensors and the exponent w

We count arithmetic operations: additions, subtractions, and multiplications of two numbers
(including multiplication by a fixed constant), each at unit cost. An algorithm for n x n matrix
multiplication receives the 2n? entries of X and Y and outputs the n? entries of XY.

Definition 2.1. The exponent of matrix multiplication s
w=1inf{7: two n x n complex matrices can be multiplied with O(n") arithmetic operations}.

The school method computes each of the n? entries (XY );;, = >_j XijYjr with n multiplications
and n — 1 additions, so w < 3. On the other hand, every algorithm must produce n? linearly
independent quadratic polynomials, so it needs at least Q(n?) operations and w > 2. Whether w = 2
is the main open problem in the area, and the focus of [Ope26a].

2.1 Strassen’s algorithm

Write 2 x 2 matrices as X = (%i %;), and similarly Y. Strassen’s seven products are

Py = (X114 X22) (Y11 + Ya22), Ps = (X711 + X12)Ya,
Py = (X1 + X22)Y11, Ps = (Xo1 — X11)(Y11 + Y12),
P; = X;1(Yi2 — Ya2), P; = (X2 — X22)(Ya1 + Ya2),

Py = Xo9(Yo1 — Y11),
and then
(XY)11 = P+Py—Ps+P;, (XY)12=PFP3+DP5, (XY)y = Po+Py, (XY)y =P —P+P3+F.

It is a simple exercise to verify Strassen’s algorithm.

We note the following simple but important fact. Every product has the form L(X)- M(Y): a
linear form in the entries of X times a linear form in the entries of Y, with the X-factor on the
left. Hence, the identities can be thought of as being over noncommuting variables. They therefore
remain true when the entries are themselves matrices, which do not commute.

Definition 2.2. A bilinear algorithm with r multiplications for a family of bilinear forms f1,..., fx
in variables x = (x;) and y = (y;) consists of linear forms L1, ..., L, in x, linear forms My, ..., M,
iny, and scalars ag, such that

fr(z,y) = i% Ly(z) M,(y) (1<k<K).
p=1

Proposition 2.3. Let u > 2. If there is a bilinear algorithm with r multiplications for u X u matrix
multiplication, then w < log, r.



Proof. Let n = uF. View n x n matrices as u x u matrices whose entries are matrices of size
n/u. Apply the bilinear algorithm to the outer u x v matrix: each L,(X) and M,(Y) is a linear
combination of matrices of dimension n/u = u*~!, each product L,(X)M,(Y) is a product of two
(n/u) x (n/u) matrices, and each output block is a linear combination of these products. Here we
use the observation above that the algorithm does not rely on commutativity of inputs. Computing
the linear combinations costs at most O((n/u)?) operations. Hence the number T'(n) of operations
satisfies
Tk <rT@ 1)+ 0@ V), 17(1)=1.

Hence, T'(u*) < ¥ 40O (Z?;é rjuz(k_l_j)) < O(k)r*, where we used u? < r (Corollary 2.11 below).

Since r* = n'°8u" we get T'(n) = O(n'°8«"logn) for n a power of u. The result for general n
follows by simple padding. Thus for every € > 0 we can multiply n x n matrices using O(n!°8.7+)
operations, and w < log, r. ]

Strassen’s algorithm thus gives w < log, 7 = 2.807. We shall soon see how to interpret Strassen’s
algorithm using tensor products of matrix multiplication tensors.

2.2 Trilinear forms and tensors

It is convenient to view a bilinear computation, together with its outputs, as a single trilinear form.
In this language the inputs and the outputs play symmetric roles, and this symmetry will be used
throughout this paper.

Definition 2.4. A tensor over a field F is a trilinear form T : F™" x F™2 x F™ — F. FEquivalently,
T = Z Cijk TiYj 2k, Cijk € F.
i<ni,j<nz,k<ns

The three groups of variables x = (x;), y = (y;), z = (2x) are called the legs X, Y, Z of T. The
number of variables of a leg is its dimension. The scalars {c;ji,} are called the coefficients of T

A family of bilinear forms fi(x,y) = >_i,; CijkTiyj can be arranged into a single tensor T' =
>k fu(z,y) zi: the z-variables label the outputs, and fj is the coefficient of z;. Conversely, every
tensor defines such a family. We often read a tensor as a bilinear map (x,y) — T'(z,y) whose kth
output is the coefficient of z.

Example 2.5. Matriz multiplication of an n X m matriz X by an m x £ matriz Y is the tensor

(n,m,0) = Z Z Zl‘ij Yik ki, M,, = (n,n,n). (2.1)

i<n j<m k<

The coefficient of zyi is 3°; xijyje = (XY )ik. In particular, (n,m, ) = Tr(XY Z), where Z = (zy)
is an £ X n matriz.

For a permutation 7 of the three legs, the tensor T™ is obtained by moving the variables of the
leg X to the leg m(X), and similarly for Y and Z. For instance, if 7 exchanges the X- and Y'-legs,
then (3 cijkxiyjzk)T =Y cijrxjyizk. We write (T7)P = TP7.

Definition 2.6. The rank R(T) of a tensor T is the least r such that

T = Z Lp($) Mp(y) Np(z)
p=1

with linear forms L,, M,, N, in the variables of the respective legs, over the underlying field.



Proposition 2.7. R(T) is the least number of multiplications in a bilinear algorithm for the bilinear
forms defined by T'. Moreover R(T™) = R(T).

Proof. If fi, = >, akpLp(x)Mp(y), then T = 37y frzr = 22, Lp(x)M,y(y)Ny(2) with Npy(z) =
2k Qkpzi- Conversely, given such a decomposition of 7', the coefficient of zj is 3° ) ag, L, M), where
ay,p is the coefficient of z;, in N,. Permuting the legs permutes the three factors of each term. [J

Combining Propositions 2.3 and 2.7, if R(M,) < r then w <log, r.

Proposition 2.7 shows that discussing tensor-rank or bilinear complexity is completely equivalent.
Hence, from now on we shall focus on upper bounding the rank of the tensor M,,, or more generally,
of (n,m,{).

One way to prove lower bounds on tensor rank is to view the tensor as a matrix.

Definition 2.8 (Flattening). The X-flattening of T' = Y cijrxiyjzi : F™ x F"2 x F" — F is the
matriz TX € F™M>"213 with rows indexed by i, columns indexed by pairs (4, k), and entries c;ji,. The
flattenings TY and TZ are defined similarly.

Lemma 2.9. The rank of TX satisfies rank(TX) < R(T), and likewise for TY , TZ.

Proof. The map T + T is linear, and the flattening of one term L(xz)M (y)N(z) is a rank-one
matrix: its (4, (j,k)) entry is L;M; Ny, where L;, M;, Nj, are the coefficients of the three linear forms.
The claim follows as a sum of r rank-one matrices has rank at most 7. O

Lemma 2.10. Every flattening of M,, has rank n?.

Proof. In I\/If the row of z;; has its nonzero entries in the columns (y;, zx;), k < n. Distinct rows
have disjoint supports, so the n? rows are linearly independent. The other legs are similar. ]

Corollary 2.11. R(M,,) > n?. In particular, r > u® in Proposition 2.3.

Exercise 2.12. The multiplication of complex numbers, viewed as a bilinear map R? x R? — R?, is
the tensor T' = xoyozo — T1Y120 + Toy121 + T1yoz1. Show that its rank is 3 over R and 2 over C.

2.3 Operations on tensors

As described in Section 1.1, to obtain upper bounds on the rank of M,, we start with other tensors
and manipulate them to eventually get the tensor M,,. For this we introduce operations on tensors
that enable creating new tensors out of existing ones while controlling the change in rank.

Definition 2.13 (Restriction). Let U = Y u;jpxiyj2x have legs of dimensions n,m, ¢, and let V be
a tensor in variables ¥' = (v )i<n, Y = (Yjr)jr<m’s 2’ = (24 )ir<er. We say that V is a restriction
of U, and write U >V, if there are matrices A € F*"' | B € F™*™ gnd C' € FY such that the
substitution

— (Ax’)z = ZA“’/Q};/, Yj — (By')j, 2k (Cz’)k

turns U into V', that is,
V = Z uijk (A.CCI)Z (By’)j (Cz')k.
i7j7k
If this holds with square invertible matrices A, B, C' we say that U and V' are isomorphic, and write
u=v.



Thus, a restriction applies a linear map to the variables of each leg separately. Setting some
variables to zero is a restriction (the corresponding rows of A, B or C' are zero), and renaming
the variables of a leg is an isomorphism. Restriction is transitive: if U > V with matrices A, B, C
and V > W with matrices A’, B’,C’, then U > W with AA’, BB',CC’. Restriction models a
reduction between computations: if U = 377 L,(z)M,(y)N,(2), then the substitution gives
V =301 Ly(Az")M,(By')N,(C%'), so a bilinear algorithm for U yields a bilinear algorithm for V'
with the same number of multiplications.

Definition 2.14 (Direct sum, tensor product, unit tensor). Let U = 3~ u;jpziy 25 : F™ xF"2 xF"3 —

F and V = 3 vpgrapyyzy ™M < B2 x F™s — TF.

(a) The direct sum U@V is the tensor 3 wijn iy 2k -+ VpgripYezy. : FTMxFr2tma gratms
in which the variables of U and of V' are distinct on every leg. The dimension of each leg is
the sum of the dimensions of the corresponding legs of U and V. As a collection of bilinear
maps, U ®V computes U and V' on disjoint inputs.

(b) The tensor product U ® V' is the tensor in the variables Xiip): Yiia)r Zikr), tndezed by pairs,

UV = Z Uik Upqr X(LP) }/(j7Q) Z(k,r) ST o ER2m2 o FReME R
,5,k,,4,7

Equivalently, multiply the two trilinear forms and replace every product J:ix;, by the new variable
X(ip), and similarly on the other two legs. The dimension of each leg is the product of the
dimensions of the corresponding legs of U and V.

c¢) For r > 1, the unit tensor is I, = ToYpzp : FT X F" x F" — F. We refer to the tensor
p<r LpYpZp
I, ® U as being r independent copies of U. Note that R(T) < r if and only if I, > T (see
Lemma 2.17).

For matrices we use the same symbol for the Kronecker product: if A is an nxm matrix and A’ is a
n' xm/ matrix, then A® A" is the nn’ x mm’ matrix with rows indexed by pairs (i, '), columns indexed
by pairs (7, j'), and entries (A ® A') ;) ;1) = AijAjr- 1t satisfies (A® A')(B® B') = AB® A'B’,
and rank(A ® A’) = rank A - rank A’. This is the tensor product of matrices viewed as tensors with
two legs.

2.3.1 Degenerations and border rank

Bini, Capovani, Romani, and Lotti suggested to use approximately correct computation to compute
matrix multiplication. That is, computations that compute at every output coordinate a bilinear
form whose coefficients are arbitrarily close to the desired coefficients. They proved that such
algorithms can be much cheaper than exact ones [BCRL79]. Bini [Bin80] later showed that such
approximation algorithms can actually be turned into exact algorithms with the same exponent
w. Degenerations formalize the idea of approximations, and most reductions in this paper are
degenerations.

Roughly speaking, a degeneration is a restriction in which the substitution matrices may depend
on a parameter ¢ (that can be thought of as an infinitesimal added to the field), and in which,
intuitively, we keep only the limit as t — 0. We note that this notion is well defined also in positive
characteristic.

Definition 2.15 (Degeneration). Let U and V be tensors, and let A(t), B(t),C(t) be matrices
of the sizes in Definition 2.183 whose entries are Laurent polynomials in t, that is, finite sums
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ez Cet®. Substituting x; — (A(t)z')i, y; — (B)Y)j, 2z — (C(t)2)g in U gives a tensor
U'(t) =Uo(A® B® C) whose coefficients are Laurent polynomials in t. We say that U degenerates
to V', and write U >V, if for some choice of A(t), B(t), C(t) no negative powers of t appear in U'(t)
and its constant term is V:

U'(t) =V +tV + Vo + - + 7V
for some tensors Vi, ..., V. The least such d is the degree of the degeneration.

We note that we cannot substitute t = 0 in A(t), B(t),C(t) as t may appear with negative
powers there.

Over C, for every fixed number ¢ # 0 the matrices A(t), B(t), C(t) are ordinary complex matrices,
so U'(t) is a restriction of U, and V = lim;_,o U’'(t) is a limit of restrictions of U. The definition
borrows its intuition from this language of approximations, but is defined for every characteristic.
Using degenerations we define the border rank of a tensor, which roughly captures the minimal rank
at which we can approximate the tensor.

Definition 2.16 (Border rank). The border rank of a tensor V is R(V) = min{r: I, > V}.

Intuitively, R(V) < r means that V' is the limit, as t — 0, of restrictions of I, that is, of tensors
of rank at most r.
We use the following standard facts [Bin80, Str87], [BCS97, Chapter 15].

Lemma 2.17 (Basic facts). For all tensors U, U, V, V' W :

Restrictions and rank.

(R1) U>V and U >V imply U U' >V V' and U U’ >V & V'. Reordering the factors of
a tensor product gives an isomorphic tensor.

(R2) R(U) <r if and only if I, > U. Consequently U >V implies R(V) < R(U).
(R3) I, U ZU & --- & U (r summands). In particular I, @ Is = I,.

(R4) RURV)<RWU)R(V) and RU e V) <R(U)+R(V).

(R5) I, > I, for r > s, and every nonzero tensor U satisfies U > 1.

Flattenings.

(F1) If U >V then rank VX < rank UX, and likewise for VY, VZ.

(F2) (U® V)X is the Kronecker product UX @ VX (after reordering columns), so rank(U ®@ V)X =
rank UX - rank VX,

(F3) Every flattening of I, has rank r.
Degenerations.

(D1) If U >V then U >V, with degree 0. If Uy > Vi with degree di and Us > Vo with degree da,
then Uy @ Uy > V1 ® Vo with degree at most dy + ds, and Uy & Us &> Vi @ Vo with degree at
most max(dy,ds).

(D2) If UV and V> W, then U > W.

11



(D3) Degenerations do not increase the rank of any flattening.

Since restrictions are degenerations, Lemma 2.17(R2) gives R(V) < R(V). The next example
shows that the inequality can be strict.

Example 2.18 (Border rank can be smaller than rank). Consider the so called W-tensor W =
ToYoz1 + Toy120 + T1Yozo. In Is = aibici + agbaco substitute

a1 — xo+try, by —y+ty,, c1— t_l(Z() + tzl), ag — g, bor—1yg, co—> —t_IZQ.

Ezpanding, we obtain the degeneration W + t(xoy121 + x1yoz1 + x1y120) + t2xiy121. So I, > W.

On the other hand, R(W) = 3. The upper bound is clear. For the lower bound, suppose
W = Zzzl L,M,N,. At least one L, has a nonzero coefficient of x1. Choose c so that substituting
x1 = cxo makes this linear form vanish. The resulting tensor is

r0(Yo21 + Y120 + cYo20)-
It is mot hard to see that the bilinear form in parentheses has rank two, in contradiction.

A special type of degeneration that is both useful and simpler to understand has the following
form.

Lemma 2.19 (Weighted degenerations). Apply fixed linear substitutions to each leg of U (for
instance a change of basis), and then multiply every new variable v by t“®) where w(v) € Z is some
weight function. If every term with a nonzero coefficient has total weight w(zx) + w(y) +w(z) > 0,
then letting V' be the sum of the terms of total weight 0, we obtain that V is a degeneration of U.

Proof. A term xyz becomes t*(®)Tw®)+w(z) > Grouping terms by their total weight k > 0, the
result is >, t*V,, where Vj, consists of the terms of total weight & and V = Vj. [

Note that individual weights may be negative, as long as all total weights are nonnegative.

2.4 Matrix multiplication tensors and dot products

The following simple lemma captures the recursive idea in Strassen’s algorithm.
Lemma 2.20. (a) (n,m,?0) @ (n',m/ ')y = (nn',mm/ 00y In particular M, @ Mg = M.
(b) My > Mg forr > s, and M, > I,.

Proof. (a) The product of the terms @i;y;rzki and @5 Y 24 18 Xy, (.50 Y0557, (6k7) Z (k') ()"
we pair the row indices, the middle indices, and the column indices. In other words, an rs X rs
matrix is an r X r matrix whose entries are s X s matrices, and multiplying these block matrices
corresponds to multiplication of the rs X rs matrices.

(b) For the first claim set to zero all variables with an index at least s. For the second set to
zero all variables x;;, yi;, 2;; with 7 # j, and note that the result is }_; x4v:i 2. O

Observe that the recursion in Proposition 2.3 corresponds to the isomorphism M, = M%k given
by Lemma 2.20(a). In particular, Lemma 2.17(R4) gives R(M,x) < R(M,)*.

Exercise 2.21. Let o move the legs cyclically (X —Y — Z — X ). Show that (n,m,)° = ({,n,m),
and that (n,m,l) and (¢,m,n) have the same rank. Conclude that if R({n,m,£)) < r then w <
3logr/log(nml).
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Dot products. The following three dot-product tensors will play an important role in the proof
and reductions:

r—1 r—1 r—1
Bx(r) :nyizi, By (r) :nyizi, Bz(r) :zZ:ciyi.
i=0 i=0 i=0

As bilinear maps, with outputs labeled by Z variables, Bx (r) multiplies a scalar by a vector of
length 7 and outputs the r results. More generally, if 7' computes a (multi-output) bilinear map
(z,y) — T'(z,y), then T ® Bx(r) computes

('r’ y(0)7 tee 7y(7n_1)) 'H (T('r? y(O))’ A ?T(x? y(r_l)))7
that is, T applied to r independent second inputs with one common first input.

Lemma 2.22. Bx(r) = (1,1,r), By(r) = (r,1,1) and Bz(r) = (1,7,1). Hence

Bx(r) ® By (r) ® Bz(r) = My, (2.2)
and
n—1 r—1
My @ Bx(r) = Y > Xij¥jwZ ik, = (n,n,nr). (2.3)
,5,k=0u=0
Proof. The first three isomorphisms are clear. The other claims follow from Lemma 2.20(a). O

Equation (2.3) says that M,, ® Bx(r) is the multiplication of one n x n matrix by an n x nr
matrix. It is important to distinguish this from I, ® M,,, which computes r independent products of
n X n matrices.

2.5 From border rank to algorithms: Bini’s theorem

Bini proved that asymptotically, degenerations can be transformed into exact algorithms without
changing the exponent. Specifically, it is enough to upper bound the border rank of the matrix
multiplication tensor to obtain an upper bound on w.

Theorem 2.23 (Bini [Bin80]). If R(M,,) < r with n > 2, then w < log,, r.

The idea is that the error terms depending on t can be removed using interpolation. Under
tensor powers, the matrix dimension grows exponentially, whereas the approximation degree grows
only linearly. Thus the cost of interpolation does not affect the resulting exponent.

Lemma 2.24 (Interpolation). If U > V with degree d, then Iz @ U > V. In particular,
R(V) < (d+1)R(U).

Proof. We use the notation of Definition 2.15. Pick distinct nonzero numbers tg,...,t5. The
Vandermonde matrix (t?)()gj,kgd is invertible, so there are numbers ¢; with -, cjtg? =1for k=0
and Zj cjt;C =0for 1 <k<d. Then

d

d
SeU't)=> (Xethi=vV  (o=V)
=0 ‘

It remains to show that this sum is a restriction of I;11 ® U. By Lemma 2.17(R3), Ij11 @ U =
U g... UD, where U") = Zuijkxl(r)y](»r)z,(:) is a copy of U in its own variables. Let z/,v/, 2/
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be the variables of V, and let A, = A(t,), B, = B(t,), Cr = C(t,) be the substitution matrices of
the degeneration evaluated at ¢,. In U(") substitute

:cl(r) = (A, y](-r) = (Byy);, z,E,r) = (Cr2).
This is one linear substitution on each leg of U® @& ... @ U@, and it maps the variables of
all the copies to the same variables 2/,y/,2’. It turns U") into ¢,.U’(t,), and hence the whole
direct sum into Y, ¢,U’(t,) = V. This proves I;11 ® U > V, and the rank bound follows from
Lemma 2.17(R2),(R4). O

Proof of Theorem 2.23. Let I, > M,, with degree d. By Lemma 2.17(D1), I,y = I&N > M@V ~
M,,~ with degree at most Nd, so Lemma 2.24 gives R(M,~) < (Nd + 1)r". By Proposition 2.3,

log((Nd + 1)rV) log(Nd + 1)
w < Tog =log, v+ W for every N > 1.
Letting N — oo gives w < log,, 7. O

The factor Nd+ 1 disappears because it grows only linearly in N (equivalently, log(Nd+1)/N —
0). The fact that polynomial losses do not affect the exponent is used repeatedly in later sections,
and especially in the proof of Theorem 1.2.

Lemma 2.25. If R(T) < r and T®™ > M,, with n > 2, then w < mlogr/logn.

Proof. I,m = I¥™ > T®" > M, (Lemma 2.17), so R(M,) < r™ by (D2), and Theorem 2.23
applies. O

Bini’s theorem says that as far as the exponent is concerned, approximate algorithms for matrix
multiplication are as good as exact ones. As we saw in Example 2.18, approximations can save rank,
so this principle is very important for matrix multiplication algorithms, and indeed, all modern
algorithms rely on it.

Exercise 2.26 (Asymptotic rank). Show that the limit R(T) = limy_,oo R(T®N)YN exists and
equals inf y R(TENYN (this is Fekete’s lemma), and that R(T) = limy_e R(T®N)YN . Show also
that w < logs f{(Mg). (Equality holds as well, but this requires showing that general algorithms are
not much more efficient than bilinear ones, see [BCS97, Proposition 15.1].)

Hint. To prove existence of the limit, fix m and write N = gm + i with 0 < i < m. Apply
submultiplicativity to the q groups of m factors and the remaining ¢ factors. To compare rank and
border rank, fix a degeneration I, > T®™ and apply interpolation to its kth tensor power. Let k tend

to infinity before varying m.

3 Polynomial multiplication, the seed tensor and the rate

3.1 Polynomial multiplication

Let F[¢],, be the space of polynomials of degree less than n in a variable £ over the field F. If

[ = Yicawi& € Fl¢], and g = Zj<byj§j € F[¢p, then fg € F[¢]arp—1- Its kth coefficient,
> i+j—k TiYj, is the coefficient of z;, in C(a, b). Thus C(a, b) is the tensor of the bilinear map

Flgla x FlEly — Fl¢late-1,  (f,9) — fg.

Its legs have dimensions a, b and a + b — 1.
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For example, C(2,2) = zoyozo + (zoy1 + £1Y0)21 + 1y122, and Karatsuba’s identity

C(2,2) = (zo + 21)(yo + y1)21 + Toyo(20 — 21) + 21y1(22 — 21)
uses three products instead of four.
Theorem 3.1. R(C(a,b)) =a+b—1.

Proof. Let n = a+b— 1 and let n,...,n, be distinct scalars. Let h = (hg,...,h,—1) € F”
be the coefficient vector of h = fg and let V = (), be the Vandermonde matrix. Then
Vh = (f(m)g(m)), and as V is invertible,

Cla,b) =Y hpz, = z": f(m) g(m) (Z(V_l)kzzk>,
! =1

k

where f(m) =3, zin! and g(n) = > yjnlj are linear forms. This decomposition has n terms. For

the lower bound, note that the coefficient matrices of zg,..., z,_1 are nonzero and are supported
on the disjoint sets {(i,7) : i + j = k}, so the Z-flattening has rank n, and Lemma 2.9 gives
R(C(a,b)) > n. O

3.2 The seed tensor

Polynomial multiplication treats its legs asymmetrically: for example, in C(a, a) they have dimensions
a,a,2a — 1. As M,, is symmetric under cyclic permutations of its legs (Exercise 2.21), it is natural
to symmetrize. Let o be the cyclic permutation X — Y — Z — X. Applying o we obtain the
polynomial multiplication tensors

2
Cla,a)” =Y anpyez,  Cla,0)7 =D 2y Ypyr 2r,
kol por

in which the output sits on the X-leg and on the Y-leg, respectively. Their product with C(a,a) is
the seed tensor

a—1
2
Ko = C(a,a) ® C(a,a)’? ® C(a,a)? = Z Xi ktt,p Y5 ko ptr Zitjil,r- (3.1)
i’j’k’l7p7T:O

Note that by considering the indices of a given term we can tell where it came from: (i,7) — i+ j
has its output on the Z-leg, (k,l) — k + [ on the X-leg, and (p,r) — p + r on the Y-leg. Each leg
has dimension a?(2a — 1). By Theorem 3.1, Proposition 2.7 and Lemma 2.17(R4),

R(K,) < (2a — 1) (3.2)
It is convenient to symmetrize further, over all six leg permutations:

Q(a,b) = &) C(a,b)". (3.3)

TES3

This tensor will be the major player in the upcoming proofs.

Remark 3.2 (Why Q and not K). In the three-sector degeneration, applied to C(a,3c+ a — 1), that
we discuss in Lemma 5.2, we obtain three copies of C(a,c), where the middle block has its second
and third legs exchanged. Taking all six leg permutations makes the product invariant under this
exchange.
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Lemma 3.3. Q(a,b) = Q(b,a), Qa,b)” = Q(a,b) for every p € S3, and Q(a,a) = K2, In
particular R(Q(a, a)) < (2a — 1)8.

Proof. Let T exchange the X- and Y-legs. Renaming i <» j in (1.2) shows that C(b,a) = C(a,b)".
Hence Q(b,a) = ®,. C(a,b)™ and Q(a,b)” = @, C(a,b)’™. As m runs over S3, so do 77 and pm, and
we can reorder the factors. For a = b we have C(a,a)” = C(a,a), so C(a,a)” ™ = C(a,a)’", and
since S3 = {1,0,0%, 7,071,027} we get Q(a,a) = K, ® K,. The rank bound follows from (3.2). [

Lemma 3.4. )
&) Bx(r)™ = (Bx(r) ® By (r) ® Bz(r))®" = M,z. (3.4)
TESs

Proof. Bx(r)™ is the dot product whose scalar sits on the leg m(X), and each of the three legs

equals m(X) for exactly two permutations 7. The claim follows from (2.2) and the fact that
M, @ M, 22 M. O

3.3 The rate of a tensor

Next we define the rate of a tensor U and our function F'. Intuitively, the rate measures how large
a matrix multiplication tensor high powers of U degenerate to, per copy.

Definition 3.5 (Rate). For a nonzero tensor U put
p(U) = sup{n?’™: m,n > 1, U™ > M,},  F(a,b) = /u(Q(a,b)).

A degeneration Q(a,b)®™ > M, is called a witness, and n'/(?™) is its rate.

Thus F(a,b) is the supremum of the rates of witnesses for Q(a,b).% In particular, for every
v < F(a,b) there is a witness of rate greater than ~.

To see how a witness bounds w, note that by Lemma 3.3 R(Q(a,a)) < (2a — 1)%. Lemma 2.25
shows that a witness Q(a,a)®™ > M, of rate v = n'/(?™) > 1 gives w < 6mlog(2a — 1)/(2mlog~),
that is,

< 3log(2a — 1).
- logy

We will show how to get large matrix multiplication from high tensor powers of Q(a, a), which
will yield v > a*/3 in (3.5).

We next prove some basic properties of the rate function.

Lemma 3.6. u(U®?) = u(U)2. Consequently F(a,a) = u(K,).

Proof. If U™ > M,,, then (U®2)®™ > M,, ® M,, = M, 2 by (D1), so u(U%®?) > (n?)/m = (pl/m)2,
Conversely, a degeneration (U®?)®m = U®?m > M,, shows that u(U) > nl/(zm) ie., p(U)?>nt/m
Finally, F(a,a)? = u(Q(a,a)) = n(K%?) = u(K,)? by Lemma 3.3. O

(3.5)

Exercise 3.7. Let U,V be nonzero tensors. Show that
WU @ V) = p(U)u(V).
Show that the inequality can be strict. More precisely, for every integer r > 2, prove that

w(Bx(r) = u(By(r) =1,  u(Bx(r) ® By(r)) = V.

50ur rate is closely related to the relative exponent of [CVZ21, Definition 2.4] and to the asymptotic relative value
of [WZ26]. In the terminology of [WZ26], 2log F'(a,b) is the asymptotic relative value of Q(a,b) in terms of M2, that
is, the number of copies of My obtained asymptotically per copy of Q(a,b). The relative exponent of [CVZ21] counts
in the other direction: for max(a,b) > 2, the number of copies of Q(a,b) needed per copy of Mz is 1/(2log F(a,b)).

16



The following simple bounds on F' will be used in Section 6 to bound the size of the explicit
construction.

Lemma 3.8. There are restrictions Q(a,b) > Max(a,b)2- Moreover,

F(1,b) = b, F(a,b) = F(b,a), max(a,b) < F(a,b) < y/abla+b—1),
and Q(a,b) > Iy whenever (a,b) # (1,1).

Proof. Suppose b > a. In each of the six factors of Q(a,b), set the first-input variables z; with
i > 0 to zero. In C(a, b) this leaves ¢ }"; ., yjz; = Bx(b), and in C(a, b)™ it leaves Bx (b)", so (3.4)
gives My2. The case a > b follows from Q(a,b) = Q(b,a), which also gives F'(a,b) = F(b,a). Hence
w(Q(a,b)) > max(a, b)2.

For the upper bound, note that each C(a,b)™ has leg dimensions a,b,a + b — 1 in some order,
and each of these lands on each leg for two of the six permutations. Hence every leg of Q(a,b) has
dimension [ab(a + b — 1)]2, and every leg of Q(a,b)®™ has dimension [ab(a 4+ b — 1)]>™. A flattening
of M,, has rank n? (Lemma 2.10), and degenerations do not increase the ranks of flattenings (D3),
so Q(a, b)®™ > M,, implies n? < [ab(a +b—1)]*™, i.e., n*/™ < \/ab(a +b — 1). For a = 1 the two
bounds coincide.

Finally, if max(a,b) > 2 then Q(a,b) > My > My > I, (Lemma 2.20(b)). O

Exercise 3.9. Show that (3.5), together with the upper bound of Lemma 3.8, can never give a
bound below 2. Show that if F(a,a) > a®?7°1) then (3.5) gives w = 2, and that the lower bound
F(a,a) > a gives nothing better than w < 3.

4 Proving the main theorem

In this section we prove Theorem 1.1, assuming two inequalities for the rate, which we prove in
Section 5.
4.1 The basic inequalities

The proof is based on two inequalities that enable lower bounding F'(a,b). The first is a slight
generalization of [Ope26a, Lemma 4.1], which proves it for s = 1. We prove both in Section 5.

Theorem 4.1 (Discrete concavity [Ope26a, Lemma 4.1]). For all integers a > 1 and 1 < s < b,

2F(a,b) > F(a,b—s)+ F(a,b+s).

Theorem 4.2 (Shifted tripling [Ope26a, Lemma 4.2]). For all integers a,c > 1,
F(a,3c+a—1) > 3F(a,c).

We next show that these two inequalities, when combined with Lemma 3.8, force F(a,a) to
be large. Consider F'(2,2). Tripling with a = ¢ = 2 gives F(2,7) > 3F(2,2). Viewing F as
a function on N2, the five increments in row 2 from column 2 to column 7 add up to at least
2F(2,2). By concavity, each of them is at most the increment from column 1 to column 2, which is
F(2,2) — F(2,1) = F(2,2) — 2. Hence

2F(2,2) < F(2,7) — F(2,2) <5(F(2,2) —2), so F(2,2)> ? = As.
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The same reasoning works along the whole diagonal. The general case is captured in the following
lemma. The lemma only requires s = 1 in Theorem 4.1 and we will use the general case later when
we construct a sequence of algorithms.

Lemma 4.3 (Diagonal-growth argument of [Ope26a, Lemma 5.1]). Let A > 2, and let ®(a,b), for
1 <a,b<4A—1, be real numbers with ®(a,b) = ®(b,a) and ®(1,b) =b. Suppose that for every
2<a< A,

20(a,b) > ®(a,b—1)+P(a,b+1) (a<b<4da-2) and ®(a,4a — 1) > 3P(a,a).

Then, for every2 <a < A,
®(a,a) > Ay > a'/?. (4.1)

The proof of Theorem 1.1 immediately follows.

Proof of Theorem 1.1. For a = 1, Lemma 3.8 gives F'(1,1) = 1 = Ay. For a > 2, the initial
bounds, concavity and shifted tripling show that F' satisfies the hypotheses of Lemma 4.3. Hence
F(a,a) > Ay > a*/.
For every 1 < v < A, there is a witness Q(a, a)®™ > M,, with n!/(™) > ~ By (3.5),
" < 3log(2a — 1).
- logy

Letting v approach A, gives

< 3log(2a —1) 9 log(2a —1)
~—  logA, 4  loga
The right-hand side tends to 9/4 as a — oo. O

4.2 The diagonal-growth argument

Before giving the formal proof of Lemma 4.3, let us explain informally why concavity and shifted
tripling force F(a,a) to grow (at least) like a*/3. Fix the first argument @ and think of F(a,b) as a
function of b. Shifted tripling with ¢ = a tells us that F'(a,4a — 1) > 3F(a,a), that is, along the
3a — 1 steps from b = a to b = 4a — 1 the function increases by at least 2F(a,a). The average
increment is therefore at least 2F(a,a)/(3a — 1).

Concavity says that these increments never increase as b grows. Hence the first increment, from
b=atob=a+41,is at least their average. Indeed, if it were smaller, then all the later increments
would be smaller as well, and their sum could not reach 2F'(a,a). Applying concavity once more,
the increment from b = a — 1 to b = a is at least as large. Thus both steps next to the diagonal
increase I by at least roughly 2F(a,a)/(3a).

For example, for a = 2 we have F'(2,1) = 2, and the increment F'(2,2) — F'(2,1) must be at least
2F(2,2). Rearranging gives F'(2,2) > 10/3, which is the bound we obtained in Section 4.1.

Now move along the diagonal from (a — 1,a — 1) to (a,a). This changes both arguments, and,
by the symmetry F(a,b) = F(b,a), each change contributes at least roughly 2F'/(3a). Hence F(a,a)
roughly increases by at least 3 - F'(a,a)/a in each step. In other words, F(a,a)/F(a—1,a —1) is
roughly at least 1+ gia, and multiplying these ratios along the diagonal gives

a

F(a,a) > H(l + %) ~ a3,
1=2
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Lemma 4.3 makes this calculation precise. To see what this gives for w, recall that F'(a,a) = u(Kg)
(Lemma 3.6) is the matrix dimension that we extract per copy of the seed K,, and that R(K,) <
(2a — 1)3. By (3.5), a witness of rate v gives w < 3log(2a — 1)/ log~. Taking 7 close to a*/® we get
o 3log(2a — 1) 9 log(2a—1)
~  tloga 4 loga

which tends to 9/4 as a — oo, since log(2a — 1)/loga — 1.

We note that the 2/3 in the step size 2F(a,a)/(3a) comes from the tripling inequality: we
gain 2F (a,a) over about 3a steps. A different decomposition of polynomial multiplication might
give a stronger rate inequality and improve this lower bound. To get w = 2 we would need
F(a,a) > a®?7°) (Exercise 3.9). Exercise 4.4 shows that for @ = 2 the two inequalities, in the
form used in Lemma 4.3, cannot give more than F'(2,2) > 10/3.

Proof of Lemma 4.3. By concavity, the successive differences in each row are nonincreasing. Let
1 < a < A. The first difference between columns a and 4a — 1 is therefore at least their average.
Using tripling, we get
®(a,4a — 1) — ®(a,a) - 2®%(a,a)

3a—1 — 3a—-1
(for @ = 1 this holds since ®(1,b) = b). In particular

(a,a+1) - D(a,a) >

3 1
> at ®(a,a).
3a —1

The same bound holds in row a + 1, and by concavity again the difference immediately before the
diagonal is no smaller:

®(a,a+1) >

20(a+1,a+1)

Pla+1l,a+1)—Pa+1l,a) > P(a+1,a+2)—Pla+1,a+1) >

3a + 2
Thus, by symmetry,
3a+1<1>(a,a,) < P(a,a+1)=P(a+1,a) < 3 P(a+1,a+1).
3a—1 3a+2

Rearranging, we obtain
1 2
(3a +1)(3a + )<I>(a, a).
3a(3a — 1)

Starting with ®(1,1) = 1 and multiplying these inequalities, we conclude that for every 2 < a < A,

2 Bi+1)3i+2) 3a—19% 1
1;[ 3i(3i — 1) 2 1;[1( +37;> “

where the product of the factors (3i 4+ 2)/(37 — 1) telescopes.
Finally,

a+1l,a+1) >

(1+1)3——1+1+1+ ! >1—&-1
30 i 32 273 i
so multiplying over 1 < ¢ < a gives

11 (1 + 312) >a'® (a>2). (4.2)

Since (3a —1)/2 > a, we have A, > a*/3 for every a > 2. O
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Exercise 4.4 (The diagonal-growth bound is tight for A = 2). Find numbers ®(a,b), 1 <a,b <7,
satisfying the hypotheses of Lemma 4.8 with A =2 and ®(2,2) = 10/3. Conclude that concavity and
tripling as used in that lemma cannot prove F(2,2) > 10/3.

Hint. Define ®(2,b) =2+ 2(b— 1).

Exercise 4.5 (A three-line bound). Use Theorems 4.1 and 4.2 and the symmetry F(a,b) = F(b,a)
to show that for every integer ¢ > 1,

F(4c—1,4c—1) > 6F(c,c).

Conclude that F(ay,ar) > 6F for aj = (2-4% +1)/3, and hence that w < 3log4/log6 = 6/log, 6 <
2.33.

Hint. Leta=4c—1 and s=3c—1, so thata—s =c and a+s =3c+a—1. Apply Theorem 4.1
and then use tripling in row a and symmetry.

5 Proving the inequalities

5.1 Ideas behind the proofs

Let us say a few words about the ideas behind the proofs of Theorems 4.1 and 4.2.

For Theorem 4.1, consider the case s = 1 for simplicity. The idea is to consider two polynomial
products with the same first input, represented by C(a,b) ® Bx(2) and to show a degeneration to
C(a,b+ 1)+ C(a,b—1). To see why this can be useful we note that by Lemmas 3.4 and 3.8 we have

Q2,2)>Mi,  Q(2,3)>My,  Q(2,1) =My

So changing the lengths (2,2) to (2, 3) improves the extraction, while changing them to (2,1) does
not hurt it.

The problem is that the two tensors composing C(a,b + 1) + C(a,b — 1) share the first leg.
That is, as polynomial multiplication tensors we have the map (f, g,h) — (fg, fh) where deg(f) <
a,deg(g) < b+ 1,deg(h) < b — 1. The new idea is that by investing a few copies of the unit tensor
we can separate the two dependent tensors into a direct sum and additionally obtain for free another
copy of Bx (M) (which is itself a matrix multiplication tensor). This is captured in the following
important separation lemma.

Lemma 5.1 (Shared-leg separation; [Ope26a, Proposition 3.1]). Let M > 1 and T = Zf\ialTi.
Suppose that the Y -variables are partitioned into groups Yy, ..., Yy—1, the Z-variables into groups
20, ..., Zy—1, and that T; involves only the X -variables and the variables in Y; and Z;. Then there
is an explicit weighted degeneration, of degree at most (M — 1)?,

M—-1
Luy®T = @ (T; ® Bx(M)). (5.1)
=0

To see how we apply this lemma note that by taking high tensor powers of C(a,b) and sym-
metrizing, we obtain a degeneration

I(2M)6 ® Q((I, b)®N ® M4N > IM6 ® Q(CL, b+ 1)®N+ ® Q(CL, b— 1)®N7 ® MM27 (52)

where M = (]\]Xr) for any N, + N_ = N, from which we deduce Theorem 4.1.
The proof of Theorem 4.2 partitions the second-input and output variables into three intervals
and uses a degeneration to remove terms joining different intervals. Specifically, we prove
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Lemma 5.2 (Three-sector degeneration; [Ope26a, proof of Lemma 4.2]). For integers a,c > 1,
there is an explicit weighted degeneration of degree at most one,

C(CL,3C+CZ—1) > To+ T+ Ts,

in which the three blocks use the same X -variables and disjoint Y- and Z-variables. The outer
blocks Ty, Ty are copies of C(a,c). The middle block Ty is a copy of C(a,c) with its second and third
legs exchanged and its first-input indices reversed.

Then, symmetrizing over the six permutations of the legs (to compensate for the exchange of
legs), taking high powers and using again Lemma 5.1, we obtain a degeneration

Tioans @ Q(a, 3¢ +a — DN > Ie ® Qa,e)®N @ My, (5.3)

where N is a multiple of 3, and M = N!/((N/3)!)3, from which Theorem 4.2 follows.

To deduce Theorem 4.1 and Theorem 4.2 from (5.2) and (5.3) we note that the two degenerations
allow us to “reuse” part of the invested tensors I()6 ® My~ and I(pp)6, respectively. This allows
us to repeat the construction without having to “invest” large tensors again. This is captured in the
next simple reuse lemma.

Lemma 5.3 (Reusing the auxiliary tensor). Let U > Iz, E # 0, and u,p,r be positive integers. If
L,UPQE>M, ®FE,
then M(U) Z Tl/(p+|—10g2 u-‘)

The proof can be thought of as an amortized-cost argument: we first prepare E using some
fixed number of copies of U, and then, in each round, we use p + [log, u| additional copies of U to
produce a factor M,., while returning E for the next round. Thus, the cost of preparing F is paid
only once, and by running sufficiently many rounds its amortized cost per round becomes negligible.
In other words, we essentially pay p + [log, u| copies of U for each factor M,.

Proof. Let ¢ = p + [logyu]. Since USP) > [,,, > I, (D1) and (D2) give U @ E > M, ® E.
By induction on k,

Ukt @ B =U® @ UM QE) > UQ EQ@Muir B>M, @ EQ M1 =M E.

Choose ¢ with 2¢ > R(E). Then et > Iy > E, and E > I;. Hence U©(kat+t) > M,x, and so
w(U) > r#/(ka+0) for every k. The result follows from letting k go to infinity. O

5.2 Extracting specific factors from tensor powers

In this subsection we prove Lemma 5.1 and show how to use it in order to isolate specific terms in
tensor powers. We note that selecting products with prescribed numbers of factors is a standard
step in tensor-power arguments that goes back to Schonhage’s theorem [Sch81] and Strassen’s laser
method [Str87] (see also [Blal3, Section 9.3]). To ease the reading we repeat the statement of the
lemma.

Lemma 5.1 (Shared-leg separation; [Ope26a, Proposition 3.1]). Let M > 1 and T = Zij\ialTi.
Suppose that the Y -variables are partitioned into groups Yy, ..., Yy—1, the Z-variables into groups
20, ..., Zy—1, and that T; involves only the X -variables and the variables in Y; and Z;. Then there
is an explicit weighted degeneration, of degree at most (M — 1)2,

M-1

Lu®T &= @ (T; ® Bx(M)). (5.1)
=0
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Proof. Let ¢ = (apr be a primitive 2Mth root of unity. Write x,, ¥, and z;,, for the variables of
T, where y; , € Y; and z;,, € Z;. The factor Izps supplies 2M independent copies of 7', indexed by
p=0,...,2M — 1. In copy p substitute

M-1
2P —s Z P Xy j,
j=0

M-1
g s S0Py
k=0
0 | M-l
P —l
Ziw T 50T ; C P Zi -

All copies are mapped into the same new variables, so this is a restriction of Iopy @ T. A term
TuYiwZiw of T produces the new term X, ;Y; , 1 Z; 4,1 With coefficient

LS e
_ Z ¢PUHk=i)=
M =

times its original coefficient. This is 1 if K — [ 4 (j — ) is divisible by 2M, and 0 otherwise. Since
|k —1+j—i| <2(M — 1) < 2M, the surviving terms are exactly those with

k—l4+j—i=0. (5.4)

Now multiply each new variable by a power of ¢: multiply X, ; by tj2, Yok by tQik*"Q, and Z;
by =2, Each exponent uses only the indices of its own variable. On every surviving term, by (5.4),
the total exponent is
32+ (2ik —i?) = 2il = 52 — 2+ 2i(k — 1) = 52 —i® = 2i(j —i) = (j —i)> > 0.

Hence the transformed tensor is a polynomial in ¢ of degree at most (M — 1)2, even though some
individual exponents are negative. Its constant coefficient consists of the terms with j = i, and for
them (5.4) gives k = [. Let us write out what remains. Denote T; = Eu,v,w Ci uvw TulipZiw- A term
of T; produced the new terms X, ;Y; » 1 Zi w1, and the surviving ones are those with j = ¢ and k£ = [.
Hence the limit tensor is

M-1 M—-1

Z Z Ci uvw Z Xu,’i 1/z‘,v,k Zi,w,k'

=0 uw,v,w k=0
Observe that for each fixed i, 3, ,  Ciuvw ZkM:61 Xu,iYivk Ziwk is isomorphic to T; ® Bx(M).
Since every variable of this sum carries the index ¢, different blocks use disjoint variables on all
three legs. Thus, the limit tensor is isomorphic to the direct sum @, (7; ® Bx(M)). O

The number 2M of copies is smaller than the 5M used in [Ope26a, Proposition 3.1]. We note
that the proof of Lemma 5.1 would work also with 2M — 1 copies rather than 2M .

Exercise 5.4 (Separation needs at least M copies). Suppose that for some L, I @ T > @,(T; ®
Bx(M)) holds for every T'= 3", ;T; as in Lemma 5.1. Show that L > M.

We now show how to use Lemma 5.1 to keep specific terms in a tensor power. We shall use an
explicit index set Z for indexing the components of T'. Let T' = >, .7 T; satisfy the assumptions of
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Lemma 5.1: the blocks share their X-variables and use disjoint groups Y;, Z; on the other two legs.
Write
TN = 3N T, Tp =Ty @ T,

WN *
weIN

The groups of the coordinates of a Y-variable determine a word w € Z%, and similarly for a
Z-variable. The type of w is its vector of letter counts (IV;);ez.

Lemma 5.5 (Extracting a fixed type class). Let (N;);cz be nonnegative integers with sum N, and
put M = N!/Tl;ez Ni!. Then there is an explicit degeneration
Ly @ TN & Iy e (QTV) @ Bx(M). (5.5)
1€L

Proof. On the Y- and Z-legs, set to zero every variable whose word does not have type (1V;). This
keeps exactly M blocks. By Lemma 5.1, using 2M copies makes these blocks fully independent and
attaches Bx (M) to each of them. Reordering the tensor factors within each block identifies it with

(@77 © Bx(a).
€T
The M independent copies give the factor Iy;. ]

In both proofs below, we apply this lemma in all six orientations. The six factors I;; combine
into Ipse. Also, each orientation of the dot product occurs twice, so (3.4) gives

Q@ Bx(M)" = (Bx (M) ® By (M) @ Bz(M))™* = Mype.
TESs
5.3 Discrete concavity

We prove Theorem 4.1 by first constructing a degeneration between polynomial multiplication
tensors of related lengths.”

Starting with two products fgo and fg1, where f € F[¢], and go, g1 € F[{]p, we merge the second
inputs into go + £°g1 € F[{]p+s. The pairs in the kernel of this map have the form (—£%h, h) with
h € F[¢]p—s. We use a degeneration to separate multiplication on the kernel from the induced
multiplication on the direct complement.

Lemma 5.6 (Midpoint degeneration). For integers a > 1 and 1 < s < b, there is a weighted
degeneration of degree at most one, with integer coefficients,

C(a,b) ® Bx(2) > C(a,b+ s) + C(a,b—s),
where the two blocks share the X -variables and have disjoint Y - and Z-variables.
Proof. The tensor C(a,b) ® Bx(2) computes the bilinear map
(f,(90,91)) — (fg0, f91),
where f € F[¢], and go, g1 € F[¢]p. Fix f and consider the linear map

Ty :FEly @ Fl&lp — Flélato—1 © Fl€lato-1, Tt(90,91) = (fg0, fg1)-

"In [Ope26a] these were neighboring tensors C(a,b) and C(a,b + 1). Here we take larger steps and consider
C(a, b=+ s).
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We shall choose bases, independently of f, in which all these maps have the same block triangular
form. For n > s, define the merging map

Hn - ]F[g]n S F[‘S]n — F[é]n—i—sa Nn(gmgl) =go+ ’gsgl'

It is easy to see that this map is onto, and
ket i = {(~€°h,h) b € Fle]uos).
Choose a basis whose first n + s elements are
(€00 (0<j<n),  (0,&) (n-s<j<n)

Their images under u, are the monomial basis of F[{],+s. Complete this basis with the kernel
vectors

(—g7,¢) (0<j<n—s).

Use these bases for the second-input space, with n = b, and for the output space, with n =a+b— 1.
Multiplication by f respects the kernel, since

Tf(_fshv h) = (_§th’ fh)’
and commutes with merging:

tatv—1(T(90,91)) = ttato—1(f90, fo1) = f 1(g0, g1)-

Consequently, in the chosen bases the matrix of Ty has the form

A; 0
Cr Ry)

Here A; is multiplication by f from F[¢]pys to F[¢]a4p4s—1, and Ry is multiplication by f from
Fl¢]p—s to F[€]atp—s—1. The zero block reflects the fact that multiplication maps the kernel into the
kernel.

It remains to remove C'y. Multiply the Y-variables corresponding to the kernel by t~1 and the
Z-variables corresponding to the kernel by ¢, leaving all other variables unchanged. The matrix

becomes
Ay 0
tC f R f ’

Thus, this is a weighted degeneration of degree at most one. Its constant term consists of C(a,b+ s)
and C(a,b — s). They share the first input f, while their second-input and output variables are
disjoint.

Finally, the basis matrices above have integer entries and determinant 41, so their inverses also
have integer entries. This proves the claim about the coefficients. O

We note that the insistence on integer coefficients comes from the wish to extend the result to
any characteristic. See Section 7.

Exercise 5.7 (Why a degeneration is needed). Let

U=0C(22®Bx(2), V=0C(23)+C21),

24



where the two blocks of V' share their X -variables and use disjoint Y - and Z-variables. By Lemma 5.6,
U > V. Show that there is no restriction U > V. Hint. First show that both tensors have flattening
ranks (2,4,6), so a restriction would have to be an isomorphism. Fizing the first input f gives a
linear map from the second-input space to the output space. For three pairwise nonproportional first
inputs fi1, fa, f3, compare the dimensions of the intersections of the images of these three maps.

Example 5.8. Leta=b=2, f = zo+ x1&, K = ker uy and K’ = ker u3. The complement of K
has basis (1,0),(£,0),(0,&), and K is spanned by (—&,1). In the output space F[€]3 @ F[€]s, use the
complement basis (1,0), (£,0), (€2,0),(0,£2) and the kernel basis (—&,1), (—€2,€).

The only nonzero entry of C¢ comes from the input vector (0,§), since

Tf(oag) = (07 zo€ + $1§2) = ZE()(fQ, 0) + ‘7;1(0762) + 1‘0(—5275).

The last summand lies in K' and gives the entry xo of Cy. The degeneration removes this entry,
leaving C(2,3) and C(2,1) with a common first input.

Now that we have the appropriate construction we can prove Theorem 4.1.

Theorem 4.1 (Discrete concavity [Ope26a, Lemma 4.1]). For all integers a > 1 and 1 < s < b,
2F(a,b) > F(a,b—s)+ F(a,b+ s).

The idea is simple. Denote T4 = C(a,b+ s) and T = C(a,b — s). Then the expansion of
(T} + T-)®3 contains the three products

I 0T T, L T-®Ty, I_ Ty Ty,

which are all isomorphic to T_‘§2 ® T_, as they differ only in the order of their factors. Similarly, in
the Nth power there are (]f[\i) products that contain Ny copies of Ty and N_ = N — N, copies
of T_. We pick some fixed N, and keep only these products (by setting variables corresponding
to different terms to zero) and apply Lemma 5.1 to separate these ( ]f,v ) products, making them
independent. In addition, this attaches a dot product to each of these products. As we shall see,
after balancing the three legs (tensoring all six permutations) these dot products give an additional
matrix dimension.

Proof. We first fix witnesses for the two tensors Q(a,b + s) (recall, these are degenerations whose
rates can be taken arbitrarily close to F'(a,b =+ s)). By taking tensor powers we may assume that
both witnesses use the same number m of copies (if they use m; and mg copies, raise them to the
powers mgy and mq, respectively). So let

Q(a7b+ S>®m IZ M Q(aab - S)®m E Mnfv

Ny

where ny and n_ are the sizes of the matrix products that we get from Q(a,b+ s) and Q(a,b — s),
respectively, and denote their rates by

o — n}r/(Qm)7 8= nt/@m)
We shall prove that F'(a,b) > (a4 3)/2. As the rates of witnesses can be taken arbitrarily close to
F(a,b+ s) and F(a,b— s), this proves the theorem. Note that by Lemma 3.8 we may assume that
a>b+ s >3, and in particular o + 8 > 2.

The idea is to take a high power of the degeneration of Lemma 5.6, and to keep only the products
that contain a prescribed number N of copies of C(a,b+ s) and N_ of copies of C(a,b— s) (chosen
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in a way that maximizes the resulting rate). As we shall see, the best choice is to take N /N close
to a/(a + B). This is similar to the idea behind the proof of Schénhage’s theorem mentioned in the
introduction [Sch81].

Recall that Q(a,b) = @, cg, C(a,b)” is the tensor product of the six copies of C(a,b) obtained
by permuting its legs (see (3.3)). We call these the six orientations. Applying a permutation 7 of
the legs to the degeneration of Lemma 5.6 gives

C(a,b)" @ Bx(2)" > C(a,b+ s)™ + C(a,b—s)",

where now the two blocks share the leg m(X). Taking the tensor product over the six orientations,
and using Lemma 3.4 for the six dot products Bx(2)™, we get

Qa,b) @My = X) (Cla,b)" ® Bx(2)") = X (Cla,b+ )"+ Cla,b—s)7).

TES3 TES3

For an arbitrary integer N > 1, taking the Nth power gives
Qa,b)*N @ Myw > &) (Cla,b+ )™ + Cla,b— 5)") ™.

TESs

(5.6)

Choose nonnegative integers Ny, N_ with Ny + N_ = N, and put

(2)

Fix an orientation 7. The two blocks C(a,b + s)™ and C(a,b — s)™ share the leg m(X) and use
disjoint variables on the other two legs. Thus Lemma 5.5, with m(X) as the shared leg and with
counts (N, N_), gives

N

Ions ® (Cla,b+ 8)™ + Cla,b— 5)M)*N > Iy @ (Cla,b+ )™ @ (Cla, b — )" @ Bx (M)™.

We apply this in each of the six orientations and take the tensor product. On the left-hand side
this uses IS%S = I(on)s, and on the right-hand side it returns /6. Since reordering the factors of a
tensor product gives an isomorphic tensor,

R ((Cla:b+ 9" @ (Cla,b—)M)™) = Qa,b+5)*¥ @ Qa,b— )",
TESs

and by Lemma 3.4 the six dot products Bx (M)™ give M 2. Combining this with (5.6) we get
Iioarys ® Q(a,b)®N @ Myn & Inse ® Qla, b+ 5)N @ Q(a, b — 5)°N @ Mype. (5.7)

Remark 5.9. We record the degrees of the degenerations, which will be needed for the explicit
construction. There are two degenerations, together with restrictions. The first is a tensor product
of 6N degree-one degenerations, so its degree is at most 6IN. The second applies Lemma 5.5 in each
of the siz orientations. Each application has degree at most (M — 1)2, so their tensor product has
degree at most 6(M — 1)2.

We continue with the proof and show how to pick N and Ny, N_. For a positive integer k let j
be the index of a largest term in the binomial expansion of (o 4 8)¥. As there are k + 1 terms we

get that
k
(Jromr= 55 2
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Denote
N = mk, Ny =mj, N_ =m(k —j).

We shall also use the simple combinatorial estimate

- ()-2)- 0

The factors Q(a, b+ s)®N+ on the right-hand side of (5.7) form j groups of m copies of Q(a, b+ s),
and the factors Q(a, b—s)®N- form k—j groups of m copies of Q(a,b—s). We apply the degeneration
Q(a, b+ s)®™ > M,,, to each group of the first kind, and Q(a,b— s)®™ > M,,_ to each group of the
second kind. By (D1),

Q(a,b+ 5)*M @ Q(a,b — s)®N- > Mff_{ @ ME(F—1) o~ M i ki
+ —
Composing with (5.7) and using (D2) gives
Tonns ® Q(a,b)*N @ Myx & Ijye ® Mp,, (5.10)

where ' ' ‘ ‘

Dy = M?n/.n"7 = (Ma™ gmk=iy?,
By (5.8) and (5.9) we have D%(QN) > (a+ B)/(k +1)"/% and on the other hand, the binomial
theorem applied to (o 4+ )N gives Ma™ g™k~ < (o + B)N. Hence,

DJl\{(QN) — MUNQilkgk=i/k > ((l;)ajﬁkfj)l/k > _ath

It remains to pay for the auxiliary tensors. The point is that (5.10) returns them, so we can use

Lemma 5.3. Denote D
En =16 @ Myn~, rN = \‘4]]\”

As a+f > 2, the ratio Dy /4" grows exponentially, so ry > 1 for large N, and lim infj,_, 7“11\]/(2N) >
(a4 3)/2. On the left-hand side of (5.10) we have I(opry6 = Ig4 ® I3y6, and on the right-hand side
we can crop the matrix and get Mp, > M, ® My~. Thus

Iss ® Qa,0)®N @ Exy > M, ® Ey, (5.11)

i.e., both the independent copies I,s6¢ and the matrix product My~ that we invested are returned.
As Q(a,b) > I by Lemma 3.8, Lemma 5.3 with u = 64 and p = N gives, for every fixed N,

1/(2(N+6)) 1/(2(N+6)) N
F(a’ b) > 7’11\{(2(N+6)) - & > 1 ﬁ > 1 a+p N+6
4N 2 4N 21/@(N+6) \ 2(k + 1)1/k
Letting k go to infinity we get that F'(a,b) > (a+ 3)/2. O

Exercise 5.10 (Merging several polynomials). Let a > 1 and b,r > 2 be integers. Show that there
is a degeneration of degree at most one,

C(a,b) ® Bx(r) > C(a,b+r—1)+C(a,b—1)+---+ C(a,b—1),

r—1 copies
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where all the blocks share their X -variables and use disjoint Y - and Z-variables. What inequality
for F does this construction suggest? Show that

rF(a,b) > F(a,b+r—1)+ (r —1)F(a,b—1)

already follows from concavity.
Hint. Replace the merging map in Lemma 5.6 by

r—1
H: (F[é]b)ear — }F[g]lH*Tflv /J’(g()) cee 7g7“—1) = Zéjgj
7=0

Identify its kernel and check that multiplication by f commutes with the resulting maps.

5.4 Shifted tripling

As described in Section 5.1, we first prove Lemma 5.2 and then obtain Theorem 4.2 from it.

Lemma 5.2 (Three-sector degeneration; [Ope26a, proof of Lemma 4.2]). For integers a,c > 1,
there is an explicit weighted degeneration of degree at most one,

C(a,30+a—1) > TQ+T1+T2,

in which the three blocks use the same X -variables and disjoint Y- and Z-variables. The outer
blocks Ty, Ty are copies of C(a,c). The middle block Ty is a copy of C(a,c) with its second and third
legs exchanged and its first-input indices reversed.

The idea is to find several copies of a shorter polynomial multiplication tensor, corresponding to
polynomials of smaller degree, inside a longer one. A first attempt is to split the second input into
three polynomials gg, g1, g2 of length ¢, placed far apart, leaving gaps so that the output intervals of
fao0, fg1, fgo do not overlap. Since each product fg; has a — 1 more coefficients than g;, the gaps
must have length a — 1, so this requires a second input of length 3¢ + 2(a — 1). The construction
below needs only 3¢ + a — 1, because it also uses the indices in between: in the middle piece, the
roles of the second input and the output are exchanged.

To see the pattern, consider the case a = 2, ¢ = 1, where we start with

3
C(2,4) = Z(woyjzj + :Jclyjzj+1).
Jj=0

We split the Y-indices into a left, a middle and a right interval, {0}, {1,2}, {3}, and the Z-indices
into {0, 1}, {2}, {3,4}. The outer intervals have sizes 1 and 2, the lengths of the second input and
of the output of C(2,1), and the middle intervals have the same sizes in the opposite order. We
multiply the middle Y-variables 41,42 by t and the middle Z-variable z; by t~!. The result is

(zoyoz0 + z1Y021) + (T1y122 + Toy222) + (Toyszs + T1ysza) + t (Toy121 + T1Y223).

The terms multiplied by ¢ are exactly those that join a middle Y-variable with an outer Z-variable.
No term joins a middle Z-variable with an outer Y-variable, so no negative power of ¢ appears.
The constant term consists of three pieces. They use separate y- and z-variables, share xg, x1,
and each of them is a dot product of length two. The first piece is yo(xoz0 + x121). As a bilinear
map, its outputs, which are the coefficients of zg and 21, are zgyg and x1yg. That is, it multiplies
f = xo + 1€ by the constant polynomial yg, so it is a copy of C(2,1), which is the dot product
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By (2). The same holds for the third piece y3(xoz3 + x124). In the middle piece z2(x1y1 + xoy2) the
scalar sits on the Z-leg. After reversing the order of xg,x; it is Bz(2), which is C(2,1) with its

second and third legs exchanged.

The general construction follows the same pattern. We split the Y- and Z-indices into a left, a
middle and a right interval, give weight +1 to the middle Y-variables and weight —1 to the middle
Z-variables, and keep the terms of weight zero. The outer pieces are copies of C(a,c), and in the

middle piece the middle Y-interval, of length ¢ + a — 1, plays the role of the output.

Proof of Lemma 5.2. We view C(a,3c+ a — 1) as the bilinear map
(f,9)— fg, deg f <a, degg<3c+a-—1.
Decompose the second input as
9=g0+E g+ gy,

where
deg go,deg g2 < c, deggr < c+a—1.

Decompose the output into blocks of the corresponding lengths:

fg — hO + €C+a71h1 + 626+a71h2’

where
deg hg,deghs < c+a—1, degh; < c.

The products fgg and £2¢T%~1fg, lie entirely in the first and last output blocks, respectively.

To see how the middle input contributes to all three output blocks, write
far =g + £ ug + £y,

where
deg ug, degus < a —1, degu; < c.

Consequently, the multiplication map in these block coordinates is

(f:90.91,92) — (fgo + uo, u1, fgo+ u2) = (ho, h1, ho).

Now multiply the middle input block g; by ¢t and the middle output block hq by ¢~!. Since each

u; is bilinear in f, g1, the resulting map is
(f190,91,92) — (fgo +t&uo, w1, fgo + tus).
The part not involving positive powers of ¢ is the map

(f;90,91,92) — (fg0, u1, fg2).

Thus the first and last blocks are copies of C(a, ).

(5.12)

By its definition, u; consists of the coefficients of fg; in degrees a —1,...,a + ¢ — 2. Writing

f=Y00 figh and g1 = Y5562 (g1),¢7, we have

a—1

(u1)e = Z fi(91)a—1+k—is 0<k<e
i=0

29



We now observe that this is again a polynomial multiplication tensor, in which the coefficients of f
are reversed. Let f be the polynomial f with coefficients reversed. That is,

fe) =g,

so that f: = fa—1-4. Let 2q,...,2.-1 be independent variables labeling the coefficients of u;. The
corresponding trilinear form is

c—1a—1 a—1c—1

Z Z filg1)a—1+k—izk = Z Z ﬁ(gl)i+k2k~

k=0 i=0 i=0 k=0

The last expression is C(a, ¢) with its second and third legs exchanged and its first-input coefficients
reversed.

The three blocks in (5.12) share the coefficients of f and use disjoint second-input and output
coordinates. This proves the claimed degree-one degeneration. O

We now prove Theorem 4.2. We first recall the theorem.

Theorem 4.2 (Shifted tripling [Ope26a, Lemma 4.2]). For all integers a,c > 1,
F(a,3c+a—1) > 3F(a,c).

The proof idea is similar to the proof of Theorem 4.1. We take tensor powers of the degeneration
of Lemma 5.2 and use Lemma 5.5 to extract the relevant factors.

PTOOf. Fix a witness
Q(a7 C)®m ‘Z Mn7 Of rate o = nl/(2m)'

We shall prove that F'(a,3c+ a — 1) > 3a, and the theorem follows by taking the supremum over
all witnesses.
By Lemma 5.2,
C(a,3c+a— 1) > T0+T1 +T2,

where the three blocks share their X-variables and use disjoint Y- and Z-variables, the outer blocks
are copies of C(a,c), and the middle block is a copy of C(a,c) with its last two legs exchanged and
its first-input indices reversed.

Let N > 1 and let jo, j1,j2 be nonnegative integers with jo + j1 + jo = N. In the Nth power of
To + T1 + T3, keep the products in which T; appears exactly j; times. There are

N!
ol lje!
such products. We apply Lemma 5.5 in each of the six orientations, using the same counts jg, j1, jo
in every orientation, and take the tensor product.
The outer blocks give Q(a, c)®(30+32). After separation, the factors no longer share variables, so
we may reverse the first-input indices in each middle factor separately. Exchanging its last two
legs permutes the six orientations. Thus, the middle blocks give Q(a, ¢)®’!, and all the polynomial

multiplication factors together give Q(a,c)®V. The six dot products give M2, and the returned
unit tensors give I,6. Hence

Iioars ® Q(a,3c+a— 1) = I @ Q(a, )N @ Mype. (5.13)
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Remark 5.11. This construction also uses two degenerations, together with restrictions. The first
tensors 6N copies of the degree-one three-sector degeneration, so its degree is at most 6N. The
second applies separation in the siz orientations and has degree at most 6(M — 1)2.
We now take N to be a multiple of 3m and choose jo = j1 = jo = N/3, so that
N!
((N/3)1)

Applying our witness to the N/m groups of m copies of Q(a, c) gives

Ioars ® Q(a,3c+a—1)*N > Iye®@M,,,  where  ry = M*nM/™ (5.14)
This time the auxiliary tensor is just Ex = Ipss, and as Ioprye = Iea @ Iy we get
Isn®Q(a,3¢c+a—1)°N @ Exy > M,, ® Ey. (5.15)
As 3c+a— 1> 3, Lemma 3.8 gives Q(a,3c+ a — 1) > I, and so Lemma 5.3 implies that

Fa,3c+a—1) > ry/CONTO),
It remains to estimate M. Since the balanced multinomial coefficient is the largest one,
L<M<3N, and so MYN 3.
(N+1)2 = —

_ 2
Consequently, as n = a*™,

1/ (2(N+6)) (Ml/Na)N/(N+6)

N - — 30[,

which proves the claim. ]

6 Constructing an explicit sequence of algorithms

In this section we prove Theorem 1.2 by explaining how to choose the witnesses.

The proof of Theorem 1.1 shows that high powers of polynomial multiplication tensors degenerate
to large matrix multiplication tensors via a derivation of a lower bound on F'(a, a). However, F(a,a)
is defined as a supremum of rates of witnesses, and the proof only shows that good witnesses exist,
and does not have any guarantee on the size of witnesses. Our goal is to construct such a witness
explicitly and bound its size. By following the steps of the derivation carefully, we show that, for
every € > 0, we can explicitly construct a restriction Q(A, A)®™ > M,, that gives an algorithm with
exponent below 9/4 + .

One way to realize a derivation of a lower bound on F'(a,a) is to construct a witness after every
step. The proofs of Theorems 4.1 and 4.2 show how to turn witnesses for the bounds used in a step
into a witness for the new bound. The problem is that each application takes high tensor powers of
the witnesses it starts from, so these powers multiply along the derivation.

We improve this in two ways. First, we make larger jumps along the diagonal. Each jump uses
finitely many midpoint and tripling steps and incurs a small loss, which we bound in Lemma 6.5.
Second, we compose the finite constructions while keeping their auziliary tensors, and pay for these
tensors only once. This is what Lemma 6.2 captures.

We next give some terminology that will be used in the proof.

The proof of Lemma 4.3 shows that F'(a,a) is large by using values of F' at nearby points: We
start with the baseline values max(a, b) at every pair (a,b) (Lemma 3.8), and allow four ways of
obtaining further values. Each comes from the proof of a rate inequality or from a trivial observation:
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1. Midpoint step: If o and § are available at (a,b — s) and (a,b + s), respectively, we may put
(a4 5)/2 at (a,b), where 1 < s < b (this comes from the proof of Theorem 4.1).

2. Tripling step: From « at (a,c) we may put 3« at (a,3c+ a — 1) (this comes from the proof of
Theorem 4.2).

3. Symmetry step: We may transfer a value from (a,b) to (b,a).

4. Restriction step: We may transfer a value from (a,b) to (a’,b’) when @’ > a and o/ > b.

Definition 6.1. A derivation is a finite list of entries, each consisting of a pair (a,b) and a value.
Each entry is either a baseline value max(a,b), or is obtained from earlier entries by one of the four
steps. We record the steps together with the earlier entries they use. Note that a pair (a,b) may
appear in several entries, with values recorded at different points in the derivation. Each step refers
to particular earlier entries, using the values recorded in those entries. The number of steps of a
derivation is the number of its entries that are not baseline values.

By Lemma 3.8, the baseline values at (a,b) are at most F'(a,b). Also F(a,b) = F(b,a), and
Q(a’, V') > Q(a,b) when a’ > a and ¥/ > b (set the extra variables to zero). Together with
Theorems 4.1 and 4.2, it follows that every value obtained at (a,b) is at most F'(a,b).

The following lemma captures the description given at the beginning of this section on how to
transform a derivation into a restriction. Since the proof of the lemma does not introduce new tools
and is mainly technical, we postpone its proof to Section 6.1.

Lemma 6.2. Suppose a derivation of S steps gives a value ¢ > 2 at (a,b). Suppose all lengths
occurring in the derivation are at most L. Then we can explicitly construct a restriction

Q@ )®" =My, /%M >g)2,
where m and logn are bounded by a polynomial in S + log L.

We next show how to start with a value at (a,b) and obtain a value at a farther point in the
same row (that is, with the same a).

Lemma 6.3. Let a,b,k > 1 and 1 < s < a+ 2b be integers. Suppose a derivation contains a value
a >0 at (a,b). Then one tripling step, at most k midpoint steps and at most two restriction steps
extend it to a derivation that contains a value at least

2s
1—2l-k <1 )
( ) +a—|—2b @

at (a,b+ s). All new entries lie in row a, in columns between b and 3b + a.

2s
a+2b

the finite nature of our construction. We shall keep track of these small losses and show that they
do not affect the final exponent.

Ideally, we would have liked to obtain the value (1 + ) a, but we suffer a small loss due to

Proof. A tripling step gives 3« at (a,3b + a — 1), and restriction gives the same value at (a,3b+ a).

Let
Y(c) = (1 + 2(52__22)) «

be the linear function with ¢ (b) = o and ¥(3b + a) = 3a. The proof will follow from the following
claim.
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Claim 6.4. For every integer k > 0 and every integer ¢ with b < ¢ < 3b+ a, at most k midpoint
steps and at most one further restriction step give a value at least ¥(c) — 2%« at (a,c).

Proof. If ¢ = b or ¢ = 3b + a then we already have the value ¥(c).

So assume b < ¢ < 3b+ a. We prove the claim by induction on k. For k£ = 0 restriction from
(a,b) gives a at (a,c). As ¢(c) < 3a, this is at least 1(c) — 2« as claimed.

Let k> 1and b<c< 3b+ a. Set

b 2¢ < 4b
—{ cz4ta and =2 —e.

3b+a otherwise

It is easy to verify that b < ¢ < 3b+ a, and that ¢ is the midpoint of e and ¢/, at distance |c — |
from both. Clearly |¢ — e| > 1, and it holds that |¢ — e| < ¢ — b < ¢, which is again easy to verify in
each of the cases.

By the induction hypothesis, at most £ — 1 midpoint steps and one restriction step give a value
at least 1(c/) — 227« at (a,c’). A midpoint step with the value ¥ (e) at (a,e) then gives at (a,c) a

value that is at least
Ple) + (¥(¢) — 22 Fa)

2
since 1 is linear. ]

= ¢(C) - 21_ka7

Now take ¢ = b+ s. Then

P(b+ s) = <1 + ai‘zb) a.

Since (b + s) > «, an additive loss of 2! *q is at most a fraction 2!7% of ¥(b + s), implying the
lemma. O

Next, we do the same for doubling both coordinates. That is, we move from (qd, ¢d) to (2qd, 2qd)
in ¢ diagonal moves of length d. Each move consists of two applications of Lemma 6.3, one before
and one after symmetry.

Lemma 6.5. Let ¢ > 16 and d > 1 be integers. Suppose a derivation contains a value a > 0 at
(qd,qd). Then at most 2q> midpoint steps and at most Tq other steps extend it to a derivation that
contains a value strictly greater than
24/3 (1 - 1) a
2q

at (2qd, 2qd). All lengths used are less than 8qd.

Proof. Fix ¢ < i < 2q, and let a; = id, and suppose we derived a value §; at (a;,a;). Apply
Lemma 6.3 with b = a;, s = d and k = q. At (a;,a; + d) we obtain a value at least

2d 2
-2 (1+ — ) gi=(1-2"1 (1 ) .
-2 (1422 ) = -2 (1+2) 5
A symmetry step gives the same value at (a; + d, a;) as well. Next, we apply the lemma again, in
row a; + d, with b = a; and the same s and k. This gives a value at (a; + d, a; + d) and gains a
further factor of at least

-2 1 <a+c2i;i+2a) =02 (1)
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over the value at (a; + d,a;). Thus the move from (id,id) to ((i + 1)d, (i + 1)d) gains at least the

factor 5 5 1 )
1—21q2(1 ) (1 )— 1—2l-9)2! (1 )
( g Mt gg) = ¢ )= BT

Multiplying over ¢ < i < 2q, the gain in value from moving from (qd, gd) to (2qd,2qd) is at least

2q—1 2q—1

_1qzi+1< 1 ): ol-ay2 ( 1)
I a-2"9 - 1+3Z,le 2(1—2"79% ] 1+3Z,+1.

i=q i=q

To bound the product, observe that

1 \?3 i+ 1)+ 1
(1+ >>1 3 3(z+)+.

3i+1 TSI 3t
Consequently,
2¢g—1 1/3 1/3
H<1+ ! )2(6‘”1) _21/3(1— ! ) 221/3(1—1).
Faley 31 +1 3¢g+1 6q + 2 4q

Also, since ¢ > 16 we have 8¢? < 297!, and therefore

1
(1—27920>1—2¢2179>1 - —.
4q

The total gain is therefore at least

4/3( 1>2 4/3( 1)
2 1—— | >2 1-—.
4q 2q

By Lemma 6.3, each diagonal move uses two sets of at most ¢ midpoint steps, two tripling steps and
at most four restriction steps, and in addition we performed one symmetry step, so each diagonal
move uses at most 2q + 7 steps. Its largest length is 4id + d < 8qd. O

We are now ready to prove Theorem 1.2.

1
q= {ﬂ A= q2%.
(3

Proof of Theorem 1.2. Let

Start with the baseline value ¢ at (¢,q). Apply the doubling lemma, Lemma 6.5, ¢ times, with
d=1,2,4,...,2971, The final value B at (A, A) satisfies

B> <24/3 <1 - 1)>q g > Lota/3,
- 2q -2
There are S < q(2¢> + 7q) = O(q?) steps, and all lengths are less than 4A.
Apply Lemma 6.2 to this entire derivation. We obtain an exact restriction
B > 9 o4q/3
2 7 4 ’
with m,logn = ¢, since log(44) = O(g). The rank bound R(Q(A4,A4)) < (24 — 1) and
Proposition 2.3 give an algorithm with exponent at most
6log(2A—1) 3log(2A—1)  3(¢+logg+1)
i = < .
—logn log ~ 4q/3 +logq — 2

Q(A, A)@m > Mn; N = nl/(?m) >
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Note that

3(g+logg+1) 9 3logq + 30 <3logq+30<i<8
4g/3+1logqg—2 4  4(4q/3+logqg—2) — 16¢/3 T~ g~
where we have used ¢ > 16. This proves the exponent bound. The base matrix size satisfies
n < 24" = gpoly(1/e) O

6.1 Proof of Lemma 6.2

Fix a completed derivation of S steps, giving a value ¢ > 2 at a point (a,b). We must construct a
restriction Q(a,b)®™ > M,, with plt/2m) > ¢/2, and prove the appropriate upper bounds on m and
log n.

We first recall the finite construction for a single step. We then prove by induction that these
constructions can be composed while keeping an auxiliary tensor, whose rank is not too large.
Finally, we apply interpolation as in the proof of Bini’s theorem (Theorem 2.23), and then prepare
and reuse the auxiliary tensor. To prove that we can perform the interpolation efficiently, we also
keep track of the degree of degenerations that occur in the construction.

Analyzing a single step. The following are the degenerations used in the proofs of Theorems 4.1
and 4.2.

Claim 6.6. For positive integers a, N, the following hold.

1. Midpoint step: For integers 1 < s <band 0 < j < N, let M = (]JV) Then
Tsanrs @ Q(a, b)Y @ Myn > Ine @ Q(a, b — )% @ Qa, b+ s)*N =9 @ Mye.

2. Tripling step: For b > 1 and nonnegative integers jo + j1 + jo = N, let M = N!/(jo!j1!j2!).
Then
Tsans @ Qa,3b+a — 1N > T6 @ Q(a, b)®N @ Mye.

Each construction is a composition of two degenerations, of degrees at most 6N and 6(M — 1)2,
together with restrictions. Since M < 3N, each of these degrees is at most 6 - 9N .

Proof. These are the finite constructions in the proofs of Theorems 4.1 and 4.2. For the midpoint
construction, take N_ = j and N = N — j. The degree bounds follow from Remarks 5.9
and 5.11. O

We distinguish between the steps of the numerical derivation and the stages of the tensor
construction. A step is one application of a midpoint, tripling, symmetry or restriction rule. A
stage is one of the individual degenerations used in the tensor construction. As Claim 6.6 shows,
each midpoint or tripling step is implemented by two stages, together with restrictions.

Composing the steps of the derivation. Once the values are calculated, we use the recorded
steps to construct a degeneration. We can describe the dependencies between the bounds by a
directed graph: The source nodes are the baseline bounds. Each step adds a node recording the
position and the new bound, with incoming edges from the nodes whose bounds were used in that
step. Thus, several nodes may correspond to the same position, recording bounds obtained at
different steps.

When we calculated the values we followed the direction of the edges: we used bounds at the
incoming neighbors to obtain a bound at the new node. The tensor construction goes in the reverse
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direction. Starting at the node for the final bound, we use Claim 6.6 to replace copies of its tensor
by copies of the tensors at its incoming neighbors, together with matrix multiplication and auxiliary
factors. We then continue with the earlier nodes.

To understand what the inductive statement should say, consider a midpoint step. Suppose that
bounds « and S at (a,b— s) and (a,b+ s) give the bound (a+ )/2 at (a,b). The corresponding
finite construction, applied to k copies of Q(a,b) with suitable auxiliary tensors, produces the factors

Qa,b— )% @ Q(a, b+ s)&F7)

for a suitable 0 < 5 < k, together with matrix multiplication and auxiliary factors. To continue, we
must apply the earlier constructions to these j copies of Q(a,b — s) and k — j copies of Q(a,b + s).
Thus, even if we are ultimately interested in copies of a single tensor, the induction must allow
products of different tensors.

We number the nodes of the graph, listing the baseline nodes first and then the nodes produced
by the successive steps. Write (¢;, d;) for the position of node i and «; for its bound. Our inductive

statement concerns a product
®Q(ci7di)®nia N = an
i i

Here n; is the number of copies of Q(¢;,d;) to which we will apply the construction for the bound
«;, and N is the total number of these tensor copies. In the midpoint step, k copies at one node are
replaced by 7 and k£ — j copies at its two incoming neighbors, so this total is preserved.

Lemma 6.7. Assume the notation above. Let £ be the number of nodes in the graph, including the
baseline nodes. For nonnegative integers ni,...,ny with N =3 ,n; > 1, we can explicitly construct
a nonzero tensor E and an integer r > 1 such that

L
Tgas ® <® Q(ci, dl)®nl> QE>M ®F
1=1

and

Il o)
> ==t
vrz (N +1)28

If all ¢;,d; are at most L, the construction supplies a rank decomposition of E with at most
terms, and

2165‘N

The construction is given as a composition of at most 25 degenerations, each of degree at most
6 - 9N, together with restrictions.

Proof. The proof is by induction on the number of steps S in the derivation. At S = 0, all entries

are baseline entries, so
Qn; ~
®Q(Ci7di) > ® Ma?"z‘ = MI_L- o2
(2 (2

We take £ = I and r =[], a?"i. Since each baseline value is at most L, this also gives r < L2V,

Suppose S > 1. If ny = 0, then the claim follows by applying the induction hypothesis to the
first S — 1 steps and discarding the extra factor Ig4.

So assume ny > 0. Set

Uo = Q) Qlcs, di)®™.
i<l

Thus Uy is the product of the input factors other than the n, factors belonging to the last entry.

We distinguish cases according to the step that produced the last node ¢:
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1. Midpoint step: Suppose the last entry is at (a,b), and is obtained from values «a,f at
(a,b—3),(a,b+s). Thus ay = (a+ 3)/2. Choose j maximizing (Y;Z)oﬂﬂ”f_j and set M = (7;4)
By choice of j it holds that

Mo 1 fa+pB\™ 1
J [Te ]> = 'I’Lg. 61
o @1 _nz—f—l( 2 ) ne+ 10 (6.1)

Define ' '

U'=Uy® Qa,b—5)® @ Q(a, b+ s)®M).
The tensor U’ still has N factors of the form Q(c, d), and each is associated with an earlier
node. We may therefore apply the induction hypothesis to the first S — 1 steps, with the
corresponding multiplicities, which gives

1645—1 @ U/ ® E/ IZ MTJ ® E/,

where ' o
ad [ T2y o
/ > 1= 1
VI = (N 1+ 1)265-D

By Claim 6.6, we invested Igyp6 = Igqs ® Ijy6 and Myr, and obtained back ;6 and My 2.
Since the factor Ig4 is absorbed into Igs, we define

E=1Iys®E ®Myn,.

Consider the following degeneration:
Igys @ Q(a,0)°™" @ Uy ®@ E
~ Jous—1 @ (Iggpre ® Qa, b)®™ @ Myn,) @ Uy @ E
D> Iys-1 QU @ E' @ Ippe @ M2
> Iy @ B @ My @ Myyo
> e @ B @ M2,

To return the factor Myn, as part of E, set

M3y
T:max{l, { J}
4

If r = 1, we do not use the degeneration above, since M?r’ may be smaller than 4™, and then
the factor Myn, is not returned. Instead, we restrict all polynomial multiplication factors in
the statement of the lemma to I; and discard Igys, which proves the claim with r» = 1.

If r > 1 then the above gives

Igus @ Q(a,0)®™ @U@ E > Inys @ E' @ Myy2,0 > M, @ E.
In either case r > M2’ /(2 - 4™). Thus (6.1) gives
M
T Vr!
iz
> [lice o
T V2(ne + 1)(N +1)25-1
[lice o

(N +1)257

since ny < N and v/2(ng + 1) < (N 4 1)2. This concludes the case of a midpoint step.
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2. Tripling step: Suppose the last entry is at (a,3b+ a — 1) and comes from a value « at (a, b),
8o ay = 3a. Choose a largest trinomial coefficient

ny! 3ne

=2 :
Joljilja! = (g +1)2

As before, applying the induction hypothesis to
U' = Q(a,b)®™ @ Uy

gives

! / ! at Hi<€ o
1645’71®U ®E [ZM,J@E, \/7’72(]\[4_1—)2(5_11)

Set E = I;6 ® E' and r = M?r'. By Claim 6.6 we have

Igus ® Qa,3b+a—1)®" @U@ E
> Jous—1 @ (I @ Iy @ Q(a,3b+a — 1)¥™) @ E' @ Uy
> Igys-1 @ (Iye ® Q(a, b)¥™ ® Mys2) @ E' @ Uy
>~ Jous1 QU @ E' @ Inpe @ My
> My @ B'® I =My, @ E.

Consequently,

(3a)™ IT;p [lice "
= MV > i<t > 2 .
vr vz (ng+1)2(N +1)205-1 = (N +1)25

This completes the proof for the case of a tripling step.

3. Symmetry and restriction steps: These steps are trivial; we simply replace the ny factors of
the last entry by n, factors of its predecessor and apply the induction hypothesis (and discard
the extra Igy). Thus, in this case we take E = E' and r = 1'.

It remains to check the rank and degree bounds. In a midpoint step, the new part of E has a
rank decomposition with at most

M6(4ng)3 < 367144377,@ < 21677,@

terms. In a tripling step it has rank M5, and the other steps add no auxiliary tensor. Additionally,
in every case r < 32™¢’. Since ny, < N, the claimed bounds follow by induction.

As for the degree, each induction step adds at most two degenerations. By Claim 6.6, each has
degree at most 6 - 9™ < 6-9V. Thus the entire construction uses at most 25 degenerations, with
the claimed degree bounds. O

For Lemma 6.2 itself, we take N copies of the tensor at the final node and set all other
multiplicities to zero.

Proof of Lemma 6.2. If S = 0, the baseline restriction suffices, so assume S > 1.
We now apply Lemma 6.7 to the completed derivation, with IV factors of the final tensor and no
other input factors. For every N > 1, the lemma gives

(Z)N
IG4S X Q(G/, b)®N ®E [Z MT ®E, \/7j Z W (62)
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The supplied rank decomposition of E has at most 21V terms.
Taking the Nth tensor power of both sides of (6.2) gives

Iousn © Q(a, )N’ @ E®N > M, v @ E®N,

We wish to turn the entire degeneration into a restriction. Taking the Nth tensor power of the
construction replaces each of these degenerations by its Nth tensor power. We apply Lemma 2.24
to each one separately and then compose the resulting restrictions.

Consider a degeneration stage. If its original degree was d, the degree of this tensor power is at
most Nd, so interpolation requires an additional factor Ing11.

By Lemma 6.7, there are at most 25 degeneration stages, each of degree at most 6 - 9V. After
taking their Nth tensor powers, each stage has degree at most 6 N9V . Interpolating each stage
separately therefore requires a total additional unit factor of dimension at most

(6NN 4+ 1)29 = 20(5N),
In conclusion, ,
Lroisny @ Q(a,b)®N" @ E®N > M .~ @ E®V,

The unit tensor Iyosn) can be supplied using O(N S) additional copies of Q(a,b) (since ¢ > 2, we
have (a,b) # (1,1), and the baseline restriction gives Q(a,b) > I3). Thus,

Q(a, b)®(N2+O(SN)) ® EON > MTN ® EON (6.3)

Remark 6.8. It is important to note that the order matters here. If we first interpolated each
degeneration and then took its Nth tensor power, then a degeneration of degree d would require the
additional factor

N
Ic?—f—l = L(g1)n-

Using our degree bounds, this would give only an O(SN?) bound on the number of additional copies
of Q(a,b). This estimate does not make the overhead small compared with the N? input copies by
increasing N . By postponing the interpolation we require only O(SN) copies of Q(a,b).

We now prepare E®N once and reuse it. By Lemma 6.7 its rank is at most 2165V 2, SO
2
Q(a, b)®165N > I216$N2 > E®N.
Apply (6.3) N times, returning the same E®Y after every application. Then discard it. Explicitly,
Q(a, b)®(N3+O(SN2)) > Q(a, b)@N(N2+O(SN)) & E®N
Z MT‘N2 ® E®N
Z MT‘NQ .

For a sufficiently large absolute integer ¢, accounting for both the repeated applications and the
preparation of E€N | we take ,
m = N3+ c¢SN?, n=rN".

It remains to choose N. The bound in (6.2) gives

logn > 2N3log ¢ — 4SN?log(N + 1).
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Therefore

log & — logn < cSlogng—ZSlog(N%—l)'
2m N

¢ < F(a,b) < \Jabla+b—1) < L2

Since log(N + 1) < 2v/N, we obtain

By Lemma 3.8,

logn < 2cSlogL 4S8

I — .
08¢ om N +\/N

For § > 1, take
N = [SCS log L + 64Sﬂ :

Since N > 8cSlog L and v/N > 85, the two terms are at most 1/4 and 1/2, respectively. Therefore

logn 3
1 — < =
089 2m — 4

<1,

and hence n!/(m) > ¢/2. This choice of N is polynomial in S + log L. Moreover, Lemma 6.7 gives
logn = N2logr < 2N3(Slog3 + log L).

Thus both m and logn are polynomial in S + log L, as required. O

7 (In)Dependence on the field

We now explain why the same argument proves wr < 9/4 over every field F, where wy is the exponent
of matrix multiplication over F. The adaptation of the construction to positive characteristic
follows [Zui26].

Let K be the prime field of I, i.e., K = Q if the characteristic is zero and K = [, if it is p. We
first carry out all the constructions over the algebraic closure K of K, and then explain how to get
back to K.

As K is infinite, evaluation and interpolation work as before. The only place where we have to
be a bit careful is the separation lemma, which uses roots of unity. Here we let the number of copies
L be either 2M — 1 or 2M, where in characteristic p > 0 we pick the one that is not divisible by p
(in characteristic zero both choices are fine). Then K contains a primitive Lth root of unity, L is
invertible in K, and the proof of Lemma 5.1 goes through since |k — [ +j —i| <2M — 2 < L.

To return to the prime field, we use the standard argument from the proof of Schonhage’s theorem
that the matrix multiplication exponent depends only on the characteristic of the field [Sch81,
Theorem 2.8]; see also [BCS97, Corollary 15.18]. We include the argument for completeness.

Fix € > 0. The construction, followed by interpolation, gives an exact decomposition of some
M, with r < u%/4¢ terms. As this decomposition has finitely many coefficients, they all lie in some
finite extension E of K, say of degree d. Let e1,...,eq be a basis of E over K, and let ¢ : E — K be
a K-linear map with ¢(1) = 1. We can write each linear form that appears in a rank-one term as
>; €ili, where the ¢; have coefficients in K. Expanding the product of the three linear forms and
applying ¢ to the coefficients, we replace each rank-one term by at most d® rank-one terms over K.
Since the coefficients of My, are in K, and ¢ is the identity on K, this does not change the tensor.

Applying the same conversion to the Nth tensor power of our decomposition, we get that

Rx(M,~) < a3V,
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As every algorithm over K is also an algorithm over F, Proposition 2.3 gives

< log(d3r™)

WF — log, r < 9/4+¢,

Nlogu
and the claim follows by letting ¢ — 0.

8 Rectangular matrix multiplication

The ideas outlined in the previous sections can be applied to multiplication algorithms for rectangular
matrices. Here we do not balance the three dimensions into a square product, and instead keep
track of each of them. Using tensors that are sums of two dot products, we will prove

2
w(l, g3 1) =2, w(1,0.539,2) = 3. (8.1)

While these bounds are weaker than the best known ones (see Remark 8.10), their proofs are short
and they give a nice illustration of the approach.

8.1 The rectangular exponent
For nonnegative reals a, b, ¢ we denote by w(a,b,c) the infimum over all 7 such that an n® x n®
matrix can be multiplied by an n® x n¢ matrix using O(n7) arithmetic operations. In particular,

w=w(1,1,1). As in the square case, it is enough to bound the border rank.
Lemma 8.1 (Rectangular border rank). If R({n,m,¢)) < r then w(logn,logm,logl) <logr.

Proof. The proof is identical to the square case. If I, > (n,m,{) has degree d, then by taking
the Nth tensor power and interpolating we get that R((n™,m" ¢N)) < (dN + 1)rN. As the
recursion of Proposition 2.3 works for rectangular blocks as well, we get that w(logn,logm,log/) <
logr + log(dN + 1)/N, and the claim follows by letting N go to infinity. O

We shall use the following simple properties of w(a, b, ¢) which we leave as an exercise to the
reader.

Exercise 8.2. The following properties hold:

1. Symmetry: w(a,b,c) does not change when we permute a,b,c (see Exercise 2.21).

2. Monotonicity: w is non-decreasing in each argument, as a smaller matrix product is a
restriction of a larger one.

3. Homogeneity: w(Aa, Ab, A\c) = Aw(a, b, c) for X > 0, which follows by replacing n with n*.

4. Subadditivity:
wla+ad, b+, c+ ) <wla,b,ec)+wd,b,d), (8.2)

which follows by taking the tensor product of the two algorithms.

5. Trivial lower bound: w(a,b,c) > max{a + b,b + ¢,a + ¢}, since the outputs are linearly
independent quadratic forms.

6. Blocking: increasing one of the arguments by & increases w by at most §, e.g., w(a + 0,b,¢) <
d 4+ w(a,b,c). Indeed, we can cut the larger dimension into nd blocks and handle each block
separately.

Note that the last property implies that w(a,b,c) is continuous.
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8.2 Strassen’s tensor

Let ¢ > 2. We now consider the tensor that Strassen used in his laser method [Str87] (see also [Bl413,
Section 8)):

q q
T, =Y wiyozi + Y _ woyizi = By (q) + Bx(q). (8.3)
=1 =1

While Tj, has 2q terms, its border rank is only ¢q + 1.
Lemma 8.3 ([Str87, Lemma 7.4]). R(T},) < ¢+ 1.
For completeness we give the proof.

Proof. Tt is not hard to verify that

q

q q
Z(% + txi) (Yo + tyi)zi — Toyo Z zi=tTy +1* leyzzz
i=1 i=1 i=1

Dividing by ¢ we get Tj, plus terms that vanish when ¢t — 0, as a sum of ¢ + 1 rank-one tensors. []

Consider now the Nth tensor power of Tj,. It is a sum of 2V products, where each product is a
tensor product of k copies of By (¢q) and N — k copies of Bx(q), in some order. We keep only the
M = (%) products with a fixed k.

Lemma 8.4. For integers 0 < k < N and M = (]IX),
Ly @ TN = Iy @ (¢°, M, ¢ 7F). (8.4)

Consequently,
w(kloggq, logM, (N —k)logq) < Nlog(qg+1)+1. (8.5)

Proof. Each of the M products that we keep is determined by its X-variables (and also by its
Y -variables), while all of them share the Z-variables. Thus, Lemma 5.5, with Z as the shared leg,
makes them into M independent tensors and attaches Bz (M) to each of them. After reordering the
factors, each of these tensors is

BY(qk) ® BZ(M) ® Bx (quk) = <qk7 M7 quk>7 (8'6)

which gives (8.4).
For the second claim, note that Lemma 8.3 gives I, )v & T(;@N, and hence Iy 1)v @ Iy >

Inr @ {(¢F, M, ¢V =%). The claim now follows from Lemma 8.5, which is a rectangular analog of
Lemma 5.3. ]

Lemma 8.5 (Rectangular reuse). Let C, M,n,m,{ be positive integers such that
Io @ Iy & Ing @ (n,m, £).
Then w(logn,logm,logt) < logC.

Proof. We apply the degeneration N times, where in each round we use the copy of Ij; that
was returned in the previous round, and at the end we drop the final Ij;. This gives Ij;on >

(n™N,m"N,¢N), and so, by Lemma 8.1 and homogeneity,
log M
w(logn,logm,logt) <logC + oif :
The claim follows by letting N go to infinity. O
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In order to let N grow we need to estimate the binomial coefficient. Recall that the entropy
function is H(p) = —plogp — (1 — p)log(1 — p).®

The following is a special case of the conditional-label entropy bound of [Ope26b, Theorem 9.2].
We give a direct proof.

Theorem 8.6. For every integer ¢ > 2 and 0 < p < 1,

w(plogq, H(p), (1—p)logq) <log(q+1). (8.7)

Proof. For every N let ky = |pN | and py = kn /N, and note that py — p as N goes to infinity. It
is not hard to verify that

N
N

is a largest term among the N + 1 terms in the binomial expansion of (px + (1 —px))"¥ = 1. Hence
it is at least 1/(/N 4+ 1) and at most 1. Taking logarithms and dividing by N we get

H(pn) — — N = %108; (ii) < H(pn)-

Since H is continuous, this shows that + log (,gv) — H(p).
Now apply (8.5) with k = ky, so that M = (kjyv), and divide by N. By homogeneity,

1 N 1
w(I)N logg, +log (kN) (1—pn) logQ) < log(g +1) + -

As N goes to infinity, the three arguments on the left tend to plogq, H(p) and (1 — p) log ¢, and the
right-hand side tends to log(q + 1). The claim now follows from the continuity of w. O
8.3 Two exact values of the rectangular exponent

We now choose the parameters. Put

2
= ——=0.4206...
“ 3log3

Corollary 8.7. w(1,u,1) =2. In other words, a > u, where o = sup{a : w(1,a,1) = 2}.

Proof. Let ¢ =2 and p = 2/3. As H(2/3) = log3 — %, we get from Theorem 8.6, by dividing by
log 3, w(u,1 —u,u/2) < 1. Hence, by symmetry,

w(u,u/2,1 —u) <1 and  w(l—wu,u/2,u) <1

Adding the two bounds using (8.2) gives w(1,u,1) < 2, and the reverse inequality is the trivial lower
bound. O

We next consider the family w(1,a,2). Here the trivial lower bound is 3, and the question is
how large a can be while keeping w(1,a,2) = 3. The same computation as above, with T, alone,
gives w(1,1/2,2) = 3. We can do better by combining the bounds obtained from 75 and from Tj.

8As usual, 0log0 = 0.
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Corollary 8.8. Let v = > 0.539. Then w(1,v,2) = 3.

8
151log5 — 20
Proof. Let ¢ = 2 and p = 2/3, as in the previous proof. After permuting the arguments,

w(%, %, log3 — %) < log3.
With ¢ =4 and p = 1/5 we have H(1/5) = log5 — %, and after permuting,
w(logS — %, %, %) <log?5.

In both bounds, the right-hand side equals the sum of the first and third arguments. The idea is to
add the two bounds with weights for which the third argument becomes (almost) twice the first one,
and then to use blocking (Exercise 8.2(6)). Specifically, we add twice the first bound and five times
the second, and get, by homogeneity and subadditivity, that for

01:5log5—%, 02:%, 03:2log3—|—?,
it holds that
w(er, ca,c3) < 2log3 + 5logb.
Clearly ¢14+c3 = 2log 3+51log 5. Moreover, calculating we see that c3 < 2¢;. Thus, by Exercise 8.2(6),
we can increase the third argument from c3 to 2¢; at a cost of at most 2¢; — c3, and get

w(er, e,2c1) < e+ c3+ (2¢1 — e3) = 3cy.

Dividing by ¢; we get that w(1,ca/c1,2) < 3. The claim follows as ¢a/c1 = 7, and, as before, 3 is
also a lower bound. ]

Exercise 8.9 (Better choice of parameters). (a) Fix an integer ¢ > 2. For which p € [0,1] does
the upper bound

w(plog g, H(p), (1 — p)logq) <log(q+1)

equal the flattening lower bound for the same three dimensions? Use your answer to explain
the choices p =2/3 for q =2 and p = 1/5 for q = 4.

(b) Using only the two bounds in the proof of Corollary 8.8, improve the conclusion to
w(1,0.54,2) = 3.

Hints. For (a), maximize H(p) + plogq (or H(p) + (1 — p)logq, depending on the case). For
(b), allow positive real weights in place of 2 and 5, and choose them so that the third argument of
the sum is exactly twice the first.

Remark 8.10. We note that stronger rectangular bounds are known. Shortly before [Ope26a],
OpenAI [Ope26b] proved o > 0.465 over fields of characteristic zero. Over C, Uznariski [Uzn26,
Corollary 1.2] proved

2, 0

IN

a <

D[

w(l,a,1) <

1
1 N
+a+4a, a

and in particular o > 1/2. For the second family, Uznarniski [Uzn26, Theorem 1.1] also obtains

AV
N[ —

w(1,2/3,2) =3
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over fields of characteristic zero. Quer every fized field, Song [Son26, Theorem 3.9] proved that
w(1,0.635269, 2) = 3.

These results use further properties of the tensor constructions, whereas our goal here was to
show that a short application of separation and reuse already gives nontrivial bounds. For example,
Corollary 8.7 improves on the bound « > 0.321334 [VWXXZ2/], which was the best known before
the recent work of OpenAl [Ope26b, Ope26a).

9 Concluding remarks and open problems

We end with a few remarks and questions. For the square case, the numerical argument uses
symmetry, the boundary values F(1,b) = b, concavity, and shifted tripling with ¢ = a. These
imply that F(a,a) > A,, which grows like a*/3. On the other hand, the upper bound coming from
flattenings is F(a,a) < ayv/2a — 1. If we could prove a lower bound of the form F(a,a) > a%/?=°(1),
then this would imply w = 2. There is a gap already for a = 2, as the bounds proved here only give

LSO < F(2,2) < 2V3.

Are there other decompositions of polynomial multiplication that give stronger inequalities for F', or
that determine F'(2,2)? Note that by Exercise 4.4, improving the lower bound requires inequalities
beyond those used in Lemma 4.3.

The rectangular constructions use the same separation and reuse arguments, except that we
keep track of the three dimensions separately. Already the four-term tensor T3 gives w(1,u,1) =2
for u =2/(3log3), and combining the constructions for 75 and Ty gives w(1,0.539,2) = 3. It would
be interesting to understand how far these elementary arguments can go when starting from other
small tensors.
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A The proof of [Ope26a] via spectral points

In this appendix we sketch the proof of [Ope26a], and point out which of the general facts about
spectral points that it uses are due to Strassen [Str88]. Many of these facts have short and elementary
proofs, but here we only describe the high-level approach.

The basic constructions are the same as in the main body of the paper: the separation lemma
(Lemma 5.1; [Ope26a, Proposition 3.1]), the midpoint degeneration with s = 1 (Lemma 5.6; [Ope26a,
proof of Lemma 4.1]) and the three-sector degeneration (Lemma 5.2; [Ope26a, proof of Lemma 4.2]).
The difference is in how they are used to bound w. [Ope26a] evaluates every tensor under a spectral
point. Each degeneration then becomes an inequality between two real numbers, which are the values
of the spectral point on the two tensors. These inequalities are used to prove that A(M,,) < n9/* for
every spectral point A. A theorem of Strassen provides a spectral point whose value on M, is close
to n¥,; and this implies w < 9/4.

We start by introducing the notion of a spectral point of Strassen [Str88, Section 3]. These are
the points of his asymptotic spectrum. In [Ope26a, Definition 2.1] they are called tensor characters.

Spectral points. A spectral point is a map A from tensors to R>q such that for all tensors U,V
MU V)=AU)+ AV), AU @V)=AXU)ANV), ML) =1,

and A\(U) > A(V) whenever U > V. For example, the rank of the X-flattening is a spectral
point (it is one of Strassen’s gauge points [Str88, Section 3]): it is multiplicative and monotone by
Lemma 2.17(F2),(F1), and additive since the flattening of a direct sum is block diagonal. Clearly
A(Ir) = r, and since Iz > U > I for every nonzero U (Lemma 2.17) we have 1 < A(U) < R(U).
Spectral points are also monotone under degenerations [Str88, Theorem 3.1].

Fix a spectral point A\. The following characterization of the values of A on matrix multiplication

tensors is due to Strassen [Str88, Proposition 4.3]. There are px, py,pz € [0, 1] with A(Bx (r)) = rPX,
A By (r)) =rPY, X(Bz(r)) = rPZ for all r. Hence, by Lemma 2.22,

)\(Mr) _ ’I”pX+pY+pZ _ /r39 - 0)\ _ bx +pY +pZ
Y 3 *
As M, > I, we have 6 > 1/3. (In fact > 2/3, since miny \(Mg) = 4 [Str88, Proposition 4.2].)
For a permutation 7 of the legs, A\ (U) = A(U7) is also a spectral point. We denote its X-

exponent by pg?). As 7 runs over Ss, the scalar leg of Bx(r)™ occupies each of the three positions

twice. Thus each of px,py,pz appears twice, giving [Ope26a, Equation (4.3)]

3 P = 66. (A.1)

TES3

The profile P. For the fixed spectral point A, the profile defined in [Ope26a, Equation (4.4)] can
be written in our notation as

P(a,b) = A(Qa,5)"™ = (T] Ax(Cla.b)

TES3

) 1/(69).

Its basic properties are recorded in [Ope26a, Equation (4.5)]. By Lemma 3.3, P(a,b) = P(b,a).
Since C(1,b) = Bx(b), Lemma 3.4 gives A\(Q(1,b)) = A(My2) = 059, that is, P(1,b) = b. Finally,
A(Q(a,b)) < R(Q(a,b)) < (a+b—1)% so

P(a,b) < (a+b—1)Y° (A.2)
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Note the relation with our rate. If Q(a,b)®™ > M, then A\(Q(a,b))™ > A(M,) = n%, that
is, P(a,b) > n'/@™  Thus P(a,b) > F(a,b) for every spectral point. In fact, Strassen’s duality
theorem implies that F'(a,b) is the minimum of P(a,b) over all spectral points (this is the rate
formula of [WZ26, Corollary 3.23]). So the two proofs give F'(a,a) > A, but ours obtains it directly
from degenerations, without spectral points.

The entropy inequality. The separation lemma becomes the following inequality [Ope26a,
Corollary 3.2]. Let T'= ;.7 T;, where the T; are nonzero, share the X-variables and use disjoint
groups of Y- and Z-variables, as in Lemma 5.1. Then for every probability vector ¢ = (g;)ie7,

NT) > 2rxH@) H AT, where H(q) = — Zqi log gi, (A.3)
i€l i

is the entropy function.
We use our 2M-copy separation lemma. First suppose that ¢ is rational and let N run through
multiples of a common denominator of the ¢;. Put N; = Ng; and M = N!/[], N;!. By Lemma 5.5,

Ly TN > Iy ® (®Ti®Ni) ® Bx(M).
i

Applying A gives
oM - NT)N > M- MPx [ ANT)N.

)

Taking Nth roots, we note that since % log M — H(q), (A.3) for rational ¢ follows. Since A(T;) > 1,
the right-hand side is continuous in ¢, so the general case follows by continuity.

Concavity [Ope26a, Lemma 4.1] and tripling [Ope26a, Lemma 4.2]. Fora >1,b> 2 and
s =1, Lemma 5.6 gives C(a,b) ® Bx(2) > C(a,b+ 1) + C(a,b— 1), where the two blocks share the
X-variables. Apply (A.3) with the spectral point A, and ¢ = (¢4,¢-):

2p<;>)\7r(c(a, b)) > P H(g) A (Cla, b+ 1)) \r(Cla,b— 1)) (A.4)

We use the same probability vector ¢ for all six permutations. By (A.1) and the definition of P,

3 i) =66, I A-(Cla,b)) = P(a,b)®

TES3 TES3
Thus, multiplying the six inequalities gives
25 P(a,b)% > 261D P(a, b+ 1)%%9+ P(a,b — 1)~
Taking the power 1/(66) on both sides, we obtain
2P(a,b) > 249 P(a, b+ 1)% P(a,b — 1)7-

For A,B > 0 and q = (A, B)/(A + B) we have 21(@) A% B9~ = A 4 B, since the logarithm of
the left-hand side is ¢4 log(A/q+) + ¢ log(B/q-) = log(A + B). Taking A = P(a,b+ 1) and
B = P(a,b—1) gives 2P(a,b) > P(a,b+ 1) 4+ P(a,b — 1) as in Theorem 4.1.

Next, we derive the tripling inequality from the three-sector degeneration. For positive integers
a,c, Lemma 5.2 gives C(a,3c+a — 1) > Ty + 11 + T3, where T and T are copies of C(a,c) and
Ty = C(a, )™, with 7 exchanging the Y- and Z-legs. (The reversal of the X-indices in T} does not
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matter here, since (A.3) only uses the values A\(T;) of the individual blocks.) Applying (A.3) with

q= (§7é>l) glves

A (Clas3c+a—1)) = 35 A (Clas )7 An (Cla, o)) )

Composition with 7 permutes the six leg permutations, hence [[. Az(C(a,¢)”) = [, Ax(C(a,c)).
Multiplying the six inequalities and raising to the power 1/(60) gives P(a,3c+a —1) > 3P(a,c), as
we proved for F' in Theorem 4.2.

Bounding . We have shown that P is symmetric, satisfies P(1,b) = b, and satisfies the concavity
and tripling inequalities. These are exactly the hypotheses of Lemma 4.3, so P(a,a) > A, > a*/?
for a > 2. Together with (A.2) we get a*/? < (2a — 1)'/?, that is,

3 log(2a—1)

o< - ——= for every a > 2.
4 loga

Letting a — oo gives § < 3/4. Hence A\(M,,) = n3? < n%* for every spectral point A and every n.
This is the first part of the proof of Theorem 1.1 in [Ope26a, Section 5.

From spectral points to w. To conclude, one needs spectral points that are large on M,,. Such
spectral points are provided by a theorem of Strassen [Str88, Theorem 3.8]: the asymptotic rank
IN{(U) of every tensor U (Exercise 2.26) is the maximum of A(U) over all spectral points A. Since
R(M$Y) = R(My~) > dN¥ for every N, we have R(My) > d“. Hence the following lemma, which
in [Ope26a, Lemma 2.2] is called the detecting characters lemma, is a special case of Strassen’s
theorem.

Lemma A.1 (Strassen [Str88, Theorem 3.8]). Let d > 2 and k > 0 be integers with k < d*. Then
there is a spectral point X with A(My) > k.

Given the lemma, take k = [d“] — 1. Then d* — 1 < k < A(My) < d°/%, and letting d — oo gives
w < 9/4. This completes the argument in [Ope26a).

We also note that, by Strassen’s theorem, w = 3 maxy ). Indeed, since w = inf,;>2log,, R(M,,),
we have R(Ms) = 2¢ (see Exercise 2.26), and so 2 = maxy A(My) = 23™3%x 0x [Str88, Proposition 4.2].
Thus bounding 6, for every spectral point, as done above, is exactly what is needed in order to
bound w.

A self-contained proof of Lemma A.1 is given in [WZ26, Sections 2 and 3|, where the statement
used here appears as [WZ26, Corollary 3.30]. [Ope26a, Appendix A] gives a different, direct proof
of the special case needed here.

We refer the reader to [AvdBZ26] for a detailed exposition of the spectral point approach.
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