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Abstract

It is well-known that if P = NP, then the seemingly larger class PH also collapses to P; hence, we
may base the hardness of NP on that of PH, despite the widespread belief that PH & NP. Although well
established in the decision problem setting, few such “conditional collapse theorems” are known for total
NP search problems. In this work, by building on the ideas of Ghentiyala and Li [GL25] and drawing an
analogy with the polynomial hierarchy, we study conditional collapses in TFNP. Our primary focus is
on the WeakPigeon hierarchy: the class of problems obtained by iterating the WeakPigeon problem via
oracles (e.g. WeakPigeon, WeakPigeon WekFigeon VVeaukPigeon(WeakPigeonweakplgeon)7 etc.).

First, we find that the problem of finding a multicollision of any fixed constant size (in a sufficiently
compressing function) is contained in the WeakPigeon hierarchy, making it the first known TFNP problem
where iteration non-trivially gives more power. Consequently, if PWPP = FP then the problem of finding
multicollisions also collapses to FP. Our proof can be viewed as a reinterpretation of Buzek and Tessaro’s
“non-black-box” construction of collision resistant hash functions (CRHs) from multicollision-resistant
hash functions (MCRHs) [BT24]. Interestingly, in the framework of TFNP problem iteration, this theorem
follows from a black-box reduction, leading us to believe that TFNP problem iteration may be a useful
explanatory framework for certain non-black-box constructions in cryptography. Our proposed shift in
perspective also yields other new conditional collapses. For example, we see that if PPP = promiseUEOPL
or PWPP = LOSSY, then the problem of finding multicollisions also collapses to promisesUEOPL or LOSSY
respectively.

Having demonstrated that the WeakPigeon hierarchy is surprisingly powerful, we next show that it
nonetheless does not contain the TFNP class PPAD (and hence any of its superclasses e.g. PPP, PPA)
under black-box reductions. Our separation utilizes the connection between TFNP classes and proof
complexity: we prove that bounded-depth Frege has efficient proofs of the tautology asserting the totality
of problems in the WeakPigeon hierarchy, while on the other hand the tautology asserting the totality of
PPAD is known to be hard for bounded-depth Frege. These insights into the structure of iterated TFNP
problems inform us about both the promise and limitations of using our techniques to obtain further
conditional collapses in TFNP.
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1 Introduction

Say that one wants to show that solving problems in a complexity class C; is at least as hard as solving those
in a class Co. The most basic approach would be to show that Co C Cy, or more generally that Co C P¢1, via
a many-one or Turing reduction from a complete problem for Cs to some problem in C;. However, it is also
possible to show that C; is “as hard to solve efficiently” as Co even in the case that we believe Co ¢ P¢ using
the upward collapse of some class hierarchy. The most important (and historically first) example of this
phenomenon comes from the polynomial hierarchy, where e.g., one can show that if NP collapses to P then so
does 5, despite the fact that ¥5 ¢ PNP is widely believed. Similar phenomena occur in other complexity
hierarchies such as the NC and Counting hierarchies [Pip79, Wag86]. Underlying all such upward-collapse
theorems is a common principle. Say we have some complexity class C defined in terms of P (e.g., NP is
defined from P by existential quantification). If we find an algorithm to solve problems in C efficiently, we
can imagine we have made P “larger” by expanding it to contain C. Since C is defined in terms of P, and P
has expanded to become more expressive, we have in turn expanded the reach of C to some larger class C’,
which in turn collapses to P as well.

In recent work of Ghentiyala and Li [GL25], possibilities of such upward-collapse phenomena were
investigated for the first time in the context of TFNP search problems, which are NP search problems which
always have solutions [Pap94]. Consider for concreteness the TFNP problem WeakPigeon (the subject of much
of this work) of finding collisions in compressing circuits: given a Boolean circuit C : {0,1}" — {0,1}"~ 1,
find x # 2’ € {0,1}"™ such that C(z) = C(z'). If WeakPigeon € FP then there is a polynomial size circuit
S which finds such x, 2z’ given a description of C'. Hence we may incorporate S into some new WeakPigeon
instance D : {0,1}™ — {0,1}""!, where on each input x, D uses z to define a WeakPigeon instance C,,
runs S(C,) to find a collision, and uses that collision to determine its output D(x). Applying the fact that
WeakPigeon € FP again, we can then find collisions in the circuit D. Does this give us any more power
than using a collision-finding oracle on compressing functions which we already unconditionally know have
polynomial-size circuits? More generally, for any TFNP problem C, can we identify interesting problems
reducible to C¢ which do not seem to reduce to C? In what follows, we will refer to C¢ as the “iteration” of
the search problem C. As discovered in the prior work of Ghentiyala and Li [GL25], there is significantly
more subtlety in formalizing the notion of iteration for search problems in contrast to decision problems; we
will discuss these subtleties as they arise in what follows.

Although the conditional-collapse style of reasoning is largely absent from the TFNP literature, we observe
in this work that it has appeared implicitly in the cryptography literature. Buzek and Tessaro [BT24] give a
non-black-box construction of (infinitely often) CRHs (hash functions in which it is hard to find a pairwise
collision) from MCRHs (hash functions in which it is hard to find many collisions at a single output). In
Section 1.1.1, we show how one of the key ideas of their proof can in fact be viewed as a reduction from the
multicollision problem to the hierarchy over WeakPigeon. One of the key benefits of this perspective is that
we are able to take the non-black-box style of reasoning used in the cryptographic construction and put it
into a unified and familiar framework of collapsing hierarchies. This perspective allows us to extend their
results in directions less applicable to cryptography but of greater interest from the TFNP perspective. It will
also give us the tools to understand the limits of the non-black-box framework of [BT24] by understanding
the limits of hierarchies within the TFNP framework.

1.1 Our results

Our technical results are all centered on the idea of TFNP problems with oracles, that is, A® where A
and B are TFENP problems (see Section 3 for a formal definition). As an illustrative example—and a
recurring one—consider WeakPigeon"Ve*kF18°m " The input to this problem is an oracle circuit ¢'WeakPigeon .
{0,1}™ — {0,1}™~! and the goal should be to find a collision in C'WeakPigeon, distinct 1,25 € {0,1}" such
that CWeakPigeon(g)) — CWeakPigeon(5)) - However, as is, the behavior of C'WeakPigeon g not well-defined
since for any = € {0,1}", CWeakPigeon pmay have many possible answers depending on the output of the
oracle gates of CWeakPigeon Tn accordance with the work of Ghentiyala and Li [GL25], we remedy this by
asking that a solution consist not just of a collision x1, 2, but also of the answers to the oracle queries



required to evaluate CWeakPigeon(y ) OWeakPigeon(4.)) - The answers to these queries fix an evaluation of
CWeakPigeon (g, ) (WeakPigeon () = Qur definition is somewhat weaker than that of [GL25] in that it does
not enforce a property they call internal consistency, which has its own advantages and disadvantages (see
Section 3.2). In fact, the observant reader may have noticed that we state almost all our results in terms
of TENP problems rather than their corresponding classes—we refer to WeakPigeon VeakPigeon rather than
PWPPPWPP This is a result of the fact that the latter notion seems to make less sense under our definition
than it does under the definition of [GL25] (see Section 3.2).

We observe that WeakPigeonVeakPiseon i jtself a TFNP problem. Therefore, we can define and reason
(WeakPigeonweakPigeO")

about WeakPigeon , which we refer to as the third level of the WeakPigeon hierarchy.
This is itself also a TFNP problem, which means we can continue to iterate our definition. So for any TFNP
circuit problem A, we obtain a whole hierarchy of such problems, where we refer to A? as the ith level of the
hierarchy (A is an FP-complete problem) and A* as the class of problems reducible to some level of the
hierarchy (see Definition 3.4).

With our definitions of TFNP oracle problems and their hierarchies in place, we establish some theorems
about when these hierarchies collapse. These results should be reminiscent of the collapses that occur in
other hierarchies (e.g., PH) and will be key to the conditional collapses we prove later.

Observation 4.1. Let A be a TENP circuit problem and i be any nonnegative integer. If AL reduces to
A? under (non-uniform) many-one reductions, then for any j > i, AJ reduces to A* under (non-uniform)
many-one reductions.

Corollary 4.3. Let A be a TFNP circuit problem and i be any nonnegative integer. If A"t! reduces to A’
under randomized many-one reductions, then for any j > i, AV reduces to A* under randomized many-one
reductions.

Observation 4.1 and Corollary 4.3 should collectively be read as stating that TENP hierarchies behave as
expected: if level ¢ and i + 1 are equal, then the whole hierarchy “collapses” to level i (and this holds for
uniform, non-uniform, and randomized reductions).

We also ask how our hierarchies are related to higher-level structures within TFNP. Here we are particularly
concerned with intersection classes of the form PLSNPPAD or PPANPWPP (the latter is of particular interest
since it contains the problem of integer factoring [Jef16]). Therefore, in Section 4.2, we continue the study of
when hierarchies of problems collapse by studying hierarchies of problems complete for intersection classes.
We have no evidence that the hierarchies of intersection problems do or do not collapse. However, here again,
we are able to show conditional collapses.

1.1.1 The WeakPigeon hierarchy and the consequences of its collapse

Having defined our hierarchies and established that collapses behave as expected, we show that these
hierarchies contain interesting problems. In particular, our first result shows that finding a 2%-wise collision in
a function that compresses by (approximately) a factor of £ is in the ¢th level of the WeakPigeon hierarchy.

Our proof should be viewed as providing a new perspective on the recent work of [BT24] which gives
a non-black-box construction of CRHs from MCRHs as follows (we are simplifying greatly). They first
construct a plausible CRH f. They argue that if f is indeed collision resistant, we are done. If f is not
collision-resistant, then there exists an adversary A which finds collisions in f. In the latter case, they use A
to construct a CRH g. The use of the adversary A in this win-win argument is precisely what makes this
argument non-black-box. In essence, they are arguing that if one can find collisions in both f and g (where ¢
depends on the collision finder for f), then we can find multicollisions in the original MCRH, thus producing
a contradiction. In the language of hierarchies, they are reducing the problem of finding multicollisions in
the proposed MCRH to a WeakPigeon"Ve*Fiseon ingtance C'WeakPigeon where oracle gates of the instance
correspond to f and the whole C'WeakPigeon corresponds to g. They then make the following argument: either
solving the internal WeakPigeon oracle gate instances is hard, in which case CRHs exist, or it is easy, in
which case the WeakPigeon "V e*kPigeon ingtance reduces to WeakPigeon™ = WeakPigeon, which must now be
a CRH.



Adapting this reasoning to TFNP yields the following containment for the WeakPigeon hierarchy. Here,
t-Pigeon(M, N) denotes the problem of finding a ¢-wise collision in C': [M] — [N] (see Definition 2.11).

Theorem 5.1. For every positive integer £, 2¢-Pigeon (2", 2"~1) reduces to WeakPigeone.

Theorem 5.1 stands in contrast to the fact that finding even a 3-wise collision in a hash function with
nontrivial compression is not black-box reducible to Pigeon (let alone WeakPigeon) [JLRX24]. This indicates
that the WeakPigeon hierarchy is much more powerful than WeakPigeon.

We next combine Theorem 5.1 with our observations from Section 4.1 about when hierarchies collapse. In
particular, we can conclude that a collapse of WeakPigeon to a sufficiently small class would collapse all of
WeakPigeon™ to the same class. This would allow us to conclude that the problem of finding multicollisions
collapses to that same class.

Corollary 5.3. LetC € {FP, TFZPP,FP/poly} and ¢ € N. WeakPigeon € C if and only if 2°-Pigeon(2/",27~1) €
C.

In comparison to [BT24], Theorem 5.1 has the added benefit that it is completely black-box, while the
proof in [BT24] requires reasoning about a possible adversary. The only part of our reasoning which may be
viewed as “gray-box” is the reasoning required to go from Theorem 5.1 to Corollary 5.3 where we argue that
the WeakPigeon hierarchy collapses if WeakPigeon € C. Therefore, the non-black-box construction of [BT24]
(and previously [RV24]) becomes black-box in our framework. This allows us to study these cryptographic
constructions in a systematic framework through the lens of TFNP problem iteration and hierarchies: we
see when we expect similar techniques to yield more results and what fundamental barriers these techniques
encounter (see Section 1.1.2 and Section 1.1.3).

Furthermore, Theorem 5.1 gives us some insight into what makes Pigeon and WeakPigeon different from
other TFNP problems. [GL25] showed that PPA; PLS, and LOSSY are self-low, meaning that iterating their
complete search problems does not increase their complexity. However, Theorem 5.1 tells us that this is likely
not the case for WeakPigeon:

Corollary 5.5. There is no black-box reduction from WeakPigeon® to Pigeon.

Viewing Theorem 5.1 from the perspective of a hierarchy collapse rather than the non-black-box con-
struction perspective of [BT24] yields other, new conditional collapses. For example, we find that if
PPP C promiseUEOPL, then the whole Pigeon hierarchy collapses to promiseUEOPL. And since, by The-
orem 5.1, Pigeon™ contains the problem of finding multicollisions, if PPP C promiseUEOPL, the problem
of finding multicollisions in a sufficiently compressing function is also in promisesUEOPL. We then do the
same for a conditional collapse of the WeakPigeon hierarchy in the case that PWPP = LOSSY. This kind of
reasoning (as far as we can tell) only makes sense in the TFNP hierarchies style of reasoning rather than the
cryptographic constructions perspective.

Corollary 5.9. If PPP C promiseUEOPL, then Pigeon™ C promiseUEOPL.
Corollary 5.10. IfPPP = promiseUEOPL, then for any positive integer £, 2°-Pigeon (2", 2"~1) € promiseUEOPL.

Corollary 5.12. PWPP = LOSSY if and only if for all positive integers i, WeakPigeon® is equivalent to
Lossy under many-one reductions. Furthermore, PWPP = LOSSY if and only if for every positive integer ¢,
2¢-Pigeon (2", 2" 1) reduces to Lossy.

Corollary 5.9 is proven using an expanded notion of TFNP problems with oracles which emphasizes oracles
for search problems with unique solutions (see Section 5.2.1), which may be of independent interest. We find
Corollaries 5.10 and 5.12 somewhat surprising since the problem of finding multicollisions is not related to any
of PPP, UEOPL, PWPP or LOSSY by black-box reductions [JLRX24]. However, we are able to show that if
PPP C promiseUEOPL or PWPP = LOSSY, then the set of problems involving finding multicollisions (which
is orthogonal to the standard TFNP classes) also collapses down to promiseUEOPL or LOSSY, respectively.
Corollary 5.10 can therefore be seen as additional and rather strong evidence that PPP Q promiseUEOPL; not



only would PPP C promiseUEOPL be a surprising collapse in its own right, but it would also imply that the
problem of finding multicollisions is also in promiseUEOPL. Similarly, Corollary 5.12 can be seen as additional
evidence that PWPP # LOSSY, since equality would imply that the seemingly unrelated problem of finding
multicollisions is also in LOSSY.

1.1.2 Black-box iteration from the perspective of proof complexity

Results in the previous section indicate the nontrivial power of iterating the WeakPigeon search problem,
and the question naturally arises whether other TFNP problems which are known to lie outside of PWPP
nonetheless fall inside the WeakPigeon hierarchy. In Section 6 we answer this question in the negative for the
classes PPAD, PPP, and PPA.

Theorem 6.6. In the black-box model, the complete problem for PPAD is not many-one reducible to
WeakPigeon® for any constant i. Consequently, the same holds for any superclass of PPAD, e.g., PPP, PPA.

Theorem 6.6 is established by showing that any black-box search problem which is efficiently reducible
to the WeakPigeon hierarchy has an efficient proof of totality in bounded-depth Frege. Combined with
the known fact that PPAD, PPP, PPA contain problems which are not provably total in subexpontial size
bounded-depth Frege, this yields the desired separation in Theorem 6.6. This fact is derived by combining
the classical bounded depth proof of the weak pigeonhole principle of Paris, Wilkie and Woods [PWW88]
with the following general result.

Theorem 6.4 (Informal). If S is a total search problem, then bounded depth Frege can efficiently prove the
totality of WeakPigeonS using the totality of S as an axiom.

The above implies that if S has efficient bounded depth proofs, then so does every problem black-box
reducible to WeakPigeonS. Repeatedly applying this theorem with S = WeakPigeon, S = WeakPigeon?, .. .,
we conclude that bounded depth Frege can prove the totality of any fixed level of the WeakPigeon hierarchy.

1.1.3 Barriers against further conditional collapses

Theorem 5.1 is a containment and leads to a rather surprising conditional collapse (Corollary 5.3). Upon seeing
such a collapse, one might hope for similar conditional collapses across other TFNP hierarchies. For example,
if PPADS is contained in the EoL hierarchy, then we would have the dream theorem that if PPAD C FP, then
PPADS C FP. We show that, unfortunately, such theorems seem unlikely.

Theorem 7.1. If for some nonnegative integer i, PPADS has a many-one reduction to EoL’, then PPADS C
PPA.

Similarly, one might hope for a theorem of the form PPAD is contained in the CLO (Continuous-Local-Opt)
hierarchy, which would give us the dream theorem that CLS = FP = PPAD = FP. Or one might hope for a
theorem like PLS is contained in the CLO (Continuous-Local-Opt) hierarchy, which would give us the dream
theorem that CLS = FP = PLS = FP. Unfortunately, theorems of either form would imply collapses of
TFENP classes we have good evidence to believe are separate [Mor01, BOMO04].

Theorem 7.2. If for some nonnegative integer i, PPAD has a many-one reduction to QLOi, then PPAD C PLS.
Similarly, if for some nonnegative integer i, PLS has a many-one reduction to CLO", then PLS C PPA.

1.2 Open problems

Black-box TFNP and proof complexity The connection between proof complexity and TFNP has
yielded insights in both areas. Here we initiate the study of TFNP problem iteration in the black-box setting
(see Section 3 and Section 6) and in particular show in Section 6 that sufficiently strong proof systems
can reason about the iteration of VVeakPigeondt at essentially zero cost. We use this to show that PPADI
is not contained in the VVeakPigeondt hierarchy. Our proof method, by design, cannot separate from the



WeakPigeon hierarchy any class C whose complete tautologies have efficient bounded-depth Frege proofs. In
the standard landscape of natural TFNP classes, this leaves out PLS and all its subclasses, and we highlight
the open problem of showing that PLS (or more strongly, one of its subclasses) is not contained in the
WeakPigeon hierarchy. We also leave it as an open question if one can separate all levels of the WeakPigeon
hierarchy (we have separated the first and second levels in Corollary 5.5). Finally, we ask if there is any kind
of characterization of the self-low TFNP subclasses in terms of their corresponding proof systems. Notably,
the two interesting examples of classes which we know to not be self-low are PPP and PWPP which also
happen to be two of the only standard TFNP classes which do not seem to correspond to any natural proof
system. Furthermore, a look at Theorem 6.4 also suggests that one may be able to prove a similar theorem
where WeakPigeon is substituted with §. This would imply that if S corresponds to a sufficiently strong
proof system, then S¢ is provable in bounded depth Frege using S as a substitution axiom, and therefore
reduces to §. Can one show that sufficiently strong proof systems correspond to TFNP principles which are
self-low? Currently, we do not know of any formal property of proof systems which will predict in general
whether their corresponding TFNP class is self-low or not.

A relativization barrier. In one sense, our result that if PWPP = FP, then 2¢-Pigeon(2¢*,2"~1) € FP
bypasses the black-box barrier of [JLRX24] which implicitly states that there exists an oracle O such that

2¢-Pigeon (2", 2”_1)0 ¢ PWPP?. We note that almost all black-box barriers in the TFNP landscape are
of this form: we have two likely intractable classes A, B within TFNP and show the existence of an oracle
O such that A° ¢ BP. We show that hierarchy theorems allow us to circumvent these types of barriers.
However, our proofs run into a relativization barrier. It is not hard to see that relative to all oracles O, if
PWPP? = FPY, then 2¢-Pigeon (2", 2"1)0 ¢ FPY, meaning our proof relativizes. Therefore, to rule out
that the hierarchies style of reasoning can be used in a relativizing way to relate the collapse of A to the
collapse of B, it would suffice to construct an oracle O relative to which A° = FPY but B® # FP?. Note
that this is different from showing an oracle O such that A° ¢ B?, as is standard in the TFNP literature. It
would therefore be interesting to show, for all the standard TFNP classes A, B (e.g., PPAD, PLS, etc.) which
are believed to be distinct, the existence of oracles O such that A = FPY and B© =+ FPO.

Closure properties. One of the nice things about the definition of [GL25] is that it enforces nice closure
properties (see Section 3.2). In particular, under their definition, if A, B, C are TFNP circuit problems and A
reduces to B under black-box reductions, then A€ reduces to B¢ (under FP® reductions). We ask if such
closure properties hold for our Definition 3.3.

1.3 Related work

[GL25] first introduced the concept of hierarchies within TFNP. Their work uses a stricter definition of TFNP
oracle classes and hierarchies than we do (see Section 3.2). In particular, our definitions do not require
that subwitnesses are internally consistent, which allows us to prove theorems of the form WeakPigeonLOSSy
reduces to WeakPigeon and lets us derive one of our key conditional collapses.

[GL25] considers the self-lowness of a TFNP problem A a desirable property, since it means that one can
always assume the existence of oracle gates to A when reducing to A, which makes reductions to A much
easier (and possibly even tractable for the first time). Here we take the opposite view: we are pleased to find
that a TFNP problem A is not self-low since it lets us conclude that A € FP has the non-trivial consequence
that A® € FP.

Though [GL25] is the first work to give a systematic treatment of TENP oracle classes, the idea of giving
TFENP circuit problems oracle access to other TFNP problems dates back much further. [Kor22] showed that
the problem of generating large primes is in Lossy™**" and [LLR24] implicitly used LOSSYP'® to study the
complexity of proving lower bounds on resolution proofs. One can even view the fact that the set of languages
low for NP is exactly NP N coNP [KT*15] as the decision version analogue of [GL25]. Specifically, [GL25]
showed that, for any TFNP circuit problem A and TFNP problem B, AB € TFNP. So in some sense, TFNP
(which is the search analogue of NP N coNP) is the set of search problems which are low for TFNP.



Our Section 5.1 should be seen as a translation of the non-black-box method of Buzek and Tessaro of
constructing collision resistant hash functions (CRH) from multicollision resistant hash functions (MCRH)
[BT24]. In fact, our translation is significantly easier to reason about. We are not concerned with average
case complexity, which is important for cryptography. And our proof is completely black-box since we do
not need to reason about the adversary finding collisions in f but only show a black-box reduction from the
problem of finding multicollisions to WeakPigeon*VeakPigeon and then argue that if WeakPigeon € FP, then
the whole hierarchy collapses. In some sense, the whole non-black-box part of the reasoning in [BT24] is
isolated to reasoning about what happens if the hierarchy collapses to FP and the reduction itself remains
black-box.

The work of Buzek and Tessaro is itself partially inspired by a prior non-black-box construction of CRHs
from MCRHs by Rothblum and Vasudevan [RV24] which uses similar ideas. [RV24] builds an infinitely often
CRH from an MCRH which is originally 3-wise or 4-wise collision resistant and sufficiently compressing.
[BT24] extended these ideas to build infinitely often CRHs from MCRHs which are k-wise collision resistant
and compress by a (1+¢) factor for any constant k. The ideas of Rothblum and Vasudevan were subsequently
translated into the language of TFNP and conditional collapses in TFNP in [BGSD25], though not through
the unifying language of hierarchies that we use here.

Finally, TFNP problem iteration and self-lowness are closely related to Turing-closure. Indeed, for any
problem A € TFNP, one can view its Turing-closure FP* as TFNP iteration where the base class is FP.
Furthermore, the fact that several well known TFNP subclasses are Turing-closed is crucial for several of
our proofs [BJ12, LPT24] (see Lemma 2.16). Importantly, non-self-lowness of several TFNP classes can
be inferred from known results about Turing-closure. A work by Fleming, Grosser, Pitassi, and Robere
showed that PPP is not Turing-closed under black-box reductions [FGPR24], implying that Pigeon®'s°°"
does not reduce to Pigeon under black-box reductions. Later work by Hubddek [Hub26] showed that PWPP
is not Turing-closed under black-box reductions, implying that WeakPigeon"Ve#Figeon qoes not reduce to
WeakPigeon under black-box reductions. Interestingly, the NestedCollision problem that Hubécek uses to
separate PWPP from FPPWPP bears a striking resemblance to WeakPigeonVeakPigeon though we do not know
of any formal reduction.

2 Preliminaries

2.1 White-Box TFENP
2.1.1 Basics

We are interested in search problems, which are formally defined as relations. TFNP problems are total,
efficiently verifiable relations.

Definition 2.1. A search problem is a relation R C {0,1}* x {0,1}*. We say y is a solution to R on input
x if (z,y) € R.

Definition 2.2. A relation R is in TENP if the following conditions hold.
1. Totality: for all x € {0,1}", there exists a y € {0,1}P°Y(™) such that (x,y) € R.

2. Verifiability: there exists a polynomial time algorithm V : {0,1}* x {0,1}* — {0,1} such that
Vi(z,y) =1 if (z,y) € R.
For R, € TENP, a reduction from R to ) consists of two efficient functions f and g. f transforms the

input to R into an input to @, and g transforms any solution to a @) instance into a proposed solution to the
original R instance.

Definition 2.3. For R,Q € TFENP, a many-one reduction from R to Q) consists of two polynomial time
algorithms (f, g) such that for all x € {0,1}",0 € {0, 1}P°l¥ (")

(z,9(x,0)) € R <= (f(x),0) € Q.



Definition 2.4. For R, € TFNP, a randomized many-one reduction from R to Q) consists of two randomized
polynomial time algorithms (f,g) such that, for all x € {0,1}™, with probability at least 1/2, for all o €
{0, 1}p01y(n)7

(z,9(z,0)) € R <= (f(x),0) € Q.

2.1.2 Classes

Many of the TFNP subclasses we will be concerned with are defined with respect to a complete problem
which has some sequential structure on an implicitly defined exponentially large graph. Take Definition 2.5
for example. One should think of the input circuits P, S as defining the edge set of a directed graph G with
2" vertices. In particular, G has a directed edge (a,b) if S(a) = b and P(b) = a. By the fact that P, S have
exactly one output, each vertex of G has at most one incoming and outgoing edge. Furthermore, P(0) = 0
implies that 0 has no incoming edge. Therefore, G has a line starting at 0. A solution to an EoL instance is
the last vertex in a line (end of line), or the start of a new line. We will not cover the intuition behind all the
TFENP classes we use here, but we encourage the reader to read the foundational works defining these classes.
We note that many of the classes we use have a similar structure to PPAD in that their complete problem
should be thought of as implicitly defining an exponentially sized graph.

Definition 2.5 ([Pap94]). The problem EndOfLine (abbreviated EoL) is defined as follows. The input is
circuits P, S : {0,1}" — {0,1}" such that S(0) # 0 and P(0) = 0. A solution is any x € {0,1}" such that
P(S(x)) # x or any non-zero x € {0,1}"™ such that S(P(x)) # x. PPAD is defined as all TENP problems
which are many-one reducible to EoL.

Definition 2.6. The problem SinkOfLine (abbreviated SoL) is defined as follows. The input is circuits
P,S : {0,1}" — {0,1}" such that S(0) # 0 and P(0) = 0. A solution is any v € {0,1}" such that
P(S(z)) # x. PPADS is defined as all TENP problems which are many-one reducible to SoL.

Definition 2.7 ([JPYS88]). The problem SinkOfDAG (abbreviated SoD) is defined as follows. Given two
circugts S : {0,1}" — {0,1}™ such that S(0) # 0 and V : {0,1}" — {1,...,2™ — 1}, find v € {0,1}" such
that either 1) v # S(v) but S(v) = S(S(v)) or 2) V(S(v)) < V(v). PLS is defined as all TENP problems
which are many-one reducible to SoD.

Definition 2.8 ([FGMS20]). The problem UEOPL is defined as follows. Given Boolean circuits S, P :
{0,1}™ — {0,1}"™ such that P(0"™) = 0™ # S(0™), and a Boolean circuit V : {0,1}™ — {0,1,...,2™ — 1} such
that V(0™) = 0, find one of the following:

(U1) A vertex x € {0,1}" such that P(S(x)) # x.
(UV1) A vertex x € {0,1}" such that x # S(z), P(S(z)) =z, and V(S(z)) — V(x) < 0.
(UV2) A vertex x € {0,1}" such that S(P(x)) # x # 0".

(UV3) Two wvertices x,y € {0,1}" such that x # y, x # S(z), y # S(y), and either V(z) = V(y) or
V(z) < V(y) < V(S(x)).

UEOPL is defined as all TENP problems many-one reducible to UEOPL.

In Definition 2.8, Ul is the type of solution in which we are interested, and all other solutions are violations
that demonstrate the instance in question is not an EoPL (EndOfPotentialLine) instance which has exactly
one line, along which the value function V is strictly increasing. We will mostly be interested in the case
where that promise is satisfied, for which [FGMS20] introduce the class promiseUEOPL.

Definition 2.9 ([FGMS20]). promiseUEOPL is defined to be the promise version of UEOPL in which it
is promised that there is a unique line in the graph defined by P,S, and promisesUEOPL to be the class of
promise problems that can be reduced in polynomial time to promiseUEOPL.



Definition 2.10 ([DP11]). The problem ContinuousLocalOpt (abbreviated CLO) is defined as follows. Given
two arithmetic circuits computing functions f : [0,1]> — [0,1]* and p : [0,1]3 — [0, 1], and constants e, A > 0,
find a point x such that p(f(x)) > p(x) — €, or two points that violate the \-continuity of either f or p. CLS
is defined as all TENP problems which are many-one reducible to CLO.

The totality of the following three related problems follows from the pigeonhole principle.

Definition 2.11 ([JLRX24, Jef16]). For any positive integer n, let t(n), M(n), and N(n) be integer
parameters satisfying M > (t — 1)N. The problem t-Pigeon(M, N) is defined as follows. Given as input n in
unary and a poly(n) size circuit C : [M] — [N], output distinct x1,...,x; € [M] such that C(x1) = --- =
C(z¢)'. WeakPigeon is defined as 2-Pigeon(2",2"~1), and PWPP is defined as all TFNP problems which are
many-one reducible to WeakPigeon.

Definition 2.12 ([Pap94]). The problem Pigeon is defined as follows. Given a circuit C : {0,1}" — {0,1}",
output either 1) x such that C(x) =0 or 2) distinct x1,xs such that C(x1) = C(x2). PPP is defined as all
TENP problems which are many-one reducible to Pigeon.

Definition 2.13 ([Kor22]). Let f(n) < n be an efficiently computable function. f(n)-Lossy is defined as
follows. Given two circuits C : {0,1}" — {0,117 and D : {0,1}/(™ — {0,1}", output x € {0,1}" such
that D(C(z)) # x. Lossy is defined as (n — 1)-Lossy and LOSSY is defined as all TFNP problems which are
many-one reducible to Lossy.

Definition 2.14. Let A and B be TFNP problems. Either(A,B) is defined as follows. Given (a,b) where a
is an instance of A and b is an instance of B, output y such that either y is a solution to a or y is a solution
to b.

It is not too hard to see that if A, B are complete for TENP classes A, B, respectively, then Either(A,B) is
complete for A N B. Finally, we define TFZPP, which is the total function analogue of ZPP.

Definition 2.15. TFZPP is the class of TENP relations R such that there exists a randomized, polynomial
time algorithm A(-) where for all x € {0,1}", (x, A(z)) € R with probability at least 1/2 (over the coins of
A).

2.1.3 Some useful reductions

We say that a TFNP class A is Turing-closed if a Turing reduction to A implies a many-one reduction to A.
Lemma 2.16 ([BJ12]). PPA, PPAD, PPADS, and PLS are Turing-closed.
Lemma 2.17 ([LPT24]). LOSSY is Turing-closed.

We note that the compression factor used to define LOSSY is mostly irrelevant.

Lemma 2.18 ([Kor22]). Fiz a constant € € (0,1] and let n® < f(n) < n be any efficiently computable
function. f(n)-Lossy is equivalent to Lossy under many-one reductions.

2.2 Black-Box TFNP

Definition 2.19. A total search problem in the decision tree model is a sequence of relations R = {Ry C
{0,1}N x On}, where On is a finite set of solutions, such that for every input x € {0,1}Y, there exists a
solution o € Oy such that (x,0) € Ry.

A total search problem R belongs to TENP4t if, for each solution o € Op, there is a decision tree V, of
depth poly(log N) such that for every input x € {0,1}V, V() = 1 iff (z,0) € Rn.

We are using different notation from both [JLRX24] and [BGSD25] for multicollision problems as we wish to reserve the use
of a superscript to indicate TENP problem iteration.




Definition 2.20. Let M = 2P°¥1°s(N) - A decision tree reduction from a relation R = {Ryx C {0,1}N xOn'}
to QY = {Qn C {0,1}M x O} is a set of polylog(N)-depth decision trees fi : {0,1}N — {0,1} for each
i € [M] and g, : {0,1}" — Oy for each o € O'; such that for each x € {0,1}",

(7, 90(7)) € R <= (f(2),0) € Q.

We identify all TENP problems defined in Section 2.1.2 with their natural black-box analogues and note
that almost all reductions that work in the white-box setting also work in the black-box setting.

3 Defining our hierarchies

To define hierarchies of TFNP problems, we must first define what it means for a circuit TFNP problem, A,
to be given access to an oracle for a search problem O. The reader will hopefully find our definition (which
matches that of [GL25] up to the difference noted in Section 3.2) natural: we simply allow the input circuit
to A to have O oracle gates.

3.1 Hierarchies within TFNP
3.1.1 White-box hierarchies

When defining A, we will require that A is a circuit problem. Intuitively, this means that the input has
as one of its parts a circuit C. Actually, some problems like SoD have multiple circuits, but for the sake of
simplicity, we treat each such problem a taking in one circuit which is the concatenation of all of its circuit
inputs.

Definition 3.1. We say that a TFNP problem R C {0,1}" x {0,1}P°Y(") is a circuit problem if its input
is a poly(n) size circuit C : {0,1}" — {0, 1}P°Y(") along with an optional input a € {0,1}P°Y()  and any
potential solution can be verified by making oracle queries to C. We assume without loss of generality that R
takes as input only one circuit by thinking of any TENP problem which takes in multiple circuits C1, ..., Cy
as one which only takes in one circuit C' = C4||...||Cy where the ith block of n input bits and the ith block
of poly(n) output bits represent the behavior of C;.

C© should not be viewed as a function since the behavior of a circuit C© is not well-defined when O is a
search problem with multiple possible outputs. In particular, C°(z) depends on what subwitnesses are used
to answer the O oracle gate queries made while evaluating C©(z). To rectify this, for every C©, we define a
simulation circuit, Cy,,, 2, for CO. Cp,,, takes as input z plus auxiliary inputs that serve as solutions to
CO’s oracle gates.

The auxiliary inputs allow Ch,, to simulate C© on 2. A minor technical detail we will mostly elide is
that by the nature of C©, each oracle gate has a fixed input/output length which must be known when C© is
constructed. TFNP problems generally do not have a fixed input/output length (in particular, the output
length can depend on the input). We solve this discrepancy by padding all inputs and outputs so they have
the appropriate bit-lengths (see [GL25] for a detailed discussion of this subtlety). We will also fix a canonical
gate evaluation order in any circuit C so that we can safely say something like “gate i of C©”.

Definition 3.2. Let C© : {0,1}" — {0,1}™ be an oracle circuit where O is a TENP problem, C© contains t
oracle gates, and the i'" oracle gate of C© has an s;-bit output. We now define the simulation circuit Cg
for C©:

val

t

Crvar : {0, 13" x JT{0, 13 — {0, 1} U {1} .

i=1

2[GL25] refer to this as C*, but to avoid conflicting with the * used to indicate hierarchy in A*, we prefer Cp_ ..



Cruyal 00 input (z,w1, ..., w;) simulates the evaluation of C© on x. At the it instance when CO must
evaluate an oracle gate, say on input u, we check if w; is a valid solution to the i*" oracle call to O on input
u. If it is not, then Cgy, (z, w1,...,wy) = L and the simulation terminates; otherwise, the simulation of c©
continues by using w; as the output of oracle gate i. If the simulation does not terminate prematurely and
obtains a simulated m-bit output of C°(z), Cryu (T, w1, ..., wy) returns that output.

Now that we know that providing answers to gate evaluations (what we call subwitnesses) is enough to
fix the evaluation of the circuit C© on some input z, the definition of a solution to AP follows naturally. It
simply involves lifting the definition of a solution to A to include the subwitnesses needed in the evaluations
of C© to confirm a solution to A. Crucially, Definition 3.3 is different from Definition 3.7 (which is used in
[GL25]) in that it does not enforce a property they call internal consistency (see Section 3.2 for a discussion
of this fact).

Definition 3.3. Let A and B be TFENP problems and A be a circuit problem with a black-box verifier
V 1 {0,1}" x {0,1}P°%(™) — {0,1}, one which only queries the circuit input to A in a black-box man-
ner. The input to AP is defined the same as A except the circuit input C® of A contains t B oracle
gates. The verifier for AB, V' : {0,1}" x {0,1}PV(") — 0,1}, is defined as follows. V' takes as input
(CB,a), (y, w11, Wpoly(n),t)- V' simulates the computation of V((CB,a),y) and on the it" evaluation of
CB, say on input x, the black-box verifier V' receives Cryal(T, Wi, Wi 2, ..., wi ). If, at any point of the
stmulation, Cry, (@, w1, Wi2,. .., wit) =L, V' outputs 0. Otherwise, V' outputs the result of V' after the
simulation of V' terminates.

If the reader wishes to see a concrete instantiation of Definition 3.3, they should now skip to Section 3.1.2.
It is not too hard to see that if A,B € TFNP, then AP is itself a TFNP problem. We can then iterate this
construction to obtain hierarchies of problems within TFNP.

Definition 3.4. Let A be a TFNP circuit problem. We define A = A and A" = A (for convenience we
will also let A° be some FP-complete problem such as the circuit evaluation problem). A* is defined as the
class of all TENP problems which have a many-one reduction to A for some fized nonnegative integer i. We
say that A is self-low if A has a many-one reduction to A.

We use the notation A* rather than A* to encourage the reader to note the choice of complete problem
may matter. In particular, under our definition, even if A and B are equivalent, it is not clear that A* and
B* are the same ® ([GL25] use the stricter Definition 3.7 to force these to be equivalent under sufficiently
strong reductions).

We will make use of the following natural lemma.

Lemma 3.5 ([GL25]). Let A be a TENP circuit problem and let B1,Ba be TENP problems. If By is (non-
uniformly) many-one reducible to By, then APt has a (non-uniform) many-one reduction to AB2 that preserves
the number of oracle gates *.

3.1.2 An example

Definition 3.3 may be hard to digest. As such, we will give an example of a WeakPigeon®"""*"d ingtance. Here

Bertrand is the following problem: given as input 1" with n > 1, output a prime p such that 2"~ < p < 2"
The totality of Bertrand follows from Bertrand’s postulate. Consider the example family of WeakPigeonertrand
instances in Figure 1.

3We make no claim that they are not the same; rather, we only note that we find no easy proof of such a closure property.

4Technically, [GL25] showed that AB! reduces to AB2 under Definition 3.7 of AB and only for uniform reductions. We
observe that the same proof goes through under Definition 3.3, goes through for non-uniform reductions, and also preserves the
number of oracle gates. The reduction is quite simple: replace each B; gate in the input to AB1 with the Bs oracle circuit which
simulates the reduction from B to Bs.
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Figure 1: An example family of WeakPigeon instances. An input x € {0,1}" is first truncated to compute

— Z[1,n—1]- We then feed 117l = 171 to our Bertrand gate to get back an n — 1 bit prime p, and then output p &z’

Let CBertrand he the circuit from Figure 1 where n = 4. We will also freely switch between bit-level
evaluation of CBertrand and treating those values as integers with the confidence that the reader can perform
these translations for themselves. Let us begin by probing Cf, ,; on a few examples to see what it does. As
previously noted, CBertrand a5 currently defined is not a well-defined function since its output depends on the
answer provided by its Bertrand oracle gate. In particular, CBertr22d(1111) could be either 101 @ 111 = 010 in
the case that p = 5 or 111® 111 = 000 in the case that p = 7. As defined in Definition 3.2, Cp,,; lets us lock in
one of these evaluations since it takes (in this case) both « and p as input. In particular, Cf,,;(1111,5) = 010
and Cf,,;(1111,7) = 000. In the case that the candidate prime p provided as a subwitness to Cg,,;(z,p)
is not a valid answer to the Bertrand oracle query 1"~!, Cy_.,(z,p) = L. For example, Cp,,;(1111,6) = L
since 6 is not prime.

Now, let us consider what an answer to WeakPigeon®"14 Jooks like under Definition 3.3. Essentially,
Definition 3.3 says that it has the same form as an answer to WeakPigeon but also comes with the subwitnesses
needed to evaluate an answer. An answer to WeakPigeon consists of distinct, colliding z,2’ € {0,1}".
Therefore, an answer to the CBera7d instance in Figure 1 consists of z,2’ € {0,1}" and p,p’ € {0,1}"*
where z, 2" form the collision in CBertrand p is 3 subwitness that lets us evaluate CBerrand(3) and p’ is a
subwitness that lets us evaluate CBertand(z/). Formally, a solution consists of distinct x,z’ € {0,1}" and
p,p’ € {0,1}" 1 such that Cg (@, p) = Crya(2’,p") # L. For example, z = 1111,2’ = 1011 and p = 5,p' =7
is a solution to WeakPigeon®errad op CBertrand (1111,5) = 010 = O, (1011, 7).

since Cgy

3.1.3 Unrolling oracle circuits

The following shift of perspective will be helpful in understanding TFNP problem iteration and will prove
crucial to defining iteration in the black-box setting (and therefore for our black-box separation in Section 6).
When B is itself a circuit problem, instead of viewing the input to AP as a single circuit with oracle gates,
we can equivalently view it as several circuits. Consider a simple example where the input to WeakPigeon®
is CB : {0,1}" — {0,1}"~! which has two oracle gates. Let us use D, to denote the circuit queried to the
first B oracle gate when C® is queried on x, D, , to denote the circuit queried to the second B oracle gate
when CPB is queried on 2 and the first oracle gate outputs o as its proposed solution to B on D,. Note that
there exists an efficient algorithm to compute D, (y) given z,y, to compute D, ,(y) given z,o0,y, and to
compute Cg,,,(z,01,02) given z, 01, 02. Using Definition 3.3, one can therefore rephrase solving WeakPigeon®?
as finding distinct z, 2’ and (01, 02), (0], 04) such that the following hold.

1. 0; is a solution to B on D, and o is a solution to B on D, ,,

2. 0} is a solution to B on D}, and o5 is a solution to B on D,
— / / /

3. Crya(w,01,02) = Cpy (7', 01, 05)

This equivalent definition abstracts away the internal logic of C® so that we can now reason simply at the
level of circuits. We have designed an alternative formulation of AP such that its input does not have oracle
gates but rather unfolds the behavior of those oracle gates into multiple circuits. Let us consider what this
looks like for WeakPigeon?.
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Definition 3.6. WeakPigeon? is defined as follows. We are given as input n circuits C1, . .., C,, where

Ci:{0,1}" x ﬁ({o, 13" x {0,1}™) x {0,1}" — {0, 1} |

j=1

along with a final circuit,
Cuast : {0,1}" x JT({0,1}™ x {0,1}") = {0,1}" " .
j=1

The goal is to output x, (t1,t}),..., (tn,t),) where x,t;,t; € {0,1}™, and y, (u1,u}), ..., (un,ul) where
y,ug, u) € {0,1}™ such that the following hold.

1. Foralli e [1771}, ti 7'5 t; and Ci<$,ﬁ1,t/1, ce ,tifl,tg_l,tl) = Ci(al‘,tl,tll,. . .,tifl,t;_l,tg).
2. For alli € [1,n], u; # u} and Ci(y,ur,ul, ..., ui—1,u}_q,u;) = Ci(y,ug,ul, ... uiy, ub_q,ub).

3.z 7é Y and Clast(xatlatg_a' . 7tnat{n) = Clasi(y7’u’17ug_7' . '7unau;q,)

Definition 3.6 is the unrolled version of some WeakPigeon? instance TWeakPigeon which has an n bit input,

an n — 1 bit output, and n oracle gates, where each oracle gate is queried on a circuit which has an n bit
input and an n — 1 bit output. We will justify these assumptions shortly, but we wish to first analyze the
syntax of Definition 3.6. C; represents oracle gate i of TWeakPigeon I particular, C;(z,01,...,0;_1,-) is the
WeakPigeon instance queried by oracle gate i assuming that the input to TWeakPigeon wag 4 and oracle gate
queries 1,2,...,7 — 1 were answered using solutions o1, ...,0;_1, respectively. Cl,st should be thought of as
TEval'

So why are we free to assume that the underlying WeakPigeon? instance we unroll has n oracle gates,
where each oracle gate itself is queried on a circuit which has an n bit input and an n — 1 bit output? This
is without loss of generality since one can always add dummy gates to force each circuit to have n oracle
gates and one can also always increase the input/output length of a WeakPigeon! instance by the following
standard trick. Let n > m. If we have a WeakPigeon instance J : {0,1}™ — {0,1}™~!, solving this instance
can be reduced to solving WeakPigeon on K : {0,1}" — {0,1}"~! where K(x) = J(2[1,m]) © Tm+1,n] (We
note without proof that this padding trick relativizes and therefore also works for WeakPigeon® for any
TFNP problem B). Such tricks let us assume that each WeakPigeon instance has the same input length and
same number of oracle gates, which will drastically simplify our proofs and avoid the cumbersome tracking of
input lengths at each nested oracle call.

Having justified the assumptions in Definition 3.6, we now examine what a solution looks like. One
should think of z and y as forming a collision in the overall circuit Ciast, t1,t], ..., tn, t), as the subwitnesses
required to evaluate the overall circuit on z, and uy,uf, ..., u,,u,, as the subwitnesses required to evaluate
the overall circuit on y. Item 1 guarantees that the subwitnesses t1,¢],...,t,,t), are valid. Item 2 guarantees
that the subwitnesses uy,uf,...,u,,u, are valid. Ttem 3 guarantees that z and y form a solution to the
whole collision-finding problem.

One advantage of the unrolled formulation of VVeakPigeon2 in Definition 3.6 as opposed to the oracle
circuit definition is that Definition 3.6 has a natural black-box formulation: a string I € {0,1}" encoding the
truth tables of C4,...,C,, Cls;- In Section 6, we define the black-box WeakPigeon hierarchy rather than
just the black-box analogue of WeakPigeon®. Our definition is based on the same intuition that the oracle
circuit definition of TFNP problem iteration is equivalent to the unrolled definition of Definition 3.6, and the
latter has a natural black-box formulation.

3.2 Hierarchies and consistent subwitnesses

It is important to note at this point that our definitions of hierarchies are subtly different than those in
[GL25]. In particular, Ghentiyala and Li define AP as follows.
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Definition 3.7. Let A and B be TFENP problems and A be a circuit problem with a black-box verifier
V0 {0, 1} x {0,1}P°(™) — £0.1}, one which only queries the circuit input to A in a black-box manner. The
input to AE is defined the same as A except the circuit input C® of A contains t B oracle gates. The verifier for
AR V{0,131 x o0, 1ypoy(m) 5 10,1}, is defined as follows. V' takes as input (C®, a), (y, W15+ Wpoly(n),t)-
V' simulates the computation of V((C®,a),y) and on the i'" evaluation of C®, say on input x, the black-box
verifier V' receives Cpyo (@, W 1, Wi2, ..., w;i ). If, at any point, Cpo (T, w1, Wi, ..., wi) =L or V' finds
the sub-witnesses w; ; to not be internally consistent (which we define below), V' outputs 0. Otherwise, V'
outputs the result of V after the simulation of V' terminates.

We say that the wi 1, .., Wpoly(n),t are not internally consistent (with respect to the simulation) if, during
the ezecution of V', there exist two oracle queries made on the same input u and the simulation uses answer
Wqb to the first oracle gate query and weq pr as the answer to the second oracle gate query and wqp # Wqr b -

Definition 3.8. Let A be TFNP class whose canonical complete problem is the circuit problem A. A*, is
defined to be the TENP subclass with complete problem AA . Furthermore, for any positive integer i, define
Al so that AL = A and Af,“ = AR, (for convenience, we let AY be some FP-complete problem). A’ is the
class of TENP problems with a many-one reduction to Al,.

Note the crucial difference of enforcing the condition they refer to as internal consistency. To differentiate
our Definition 3.3 from the definition of [GL25] (which uses the same notation), we use a v subscript (denoting
the consistency check) whenever we are referring to the definition given in [GL25].

Note also that a solution to AP is not always a solution to AB,. For example, the solution 2 = 1111, 2’ =
1011 and p = 5,p’ = 7 in Section 3.1.2 is not internally consistent. In some sense, for any problem AB,
internal consistency is asserting the existence of a function oracle O : {0,1}* — {0,1}* where O(z) is a
solution to B on input instance x, such that the answer y provided in Definition 3.7 is valid relative to O.
The key advantage of Definition 3.7 is that it enforces that if A has a black-box many-one reduction to A’,
then for any B, A has a black-box many-one reduction to A’P under FP® reductions [GL25]. We do not
know whether the nice closure properties that hold for Definition 3.7 hold for Definition 3.3.

In hindsight, Definition 3.3 is perhaps more natural than Definition 3.7. And while ensuring consistency
of solutions ensures such closure properties and asserts the existence of a fixed oracle O relative to which the
provided answer is valid, there is no intrinsic justification for it. TFNP problem iteration remains perfectly well
defined and often easier to reason about under our relaxed definition. In particular, our proof in Section 5.3
(which uses the Turing closure of LOSSY to assume that each oracle circuit has exactly one Lossy gate) seems
to depend on our more relaxed definition. We also find it interesting that Theorem 5.1 does not require the
more restrictive Definition 3.7. Ultimately, we believe that our more relaxed definition is natural and merits
study in its own right. However, we leave it as an open question in Section 1.2 whether the desired closure
properties of Definition 3.7 hold or almost hold under our relaxed definition.

4 Conditional collapses

4.1 Uniform, non-uniform, and randomized collapses

Much like how a collapse at any level of the polynomial hierarchy (e.g. £5 = NP) implies collapses at all
higher levels (if ¥5 = NP, then PH = NP), a collapse at some level i of some TFNP hierarchy implies a
collapse at all levels above i.

Observation 4.1. Let A be a TFNP circuit problem and i be any nonnegative integer. If A*T! reduces to
A under (non-uniform) many-one reductions, then for any j > i, AJ reduces to A* under (non-uniform)
many-one reductions.

Proof. We will show the result for uniform many-one reductions by induction on j (the case for non-uniform
many-one reductions follows using the exact same argument). The base case of i = j trivially holds. We

now show the inductive case. The input to AJ+! consists of a circuit C4’ : {0,1}" — {0, 1}p°1y<") and
some input a € {0,1}P°¥(™) We now show a reduction from A7+ to A*. Note that A7t! = A4’ has a
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many-one reduction to AA = Ai+t by the inductive hypothesis and Lemma 3.5. By assumption, A**! has a
many-one reduction to A?. Chaining these two reductions, we obtain a many-one reduction from A7*! to A?,
as desired. O]

Interestingly, such conditional collapses hold for randomized reductions as well. To show this, we first
extend Lemma 3.5 to randomized algorithms. The result will then follow easily as a corollary.

Lemma 4.2. Let A be a TENP circuit problem, B, B’ be TENP problems, and ¢ € N. If B has a randomized
many-one reduction to B’, then AB has a randomized many-one reduction to A® which succeeds with probability
1 — 27" where n is the size of the input instance to AP.

Proof. Let Ty be the TFNP problem denoting the Turing-closure of B’. In particular, Ty takes as input
OB 1 {0,1}™ — {0,1}P°5() 2 € {0,1}". A valid solution consists of wy, .. o Wholy(n) € {0, 1}PY(™) such
that Cg;al(x, Wi, .+ Wpoly(n)) 7 L.

We will show that AP has a randomized many-one reduction to AB". The description length of any B
oracle gate in CP is bounded by some m = poly(n) where n is the size of the circuit input to AB. We
assume without loss of generality that all oracle gates in C® have the same description length m. Say that
the reduction from B to B’ uses p = poly(m) bits of randomness. Let ¢’ be some sufficiently large constant
(depending on ¢). Consider sampling p - m¢ random bits r, simulating the randomized reduction from B to
B’ m® times (using the ith block of p bits of r for simulation ¢), and outputting any answer which solves the
original B instance if one is found among the me repetitions (and otherwise outputs L). Observe that this
specifies a randomized many-one reduction from B to Ty, with randomness r. We say r is valid advice if
such a reduction succeeds for all B instances of description length at most m. A simple union bound shows
that 7 is not valid advice with probability at most 2~"° for sufficiently large n (since ¢’ was chosen to be
sufficiently large).

The randomized reduction from AP to ATB’/ simulates the non-uniform reduction from AB to ATe’ from
Lemma 3.5 using a random string r € {0, 1}p-mc as advice. This is clearly a polynomial time reduction. Note
that as long as r is valid advice, the reduction will succeed. Since r is valid advice with probability at least
1 — 27", our proposed reduction succeeds with probability at least 1 — 27", Finally, AT trivially reduces
to AB". Therefore, AB has a randomized reduction to AB'.

O

Corollary 4.3. Let A be a TENP circuit problem and i be any nonnegative integer. If A™t' reduces to A’
under randomized many-one reductions, then for any j > i, A? reduces to A* under randomized many-one
reductions.

Proof. We will show this by induction on j. The base case of ¢ = j holds trivially. We now show the inductive
case. Let ¢ be a constant such that the witness length of an answer to A7T! is bounded by m® when the
input length is m. We will assume without loss of generality that all witnesses are of length m¢. The input
to A7*1 consists of a circuit C4” : {0, 1} — {0, 1}P°Y(") and some input a € {0,1}P°¥(™) Let m denote the
size of the input (C4, a), thereby bounding a solution to this instance by m¢. A7T! = A4” has a randomized
many-one reduction to A4 = A1 which succeeds with probability at least 1 — 2= by the inductive
hypothesis and Lemma 4.2. A**! has a randomized many-one reduction to A? which succeeds with probability
at least 1/2 by assumption. Our reduction will chain these two reductions to obtain a randomized many-one
reduction from A7+ to A* which succeeds with some probability p > %(1 — 2™, If this reduction fails to
output a valid answer to A7*! on input (CA] ,a), the reduction tries a random witness w of length m¢ as a
solution to A7+! on input (C4’,a) and outputs it if it is valid (and outputs L otherwise).

This reduction clearly works in polynomial time. The probability of success of the reduction is p plus
(1 — p) times the probability that a uniformly random solution solves (C4’,a) (which is at least 2=™" since
at least one witness must solve the problem). It is not hard to see that p 4+ (1 — p)2=™" > 1/2. We have used
the fact that a random witness works with sufficient probability to boost the probability of success up to
1/2, an idea already present in [Jef16]. Therefore, the reduction succeeds with probability at least 1/2, as
desired. O
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4.2 Conditional collapse of the Either(A, B) hierarchy

TFNP oracle problems AP can be seen as an extension of the Either(A, B) problem. Both should be seen as
operators which allow us to construct a new TFNP problem from existing TFNP problems. However, these
operators are, in some sense, going in opposite directions. AP is at least as powerful as the most powerful
of A and B, while Either(A,B) is at most as powerful as the least powerful of A and B. It is therefore
natural to consider how these two notions—one which gives us more power and another which gives us
less—interact. From a more practical standpoint, it is worth exploring the structure of Either hierarchies
since many important TFNP problems belong to several TFNP subclasses (most famously, CLS = PPADNPLS
[FGHS22]).

Before we show some conditional collapse, let us begin by recalling the structure of the problem Either(A, B).
If A and B are circuit problems, then Either(A, B) is a circuit problem which takes in one circuit C' as input
where the first n input bits and first poly(n) output bits represent the input/output behavior of the A part
of the input and the next n input bits and next poly(n) output bits represent the input/output behavior of
the B part of the input (see Definition 3.1). In what follows, we will assume without loss of generality that
Either(A, B) requires that the two component circuits represented in the input to Either(A, B) have the same
number of input bits.

We now show the following rather intuitive lemma that Either(A, B)® can be reduced to Either(A“, B©).

Lemma 4.4. Let A, B, C be TENP circuit problems. Either(A, B)© has a many-one reduction to Either(A€, BC).

Proof. The input to the reduction is a circuit D where the first n input bits and first poly(n) output bits
represent the A part of the input and the remaining input/output bits represent the B part of the input.
Call the circuits restricted to these parts of the input/output bits U and VC, respectively. We call our
Either(A®, B€) oracle on U®, VC and get back an answer to one, which we then output. The reduction
clearly runs in polynomial time and correctness follows by the definition of Either(A, B)¢. O

Lemma 4.5. Let A,B be TENP circuit problems. For all positive integers i, Either(A,B)* has a many-one
reduction to Either(A?, BY).

Proof. We will prove the lemma by induction on i. It trivially holds for i = 1. We now show the inductive
case.

By the inductive hypothesis and Lemma 3.5, Either(A, B)" = Either(A, B)Eith"r(A’B)lfl_ reduces to -
Either(A, B)Either(A"".B""Y) ' By [emma 3.5 and Lemma 4.4, this reduces to Either(ABither(A"™,B™") pRither(A™™1,B™1)
This problem clearly reduces to Either(AA " BB"""), which is equivalent to Either(A?, Bf), as desired. [

We now show that in the case when B is self-low, one can reduce Either(A?, B) to Either(A, B)?. This is of
interest since we know that many important TFNP problems are in fact self-low. In particular, [GL25] showed
that all problems which are complete for PLS, PPA, or LOSSY under black-box reductions are self-low.

Theorem 4.6. Let A,B be TFNP circuit problems. For all positive integers i, Either(A?, B) has a many-one
reduction to Either(A, B)%.

Proof. We show this by induction on . It clearly holds for ¢ = 1. We now show the inductive case. First,
note that we can reduce an Either(A™"! B) instance C, D to Either(A, B)Fither(A%B) a5 follows. We replace
each A’ oracle gate in C' queried on an A’ instance I with an oracle gate for Either(A?, B) which asks
us to solve A on I or B on D. If all these Either(A?, B) oracle queries are answered with solutions to
A’ then we will be able to solve C, and if any is answered with a solution to B, then we will be able
to solve D. Therefore, Either(A™! B) reduces to Either(A, B)Fither(A"B) - Fyurthermore, by the inductive
hypothesis, Either(A?, B) reduces to Either(A, B)?. Therefore, by Lemma 3.5, Either(A, B)Fither(A%B) yeduces
to Bither(A, B)(Fither(AB)") — Either(A, B)**!'. Chaining these reductions yields the desired result. O

Finally, we use Theorem 4.6 to connect problems which we know are self-low (e.g., SoD) to those whose
self-low status remains unknown (e.g., EoL).

15



Corollary 4.7. If for any nonnegative integer i, EoL'™ has a many-one reduction to EoL’, then for
all integers j > i, Either(EoL, SoD)’ has a many-one reduction to Either(EoL, SoD)?. Similarly, if for any
nonnegative integer i, SOL'™" has a many-one reduction to SoL’, then for all integers j > i, Either(SoL, SoD)’
has a many-one reduction to Either(SoL, SoD)".

Proof. We prove this for the case of EoL. Either(EoL, SoD)’ reduces to Either(EoL’, SoD?) by Lemma 4.5.
Since Eol? reduces to EoL’ (Observation 4.1) and SoD is self-low, Either(EoL?, SoD?) reduces to Either(EoL‘, SoD).
By Theorem 4.6, Either(EoL’, SoD) reduces to Either(EoL, SoD)?. Chaining these three reductions proves
the desired corollary.

The same reasoning applies to SoL. O

5 The WeakPigeon hierarchy and the consequences of its collapse

5.1 Multi-Collisions in the WeakPigeon hierarchy

We will now show that, for any fixed integer £ > 1, though the problem of finding a 2¢-wise collision does
not reduce to WeakPigeon under black-box reductions [JLRX24], it does reduce to WeakPigeon® under
black-box reductions. This was first shown implicitly in the work of Buzek and Tessaro [BT24], who construct
collision-resistant hash functions from multicollision-resistant hash functions. What we do here can be seen
as interpreting their work in our language of hierarchies. We now give some intuition underlying the rather
technical proof.

For simplicity, let us fix £ = 2 and consider the problem of finding a 4-wise collision in C : {0,1}*" —
{0,1}"1. Say we could find distinct z,2’ € {0,1}", distinct ¢1,t2 € {0,1}", and distinct t},t, € {0,1}"
(note that x o ty,x oty, ' ot], 2’ ot} are all distinct) such that all the following conditions hold.

C(xoty) =C(zots)
C(x' ot)) =C(x' oth)
Clzot))=C(a' ot))

Then we would have found a 4-wise collision in C. Indeed, these three conditions would ensure C(z o t) =
C(zoty) =C(z' ot)) = C(z' oth). We will now construct a WeakPigeon? instance C'WeakPigeon where valid
subwitnesses to the internal WeakPigeon gate will ensure C(z ot1) = C(x oty),C(z' ot)) = C(a’ o t}) and a
collision in C'WeakPigeon wil] ensure that the third condition C(z o t;) = C(2 o t}) holds.

Theorem 5.1. For every positive integer £, 2°-Pigeon(2¢",2"~1) reduces to WeakPigeonZ.

Proof. We show this via induction on ¢. It holds trivially for the case ¢ = 1. We now show it for
the inductive case. Assume the theorem holds for the case of £ — 1. For notational convenience, let
P := 271 Pigeon (20~ 27~1). Say we are given a circuit C' : {0,1}" — {0,1}"~! in which we wish to find
a 2f-wise collision. We reduce the problem of finding a 2%-wise collision in C' to WeakPigeonP, which by the
inductive hypothesis and Lemma 3.5 reduces to WeakPigeon(WeakPigeone_1) = WeakPigeon®.

The reduction to WeakPigeon® constructs an instance of WeakPigeon® as follows. For convenience, we
first define C,, : {0,1}(~D™ — {0,111 as C,(a) = C(x 0 a) for any = € {0, 1}

We then define C'* : {0,1}" — {0,1}"~! so that on input = € {0,1}", it feeds C, to its P oracle to
get back t1,...,ty—1 and then outputs C(x ot;). We now feed C'F to our WeakPigeon® oracle to get back
@ty oo, 2l ), where Clgy (2, t1, .. taem1) = Clg (2,8, ..., thy 1) # L and = # 2’. The
reduction then outputs w oty,...,xoty—1,2' oty,...,a" ot ;.

The reduction clearly runs in polynomial time. We now show correctness. The definition of WeakPigeon
ensures that o # ', t1,...,toe—1 are all distinct, and ¢, ...,t},_, are all distinct. Therefore, z0t;,..., 20
tor-1, @' oty,..., ' ot), , are all distinct.

P
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All that is left to do is show that C'(z oty) = --- = C(xzotye—1) = C(2’' ot)) = --- = C(a' ot},_,). Notice
that the following three equalities hold.

Cr(t1) = Cp(tz) = -+ = Cp(tge-1) (1)

Co(t1) = Cor(ty) = -+ = Cor (the-1) (2)

ClEval(x7 tl, PPN ,t2£71) - C/Eval(xl, tll7 e ,tl2@71) (3)

Equation (1) holds since t1,...,ty-1 is a solution to P on input C,. Equation (2) holds since #7,...,t5,_,

is a solution to P on input C,/. Equation (3) holds since w,t1,...,tpe-1,2",1},...,t5,, is a solution to
WeakPigeon® on input C'F. By our definition of C"P, C'F (z) evaluated using valid subwitnesses w1, . . ., tge—1

always outputs C(x o uy). Therefore, the left-hand side of Equation (3) evaluates to C(z ot;) and the
right-hand side evaluates to C(z’ o t}). Therefore, C'(z ot;) = C(2' o t}). Combining this with Equation (1)
and Equation (2) yields the desired result.

O

Corollary 5.2. For every positive integer £, 2°-Pigeon (2", 2" 1) reduces to Pigeonl.

Proof. Observe that by Lemma A.1, WeakPigeonl reduces to Pigeon’, and then apply Theorem 5.1. O
Applying Observation 4.1 immediately yields the following corollary.

Corollary 5.3. LetC € {FP, TFZPP,FP/poly} and ¢ € N. WeakPigeon € C if and only if 2°-Pigeon (2", 2"~ 1)
C.

Proof. The if direction follows from the fact that 2-Pigeon(2¢",2"~1) is complete for PWPP [Jef16]. The
only if direction follows from combining Theorem 5.1 with Observation 4.1 and Corollary 4.3. O

We can also use Theorem 5.1 along with the following theorem of [JLRX24] to show that WeakPigeon? is
not contained in PPP under black-box reductions. This stands in contrast to the first level of the WeakPigeon
hierarchy, which is contained in PPP.

Theorem 5.4 ([JLRX24]). Ift is a constant and M, N, M', N’ are parameters chosen so that M’ = poly(M),
M >tN+1, and M’ > (t —1)N’' + 1, then t + 1-Pigeon(M, N) does not have an efficient black-box reduction
to t-Pigeon(M’, N').

Corollary 5.5. There is no black-box reduction from WeakPigeon? to Pigeon.

Proof. If there were a black-box reduction from WeakPigeon?® to Pigeon, there would be a black-box reduction
from 4-Pigeon (227,27~ 1) to Pigeon, contradicting Theorem 5.4. O

5.2 A collapse of the Pigeon hierarchy if PPP = promiseUEOPL

Here we show that if PPP = promiseUEOPL, then the Pigeon hierarchy collapses to promiseUEOPL. To do so,
we will state the more general theorem that PigeonSOL is many-one equivalent to Pigeon, assuming all SoL
instances in the PigeonSOL instance have a unique solution. This means that PPP is somewhat capable of
simulating access to a PPADS machine. Therefore, when reducing to PPP, one can generally assume that
problems which reduce to PPADS (like simple stochastic games) have polynomial time algorithms. Again,
there is one major caveat: we assume that the SoL oracle gates are only ever queried on inputs which have a
unique solution. Therefore, before presenting our proof, we develop some of the theory around TFNP oracle
problems where we know that the oracle gates will only be queried on instances that have unique solutions.
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5.2.1 Unique solution oracles

We want to define a version of PigeonSOL where the Sol: instances on which the oracle is queried have a
unique solution. Sadly, checking if a SoL instance has a unique solution is likely intractable. Therefore, it
seems unclear how we can ensure that the SoL instances submitted to the SoL oracle gate in the input to
PigeonSOL have a unique solution. Our solution to this is very much in the spirit of how Pigeon is defined.
Recall that in the definition of Pigeon, we are really interested in finding a preimage of 0 in the case where
the input to Pigeon is a permutation C : [N] — [N]. However, to make Pigeon a TFNP problem, we add
another type of solution which always occurs in the case that C' is not a permutation, namely, a collision
in C. We will take a similar approach to defining oracle TFNP problems where the oracle should only be
queried on instances with a unique solution.

Definition 5.6. Let A be a TFNP circuit problem and let B be a TENP problem. The problem A3'B is defined
as follows. We are given as input a poly(n) size oracle circuit C® : {0,1}™ — {0,1}P°¥(™) and some auziliary
input a € {0,1}P°Y(™) | The goal is to output one of the following.

1. A solution to AB on input CB,a.
2. x€{0,1}",i>0, and wy,...,w;, (w1, wj ) such that

(a) wit1 # wiyy,

(b) for all j € [1,i+ 1], w; is a valid solution to oracle gate query j of C® when the first j — 1 queries
are answered using wi, ...,w;_1 respectively,

(c) wi,, is a valid solution to oracle gate query i+ 1 of C® when the first i queries are answered using
wy, ..., w; respectively.

One should think of type 1 solutions to A?'P as the desired type of solutions which will always occur when
the oracle gates in C® are always queried on instances with unique solutions (the good case). One should
also think of type 2 solutions as degenerate solutions, those which will always occur when the oracle gates in
CP® are queried on instances which sometimes do not have unique solutions (the bad case). In particular,
wiy1,w;, witness the fact that there exists an = such that some B oracle query that can be made during
the evaluation of CB (x) does not admit unique solutions. In particular, this holds since w;y;, and w; , are
both solutions to the (i 4+ 1)th B oracle query made while evaluating C®(x) when the first i subwitnesses are
wy, ..., w;. However, we should be careful to note it is possible to be in the bad case and still have a type 1
solution exist. This should be reminiscent of the definition of Pigeon where we are in the case where the
input C' is not a permutation but 0 still has a preimage. We now formalize this idea in the following claim.

Claim 5.7. Let A be a TFENP circuit problem and let B be a TENP problem. The problem A3'B is a TENP
problem.

Proof. A¥'B is total: a type 1 solution always exists since AP is total. It is not hard to see that A7'B is an

NP relation. Type 1 solutions are efficiently verifiable since AZ is a TFNP problem. Type 2 solutions are
efficiently verifiable since verifying them simply requires checking whether poly(n) subwitnesses are valid
subwitnesses for the oracle gates to the TFNP problem B on certain inputs, along with some polynomial time
computation, both of which can be done in polynomial time. O

5.2.2 Pigeon with a unique Sol. oracle

Theorem 5.8. Pigeona!SOL has a many-one reduction to Pigeon.

Proof. We reduce PigeonHISOL to Pigeon. We assume without loss of generality that the input circuit

CS°L : [N] — [N] has exactly one SoL oracle gate. We can do this by Turing closure of PPADS (Lemma 2.16)°.
If, at some point during the reduction, we find that uniqueness of SoL solutions in C5°" is not satisfied, we
output a type 2 solution to Pigeon="S°F.

5Though the fact that collapsing poly(n) SoL: queries down to one is not stated as a theorem in [BJ12], a quick look at the
proof confirms this.
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For any z € [N], we will let P,, S, : [M] — [M] denote the SoL instance queried by C5°L(z). We assume
without loss of generality that P,(0) = 0 and 0 ¢ Im(S,) (we can always reduce solving SoL on P,, S, to
solving SoL on P.,S! such that these conditions are satisfied).

We now reduce to a Pigeon instance C’ : [N] x [M] — [N] x [M]. We define C’(z,y) as follows.

1. If P.(S:(y)) =y, output (x,S.(y)).

2. If P,(S:(y)) # y, output (Cryay(2,9),0).

We now feed C’ to our Pigeon oracle to get either i) (a,b) such that C'(a,b) = (0,0), or ii) (a,b), (a’,b") such
that (a,b) # (a’,b') but C’(a,b) = C’'(a’,b’). We now split the behavior of the reduction into three cases.

1. If C'(a,b) = ok

0), we output (a,b) as a type 1 solution to Pigeon

)
(O

2. If C’(a,b) # (0,0) and a = @', then we output a, (b, ') as a type 2 solution to Pigeon"°",
(0,0

3. If C'(a,b) # oL

) and a # ', we output (a,b), (a’,b") as a type 1 solution to Pigeon

The reduction clearly runs in polynomial time. We now show correctness. First, suppose C’(a,b) = (0, 0).
Then, C’(a,b) is evaluated using case 2 since S, (b) # 0 by assumption. Therefore, Cg,.,(a,b) = 0, making
(a,b) a solution to the original instance, implying that our reduction works in the case that C’(a,b) = (0,0).
We therefore restrict our attention to the case that C’(a,b) # (0,0) going forward.

To reduce the number of cases we need to analyze, we first show that it can never be the case that one
of C'(a,b),C'(a’,b") is evaluated using case 1 and the other using case 2. To see why, assume towards a
contradiction one of C’(a,b),C’(a’, V') is evaluated using case 1 and the other using case 2. Assume without
loss of generality that C’(a,b) is evaluated using case 1. Since C’(a,b) = C'(a’,b’), unwrapping the definition
of C’, we see that (a,Sq(0)) = (Crya(a’,0'),0). But by assumption, 0 ¢ Im(S,). We have therefore arrived
at a contradiction.

We now split the analysis into two cases.

1. Say a =da'. Since (a,b) # (a’,b), this implies that b # b'. Therefore C’(a,b) = C'(a,b’). There are two
subcases.

(a) C’'(a,b) and C'(a,b’) are both evaluated using case 1. That means P,(S,(b)) = b and P,(S,(b")) =
b'. Since C'(a,b) = C'(a,b’), Sa(b) = S (V). This implies P,(S, (b)) = P,(S,(0')) = ¥'. This
contradicts the fact that P,(S,(b)) = b. Therefore, this case can never occur.

(b) C’'(a,b) and C’(a,b’) are both evaluated using case 2. This implies that P,(S,(b)) # b and
P,(S.(b')) # V. Notice that this means that b and b’ are two different solutions to the SoL instance
(P., Sa), namely b and b'. Therefore, a, (b,b') is a type 2 solution to our Pigeon™°l instance.

2. Say a # a'. Again, there are two subcases.

(a) C'(a,b) and C'(a’,b") are evaluated using case 1. This cannot happen since then C’(a,b) =
(a, Sa(b)) # (a, Sar (b)) = C'(d, 1), violating the assumption that C'(a,b) = C’'(a, V).

(b) C’(a,b) and C'(da’, V') are evaluated using case 2. This implies Cg, (a,b) = Cg,, (a’, b)) # L.

3!SoL.

Therefore, (a,b), (a/,b’) form a type 1 solution to our Pigeon instance.

Therefore, the reduction always outputs a valid answer. O

We can then use Theorem 5.8 to observe that if PPP reduces to SolL where the SoL instances generated
have unique solutions, then the whole Pigeon hierarchy collapses to Sol.. Although this result is certainly
interesting, SoL instances that have unique solutions do not form a standard class in TFNP (since we do not
know how to check efficiently whether a given SoL instance has a unique solution). Fortunately, promiseUEOPL
has been defined [FGMS20] and immediately reduces to such SoL instances.

Corollary 5.9. If PPP C promiseUEOPL, then Pigeon™ C promiseUEOPL.
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Proof. We will show that Pigeon® € promiseUEOPL by induction on i. This holds for the case i = 1 by the
hypothesis PPP C promiseUEOPL. We now consider the inductive case.

We first show that if Pigeon’ € promiseUEOPL, then Pigeon'™ reduces to Pigeon™ VEOPL  Thig closely
mirrors the proof of Lemma 3.5 given in [GL25]. Let CTi8%°™" he the input Pigeon’™ instance and let R be
the reduction from Pigeon’ to UEOPL which outputs UEOPL instances with a unique end-of-potential line
(e.g. promiseUEOPL instances). We view R as an oracle gate circuit M VFOPT with one UEOPL oracle gate.
In particular, M YEOPL takes in a Pigeoni instance x, performs some computation f to produce a UEOPL
instance f(x), calls its UEOPL oracle gate on f(z) to get back o, and then performs some computation
g(0) which outputs a solution to Pigeon’ on 2. We now construct DVEOPL by replacing each oracle gate in
CPigeon’ by MYEOPL (of the appropriate input length). We now call our Pigeon™VEOPL gracle on DVEOFL
to get back either a type 1 solution or a type 2 solution (see Definition 5.6). Note that since R always outputs
a UEOPL instance with a unique end-of-potential-line, there cannot be a type 2 solution. Let z,wq, ..., wy
be the type 1 solution output by our PigeonH!UEOP L oracle where w; answers instance u;. We now output
2z, g(u1,wi), - - -, g(ue, we).

The reduction is clearly efficient since R is efficient. Correctness of our reduction follows from the
correctness of R. In particular, since wy, ..., w, are answers to the UEOPL queries made while verifying the
solution z on DVEOPL g(uy w,), ..., g(ug, wy) are the answers to the Pigeon® queries made while verifying
the solution z on CTigeon’

Therefore, using the above, along with the inductive hypothesis, Pigeon’™ reduces to Pigeon
clearly reduces to Pigeona!SOL, which by Theorem 5.8 reduces to Pigeon, which reduces to promiseUEOPL.
Chaining these reductions lets us conclude that Pigeon’™ has a many-one reduction to promiseUEOPL, as
desired. O

3IUEOPL This

Corollary 5.10. IfPPP = promiseUEOPL, then for any positive integer £, 2¢-Pigeon (2", 2"~1) € promiseUEOPL.
Proof. This follows from Corollary 5.9 and Corollary 5.2. O

5.3 A collapse of the WeakPigeon hierarchy if PWPP = LOSSY

Here, we show that if PWPP = LOSSY, then the WeakPigeon hierarchy collapses to LOSSY. To do so, we
start by showing that Lossy is low for WeakPigeon. In other words, a Lossy oracle gives WeakPigeon no
additional power.

Theorem 5.11. WeakPigeon"** has a many-one reduction to WeakPigeon.

Proof. We will show a reduction from WeakPigeon™* to WeakPigeon. By Lemma A.2, it suffices to show
a reduction from (2-Pigeon(27+1, 27~ 1))Lossy to WeakPigeon. Let CLosY : {0,1}"+1 — {0,1}"! be the
(2-Pigeon(27+1, 2n~1))Lossy ingtance the reduction is given. Because LOSSY is Turing-closed (Lemma 2.17),
we will assume that there is exactly one Lossy oracle gate in the circuit C' (note that we can do this since
we are not asking for a consistent solution in WeakPigeon"**®). By Lemma 2.18 and Lemma 3.5, we will
also assume without loss of generality that this Lossy gate takes as input C,, : {0,1}"*! — {0,1}™~1 D, :
{0,1}m=1 — {0,1}™*! (parameterized by z).

We now construct the WeakPigeon instance to which we reduce: C” : {0,1}"*! x {0, 1} — {0, 1}n+m+L,
C’'(z,y) behaves as follows.

1. If y is a valid solution to Lossy on input C,, D, (i.e., Dy(Cy(y)) # y), then C’(z, y) outputs Cg,.,(z,y)o
yoO.

2. Otherwise, C'(z,y) outputs x o Cy(y) o 1.

Note that in case 1, C’ outputs a bitstring of length (n — 1) + (m + 1) + 1 =n+ m + 1, and in case 2, the
circuit outputs a string of length (n+ 1) + (m — 1) + 1 = n+ m + 1. Therefore, C’ indeed does compress by
one bit. The reduction then calls its WeakPigeon oracle on C’ to get back an answer x1,y1, 2, y2 such that
C'(x1,y1) = C'(x2,y2) and (21,y1) # (22,y2). The reduction then outputs (z1,y1), (22, y2).
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The reduction clearly runs in polynomial time. We now show correctness. There are three cases to
consider.

1. One of C'(z1,y1), C’' (22, y2) is evaluated using case 1 and the other using case 2. Notice that this cannot
happen since that means one of C’(x1,y1), C’(z2,y2) ends with a zero and the other ends with a one.
But this would imply C’(z1,y1) # C'(22,y2), violating our assumption that C’(x1,y1) = C'(z2, y2).

2. Both C'(z1,y1), C'(x2, y2) are evaluated using case 1. If this happens, Cg, . (z1,41) # L, Cpya (22, y2) #
1, and Cgya (21, y1) 0y1 = Crya (T2, Y2) 0y2. This implies y1 = ya, and since we know (z1,y1) # (22, y2),
it must be the case that z1 # x2. Therefore, 1 # x5 and Cg,,(21,y1) = Cgya (%2, y2) # L. Therefore,
the reduction outputs a valid solution to WeakPigeon*** on input CLossy,

3. Both C'(z1,y1),C’ (x2,y2) are evaluated using case 2. Notice that since C'(x1,41) =21 0Cy, (y1) 01 =
29 0 Cypy(y2) 01 = C'(22,y2), it must be the case that 1 = x9. Since we know (x1,y1) # (22,y2), we
must have y; # yo. By the definition of C’ and the fact that C'(z1,y1) = C'(22,y2), Cuy (Y1) = Cay (y2),
and therefore D, (Cy, (y1)) = Dz, (Cy, (y2)). But recall that 1 = xo, and therefore D, (Cy, (y1)) =
D, (Cy,(y2)). However, since both C'(x1,y1), C'(x2,y2) are evaluated using case 2, D, (Cy, (y1)) = 11
and D, (Cy,(y2)) = y2. Therefore, y; = ya, violating our assumption that y; # yo. Therefore, this case
never OCCurs.

O

Corollary 5.12. PWPP = LOSSY if and only if for all positive integers i, WeakPigeon® is equivalent to
Lossy under many-one reductions. Furthermore, PWPP = LOSSY if and only if for every positive integer €,
2¢_Pigeon (2™, 2"~ 1) reduces to Lossy.

Proof. We first show the if direction. If for all positive integers i, WeakPigeon® is equivalent to Lossy
under many-one reductions, then WeakPigeon reduces to Lossy. It is also well-known that Lossy reduces to
WeakPigeon unconditionally. These two results together imply PWPP = LOSSY.

We now show the only if direction by induction on i. It holds for ¢ = 1 by the hypothesis that
PWPP = LOSSY. For the inductive case, assume that the theorem holds for 4. Then WeakPigeon' ™ =
WeakPigeon VeakPigeon” redquces to WeakPigeon™* | which itself reduces to WeakPigeon, which reduces to
Lossy. Here, the first reduction follows from the inductive hypothesis (and Lemma 3.5), the second reduction
follows from Theorem 5.11, and the final reduction follows from the hypothesis PWPP = LOSSY. Therefore,
WeakPigeon'™! reduces to Lossy, which trivially reduces to WeakPigeon ™. This implies WeakPigeon'™ is
equivalent to Lossy under many-one reductions, completing the inductive case.

The second statement follows by observing that for all positive integers i, WeakPigeon® is equivalent to
Lossy under many-one reductions if and only if for all positive integers ¢, 2°-Pigeon (2", 2"~1) reduces to
Lossy. O

6 Separations from the WeakPigeon Hierarchy via Proof Complexity

In this section we show an upper bound on the black-box complexity of the WeakPigeon hierarchy via proof
complexity. This upper bound will allow us to show that PPAD does not have a black-box polynomial
reduction to the WeakPigeon hierarchy (the same therefore holds for the larger classes PPP,PPA). To
establish this, we show that any black-box TFNP search problem which is polynomial time reducible to the
WeakPigeon hierarchy must be provably total in bounded depth Frege, by proofs of size quasipolynomial
in the oracle input size. Since it is known that totality statements of complete problems for PPAD are not
provable in this way, the separation follows.

Key to our proof will be the result of Paris, Wilkie, and Woods [PWW88] that the weak pigeonhole
principle has quasipolynomial size, bounded depth Frege proofs. Crucially for us, this result holds even when
each pigeon is allowed to fly to multiple holes ([MPWO02]) since our WeakPigeon® instances CWeakPigeon' ™" .
{0,1}" — {0,1}"~! define relations rather than functions.
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Theorem 6.1 ([PWWSS]). If (p(,¥))sef0,1}7,yef0,13n—1 are propositional variables, then there is a depth
O(1), size 2P°Y(") Frege proof of the following statement:

A Vo ooy | = \V pla,y) Ap(',y)

z€{0,1} ye{0,1}»—1 z#x'€{0,1}",ye{0,1}7—1

Our main result here is, in fact, more general than we have stated so far, essentially stating that for
any black-box TFNP problem S which has quasipolynomial size, depth d Frege proofs, WeakPigeonS has
quasipolynomial size, depth d + C' Frege proofs, where C' is a universal constant. We will assume familiarity
with the rules of Frege systems for the remainder of this section; for an in-depth reference the reader may
consult [Kral9].

We require the following definition:

Definition 6.2. Let S C ({0,1}™)* x {0,1}* define some black-box TFNP search problem in the following
sense: given an oracle G : {0,1}™ — {0,1}, the search problem is to find v = (x',...,2%) € ({0,1}™)* and
b€ {0,1}* so that (z,b) € S and G(z') = b; for all i < k. We interpret S equivalently as a width-k DNF
tautology on 2™ propositional variables (G(v))yefo,1ym erpressing the totality of S as a search problem.

We construct the total search problem/tautology WeakPigeon‘S as follows. The propositional variables are
the individual bits of the truth tables of the following functions:

G :{0,1}" x {0,1}"™ — {0,1}
G - {0,13" x ({0,1}™)" "1 x {0,1}™ — {0,1}

G, {0, 13" x ({0,131 % {0,1}™ — {0,1}
F:{0,1}" x ({0,1}™)™ — {0, 1}

The solutions to the search problem WeakPigeon® (resp. terms of the DNF) consist of the following:
xl 2% € {0,1}, 21,22 € ({0,1}™F)" so that:

1.z # 22
2. F(z',2') = F(22,7?)
3. For each j € {1,2} and every i € [n], we have

(i1, .. B [i]k, Gi(2?, F[< 0], Z[ih), . .., Gi(2d, 2 [< i], Z[i]x)) € S,

where the third condition uses the following shorthand: for elements 7 € ({0,1}™%)!, we decompose Z’ as
7 = Z[1],. . , 20 [i] € {0, l}mk? set Ej[<‘r} = (F[1],...,Zr — 1)) and Z[< 7] := (F[1],...,Z[r]), and
decompose Z[i] € {0,1}™F as Z7[i]1, ..., 2 [i]x € {0,1}™.

Definition 6.2 should be seen as a black-box translation of the circuits produced by the procedure described
in Section 3.1.3. Note that we may assume without loss of generality that each G; has a single-bit output as
for any G’ : {0,1}™ — {0,1}" which has a multi-bit output, we may define G : {0,1}"™ x [w] — {0,1} as
G(z,i) = G'(z); without any semantic change to Definition 6.2. We could do the same transformation for F'
to produce an F : {0,1}" x ({0,1}™*)" x [n — 1] — {0, 1} with a single-bit output, but this would require us
to add additional constraints (e.g., the subwitnesses z1,...,Z._; used to read the n — 1 bit output of F(z!)
via F(z%,71,1), F(21,25,2),..., F(2%,Z.,_1,n — 1) should all be the same). This would only introduce more
complexity into an already rather dense definition. We therefore sacrifice generality to work with the more
structured definition of F' which has an n — 1 bit output.

The purpose of this definition is the following:
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Lemma 6.3. Let R be any search problem which is many-one black-box reducible to a problem in the ith
level of the WeakPigeon hierarchy. Then, for some m = poly(n), if we let S; be the WeakPigeon search
problem on oracles F : {0,1}™ — {0,1}™! and let S; = WeakPigeonS'—" according to Definition 6.2, then
R is many-one black-box reducible to S;.

This follows from the relevant definitions and the fact that WeakPigeon is upwards self-reducible: we may
always efficiently reduce an instance on n-bit input oracles to an instance on m-bit input oracles for any
m > n, m < poly(n).

We now proceed to the main technical theorem of this section:

Theorem 6.4. There is an absolute constant C' so that the following holds. If S is as above, there is a Frege
proof of size 2P (oK) and depth C of the totality of VVeakPigeon‘S using the totality of S as a substitution
aziom. In particular, if S has a depth d Frege proof of size s, then WeakPigeonS has a depth d + C Frege
proof of size s2PO (k)

Proof. We first define some propositional formulas over the underlying propositional variables of WeakPigeonS.

1. For z € {0,1}", 2 € ({0,1}™*)" b € {0,1}"1, define

[F(z,2) =b] = ]l{ /\ F(z,2)s = bs}.

s=1
2. For each i < n, z € ({0,1}™F)i, x € {0,1}", define
(e, z) = IL{(E[i]l,...,E[z’]k,Gi(m,Ek i, Z[i), - .., Gl Z]< i), Z]ilk)) € s}.
Note that «;(x,Zz) is a width-k DNF. «;(x,Z) should be read as saying that Z[i] is a valid solution for
the S instance G;(x,Zz[< i],-).
3. For each i € [n], z € {0,1}", and Z € ({0, 1}™k)¢, define

Vi(x,z) == /\ ap(x,Z[< h]).

h<i

Again, note that V;(x,Z) can be represented as an nk-DNF by distribution. V;(z,%) should be read as
saying that for every h <4, Z[h] is a valid solution for the instance Gp(x,Z[< h],-).

We will first show that for every i < n we can derive efficiently the following formula:

¢; = /\ \/ Vi(z, %)

z€{0,1}™ ze({0,1}mk)?
To prove ¢;, we first need to prove the following formulae 1, ..., ,, where
%’ = /\ /\ \/ (E1,...,Ek,Gi($,z[< i]7§1)a-~-7Gi(]"7§[< Z}vzk)) €S
©€{0,1}" Z€({0,1}mF)i =1 Z1,...,Z, €{0,1} ™
To prove 1, ..., 1,, we simply observe that, for every value of 7, z,Z, the formula
\/ (Ela ceey REy Gi(x7§[< i]vzl)a BERE) Gi(l‘7§[< 7’}7516)) €S
Z1,..., 2, €{0,1}™

is a substitution instance of S. Hence, we may derive vy, ...,, in depth d + O(1) and size s2P°W (%)
using the A-introduction rule. Note that ¢; is equivalent to 11, so we have also derived ¢; at this point. At
the very end we will show how to derive ¢; 11 from ¢; and ;4 1; by induction this will allow us to derive all

¢17"'7¢n-
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Say that we have now derived ¢,. We next define, for each = € {0,1}", b € {0,1}"~ !, the formula
R(z,b) = \/ Vo2, Z2) A [F(2,Z) = b)].
ZE({O,I}””IC)"
We then may derive, directly from ¢,,, the formula
AV R,
xe{0,1}" be{0,1}n 1

which says that for every underlying assignment to the variables, R is a total relation. Now, Theorem 6.1
together with modus ponens lets us derive from this

\ \/  R(z'.b) AR(zb).

zl#£x2€{0,1}" be{0,1}7~1

Expanding the definition of R now gives us

\/ \/ \/ V(2 ZY) A [F(2h,2Y) = B A Vi (a2, 22) A [F(2?,22) = b),
Il;ﬁsz{O,l}” be{O,l}"*l Ele({071}nzk)n
226({071}7”k)"

which is exactly the desired tautology.

It remains only to show that for each 1 < i < n, we can derive ¢; 1 from ¢; and ¥;11. Up to substitution by
O(1) depth formulae, it is sufficient to show the following: for finite sets A, B, C with |A[,|B|,|C| < 2rely(mm.k),
propositional variables (F(a,b))apcaxn, (H(a,b,¢))apccaxBxc, and formulas

A=AV F@b), 6= A\ Hbe, =/ \/ Flab)AHab.c) (4)

ac€AbeB (a,b)eAx B ceC a€A (b,c)eBxC

show how to derive 7 from A and 0 in O(1) depth and size poly(| 4|, |B|,|C|). By A-weakening, from 6 we may

derive, for every a,b, the formula \/_ H(a,b, c), and from A\ we may derive for every a the formula \/, F(a,b).
Hence, for every a we may derive

(/\ \/ H(a,b,c)) A \/ F(a,b)

bEB ceC beB
-V (F(a,b)A AV H(a,b’,0)>
beB b eEB ceC
_ \/ (F(a,b) A \/ H(a,b,c))
beB ceC
- \/ (F(a,b) A H(a,b,c))
beB,ceC

where the first step uses distributivity, the second uses A-weakening, and the last uses distributivity again.
Using A\-introduction we then derive ~. O

We can then derive the following key corollary which follows directly from Lemma 6.3 and Theorem 6.4:

Corollary 6.5. For alli > 1, there is a constant C' so that the following holds. If R is a black-box TFENP
search problem which is many-one black-box reducible to WeakPigeon’, then R has depth-C Frege proofs of
totality of size quasipolynomial in the size of the oracle input to R.
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Proof. This follows directly by combining Lemma 6.3, Theorem 6.4, and the well-known fact (see [BJ12])
that if R is black-box many-one reducible to S and S has 2P°Y(™) size bounded-depth Frege proofs of totality,
then so does R. [

We finally arrive at our main black-box separation using a powerful lower bound from proof complexity:

Theorem 6.6. In the black-box model, the complete problem for PPAD is not many-one reducible to
WeakPigeon® for any constant i. Consequently, the same holds for any superclass of PPAD, e.g., PPP, PPA.

Proof. The statement of totality of the complete problem for PPP is simply the pigeonhole principle, which was
shown to require exponential-size depth-C Frege proofs of totality for any constant C' by [KPW95, PBI93]. A
complete problem for PPAD called SPERNER was later shown by Dantchev [Dan06] to satisfy the same lower
bound via a reduction from the pigeonhole principle lower bounds in [KPW95, PBI93]. A black-box many-one
reduction from SPERNER to any fixed level of the WeakPigeon hierarchy would imply quasipolynomial size,
bounded depth Frege proofs of SPERNER, (by Corollary 6.5), violating this lower bound. O

7 Theorems too good to be true

Given the surprising fact that the problem of finding multicollisions (for an appropriately compressing
function) is in Pigeon™, it is natural to ask whether analogous results also hold for other TFNP hierarchies.
Here we observe that some containments which are natural to hope for are unlikely. One containment that is
natural to hope for is that PPADS is contained in EoL*. This would give us the breakthrough implication
that PPAD C FP = PPADS C FP and would allow us to bypass the black-box barrier showing that there is
no black-box reduction from PPADS to PPAD. Unfortunately, such a theorem seems unlikely since it would
unconditionally collapse TFNP classes which we believe to be separate.

Theorem 7.1. If for some nonnegative integer i, PPADS has a many-one reduction to EoL’, then PPADS C
PPA.

Proof. See Appendix B. O

Other natural theorems to hope for include PPAD € CLO* and PLS C CLO” since these would imply
CLS C FP = PPAD C FP and CLS C FP = PLS C FP, respectively (and bypass known black-box
barriers). Here again, we show that such theorems seem unlikely.

Theorem 7.2. If for some nonnegative integer i, PPAD has a many-one reduction to C_LOi, then PPAD C PLS.
Similarly, if for some nonnegative integer i, PLS has a many-one reduction to CLO", then PLS C PPA.

Proof. See Appendix B. O

At a high level, both of the above theorems rely on showing that for some TFNP circuit problems A and
B, A reduces to B where B is self-low. This allows us to upper bound A* by B*, which is equivalent to B.
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A Lifting some reductions

As noted in Section 3.2, under Definition 3.3, we do not know if AS < BS follows automatically from A < B
under our definition of TFNP problem iteration. However, we occasionally find this a desirable property
and also find that we are able to prove it rather simply. Here, we prove this property for ourselves for the
reductions needed in this work.
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Lemma A.1l. For every positive integer i, WeakPigeon® has a many-one reduction to Pigeon®.

Proof. We show this by induction on i. It clearly holds for ¢ = 1. For the inductive case, we can reduce
WeakPigeon'"! to WeakPigeon" 8" by the inductive hypothesis and Lemma 3.5. Given a WeakPigeon® 8™
instance CPigeon" : {0, 1} — {0,1}"~1, we can reduce it to Pigeon’™" by relativizing the standard reduction
which calls its Pigeon’™! oracle on C’Piseen’ : {0, 1}" — {0,1}" where C'Pigeon’ () = C'Piseon’ ()01, Chaining
these reductions shows WeakPigeon! reduces to Pigeon'*. O

Lemma A.2. WeakPigeon™* has a many-one reduction to (2-Pigeon(27+1, 2n—1))lossy

Proof. We simply recreate the Merkle-Damgérd construction [Mer79, Dam89] while being mindful of the
Lossy oracles in the input circuit. The input to the reduction will be a circuit Ct°% : {0, 1} — {0,1}"!
with some number of Lossy oracle gates. We assume without loss of generality that CT°Y has exactly one
Lossy oracle gate due to the Turing-closure of LOSSY (Lemma 2.17). Let C'°5¥ : {0,1}7+! — {0,1}"~1
be defined as C"-5¥ (z) = CLosY (CLOSY (x4 1) 0 Tpy1). Note that C'°5% has 2 oracle gates. We feed
C'tosY t0 our (2-Pigeon(27+1, 27~ 1))Lossy oracle to obtain distinct z, 2’ € {0, 1}"! and wy, ws, w}, w) such
that C'gony” (2, w1, ws) = C'gony” (2, wi, wh) # L. Let y = Cpont? (21n),w1) and o' = Cgont? (2], 5 wh). T
21,n] F zfl n and y = 7/, then the reduction outputs the collision Z[l,n]’zﬁ n] with subwitnesses wy, w].
Otherwise, the reduction outputs the collision y o 2,41,y 0 2], with subwitnesses ws, w5.

The reduction clearly runs in polynomial time. We now show correctness. We first note the following facts.
By the definition of C’, C'2%Y (2, w1, ws) = CEo5Y (yozp 41, we) and C'5s (2!, w), wh) = O (y/ 02, 41, wh).
Combining these two facts gives us the following.

L aQ L 13
Chva’ (Y © znt1,w2) = Croat’ (¥ © 2511, w5)

Now, the reduction is clearly correct in the case that z[; ) # zfl n] and y = y'. We therefore consider the
cases where either 2y ,,) = zflm] or y # y'. Consider first the case where z[; ) = zflm]. Since z # 2/, it must
be the case that 2,41 # 2,,,,. Therefore, yo 2,41 # ' 0 2, ;. By the above observations, we know that

L L . , .
Crol’ (Y o zng1,w2) = Cpeny (¥ © 2}, 11, wh). Therefore, the collision y o 2,41,y 0 2, with subwitnesses

wa, wh is a valid solution to our original WeakPigeon™* instance. Next, consider the case where y # /.

- . / ’ Lossy _ ~Lossy/ / /
This implies y o 2,41 # ¥’ 02, ;. But, as noted above, Cgo.)” (¥ © 2n41,w2) = Ciony (¥ 02,41, w5). Therefore,
the collision y o 2,41, 0 2, with subwitnesses wy, w is a valid solution to our original WeakPigeon s

instance. [

B Deferred proofs from Section 7

Here, we prove the barrier results of Section 7. These barriers are fairly straightforward applications of the
results of [GL25]. But of course, introducing too many notions from [GL25] (particularly since our definition
of AB is subtly different than theirs) could easily confuse the matter. We therefore choose to introduce the
relevant notions here, from which the desired result will follow quite easily.

Under the stricter Definition 3.7, [GL25] proved that the classes PLS and PPA are self-low.

Theorem B.1 ([GL25]). For all positive integers i, PLS" = PLS and PPA" = PPA.

Furthermore, as an immediate consequence of the results of [GL25], we have the following fact which will
prove useful soon.

Theorem B.2 ([GL25]). Let A,B be two TFENP subclasses defined with respect to two complete circuit
problems A, B, respectively. Let C be any TFNP class. If A C B under black-box reductions, then A¢ C B©
under FPC reductions.

We first show the following useful lemma.
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Lemma B.3. For all positive integers i, PPAD’ C PPA and CLS' C PPA N PLS.

Proof. PPAD' C FPPPA" = FPPPA — PPA. Here, the first inclusion holds by PPAD C PPA and Theorem B.2,
the first equality holds by Theorem B.1, and the final equality holds by Lemma 2.16. Almost exactly the
same proof shows CLS® C PLS. The fact that CLS® C PPA follows from the fact that CLS’ C PPAD' C PPA
where the first containment follows from Theorem B.2. O

We are now ready to prove the barriers of Section 7.

Proof of Theorem 7.1. If PPADS reduces to EoL’, then PPADS C PPAD’ C PPA where the last containment
follows from Lemma B.3, as desired. O

Proof of Theorem 7.2. If PPAD reduces to CLO", then PPAD C CLS’: C PLS where the last containment
follows from Lemma B.3. If PLS reduces to CLO®, then PLS C CLS® C PPA where the last containment

follows from Lemma B.3. O
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